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Abstract

Accurate EAC forecasts are essential to effective EVM and oversight, yet many
forecasts remain mechanical projections of cumulative indices that obscure emerging
risks or embed unrealistic assumptions. Conversely, overly granular approaches can
amplify noise. The transition to high-resolution IPMDAR data sets has shifted the
forecasting constraint from data availability to the requirement for disciplined

interpretation.

This paper reframes the EAC as a structured inference about remaining work rather
than a simple projection of historical indices. While prior research emphasizes
sophisticated quantitative techniques and machine learning will continue to expand
analytical capability, this work focuses specifically on the decision framework governing
how performance evidence is interpreted. It introduces disciplined guardrails on signal
use and produces a coherent, probable range of outcomes tied to observable
performance drivers. The result is a transparent, defensible methodology that improves
upon standard Gold Card extrapolation and strengthens EVM forecasting as a practical

instrument for executive decision-making.

Keywords: Estimate at Completion, Structured Inference, Empirical Bounding,

Uncertainty Quantification, Decision Support, Traceability, Earned Value Management
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1.Introduction

In recent years, calls for greater government efficiency and accountability have
intensified, accompanied by heightened scrutiny of how effectively federal resources are
converted into tangible capability. From congressional oversight hearings to public audit
reports, and increasingly across everyday public discourse, a persistent question has
come to define the conversation: Are we truly making the best possible use of the

American taxpayer’s dollar?

That question has gained traction precisely because public trust in the government’s
ability to translate spending into credible outcomes has steadily eroded. The cause is
not any single scandal, but a slow accumulation of cost overruns, schedule slips, and
headline-grabbing disappointments. Recurring shutdowns and debt ceiling standoffs
have further reinforced perceptions of dysfunction. Even targeted efforts to improve
efficiency, such as the Department of Government Efficiency (DOGE), have struggled to
demonstrate durable performance improvement. Whatever their intent, such efforts
underscore a central reality: efficiency cannot simply be declared. It must be credibly

demonstrated through observable execution.

Nowhere do these expectations for demonstrable efficiency and accountability land
more heavily than on the government’s largest and most technically complex programs.
Defense, space, and energy acquisitions represent a substantial share of federal
resources and routinely reach massive programmatic scale. National defense alone
accounted for roughly 13 percent of total federal outlays in FY2024, about $874 billion
of $6.75 trillion (Bureau of Fiscal Service, 2024). Flagship space and energy initiatives
regularly reach tens of billions of dollars in lifecycle cost, including the National
Aeronautics and Space Administration’s (NASA) approximately $93 billion Artemis
campaign (National Aeronautics and Space Administrations Office of Inspector General,
2021) and Department of Energy—supported project portfolios on the order of $100
billion (Office of Energy Dominance Financing, 2024). In programs of this scale, the
financial consequences of forecasting error are heavily asymmetric. A seemingly
modest estimating bias, compounding over several years, can quietly erode billions in
fiscal capacity. When the analytical 'early warning' system fails, performance variances

.
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become institutionalized, embedding years of delay before the first formal re-baseline is
even initiated. These are not merely accounting discrepancies; they represent a
material loss of mission capability and a systematic narrowing of future strategic

options.

These dynamics are not merely theoretical; they are starkly illustrated by the historical
record of major acquisition failures. Perhaps the most instructive example is the U.S.
Army’s Future Combat Systems (FCS). Initiated in 2003 and formally canceled in 2009,
FCS consumed nearly a decade of research and approximately $20 billion in cumulative
costs without delivering its envisioned transformational capability (Charette, 2009)
(Freedberg Jr., 2012). The program sought to integrate manned and unmanned
platforms into a unified "system-of-systems" that pushed the limits of technical and
organizational complexity. Ultimately, post-cancellation reviews attributed its failure not
to a single event, but to the compounding interaction of technical immaturity and
structural unaffordability (Mortlock, 2022). In the case of FCS, the "narrowing of

strategic options" culminated in the total loss of a generational modernization effort.

The implication for this study is precise. Performance oversight failed to translate
emerging execution evidence into actionable course correction before commitments
became irreversible. This does not suggest that Earned Value Management (EVM)
alone is a panacea for program success. Rather, it highlights that a stronger evidentiary
interpretation of EVM data could have fundamentally improved the program’s ability to

recognize and respond to accumulating risk.

It is within this environment of heightened scrutiny that EVM is expected to perform. As
the government’s primary tool for tracking execution, its metrics are designed to shape
executive confidence and guide funding decisions. Among these, few carry more weight
than the Estimate at Completion (EAC).

While much of EVM is inherently retrospective, the EAC serves as the primary forward-
looking engine of the entire analysis. It is the analytical pivot point where historical
performance signals are translated into a formal expectation of the final outcome.

Ideally, it provides a coherent picture of where the program is headed.
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In practice, however, that picture often disappoints.

When an EAC is presented to stakeholders, a familiar and frustrating dynamic emerges.
The math is technically sound, the indices are consistent, and the assumptions are
documented. Yet, when a decision-maker asks the most critical question, "What does
this actually tell us about what happens next?" the answer is rarely sufficient. We are
left with a number describing a future, but no narrative explaining why that future is
plausible, how fragile the estimate is, or what specific execution drivers must change to

meet it.

This is not a failure of analyst skill. Instead, it is a limitation of the traditional
architecture. Most common forecasting methods rely on "straight-line" extrapolations.
These are cumulative ratios that mechanically project the past into the future without
regard for the nature of the remaining work. While these models offer procedural
simplicity, they are often context-blind. They smooth away localized risks and treat
temporary reporting artifacts as durable performance signals. Ultimately, they leave the

real drivers of the forecast invisible to the people making the decisions.

Meanwhile, the data side of EVM has changed dramatically. Modern Integrated
Program Management Data and Analysis Report (IPMDAR) formats now provide
visibility at the level where work is actually managed: individual work packages, control
accounts, and specific resource categories like labor and subcontracts. This granularity
should be a massive advantage for forward-looking analysis. However, without a
disciplined framework, more data simply trades one problem for another. The "noise" of
transient data begins to drown out the "signal" of true performance. The challenge is not
access to data, but the discipline with which we weigh that data. This paper advances a
structured approach to doing so. It reframes the EAC. It is not a mechanical projection,
but a reasoned claim about remaining work. By grounding expectations in granular
behavior, constraining extreme observations, and conditioning interpretation on work

maturity, the framework seeks to align analytical rigor with decision clarity.

The result is not merely a more refined number, but a clearer story. It is a story that
decision-makers can interrogate, understand, and use. To see why this shift is now
possible, we must examine the evolution of the data structures themselves. The

W |
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following section traces that progression and explains how the modern IPMDAR
architecture reshapes the boundaries of what a responsible completion forecast can

look like.

2.Background and Evolution of EVM Data Structures

2.1. Origins of EVM: Control Before Data

The conceptual foundations of EVM emerged in the early twentieth century, well before
its formal development within defense acquisition. It was during the mid-twentieth
century that it was institutionalized, when the scale and complexity of defense programs
began to overwhelm traditional oversight approaches. Industrial management practices,
including the scientific management movement led by Frederick Winslow Taylor and the
scheduling methods popularized by Henry L. Gantt, established the principle that work
should be planned in advance and measured against observable accomplishment
(Fleming & Koppelman, 1994). By the late 1950s, large U.S. defense programs such as
the Navy’s Polaris missile effort were already experimenting with integrated cost and
schedule visibility through methods like PERT, reflecting a growing need to manage

technical complexity through structured control systems (Morin, 2016).

Early efforts to control cost and schedule, particularly during the Cold War era,
emphasized disciplined planning, measurable progress, and managerial accountability
rather than statistical inference. The formal adoption of Cost and Schedule Control
Systems Criteria in the 1960s marked the first institutional commitment to integrating
cost and schedule information into a unified control framework. These early systems
were designed to demonstrate compliance; data existed, but it remained secondary to

process.

It was in this environment, built to support oversight, compliance, and consistency, that
the traditional forecasting framework took shape. As EVM matured and became
embedded in contract reporting, this process-first orientation often transformed
deliverables into “check the box” activities, where the primary goal was meeting a
requirement rather than enabling deep analysis. Consequently, early EAC practices

centered on periodic, cumulative summaries and contract-level indices, which offered a

.
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practical way to translate performance history into a forward-looking estimate using a
small, standardized set of inputs. That framing made sense; it aligned with the reporting
formats in use, the computational tools available, and the need for forecasts that could
be reproduced and audited. However, over time, these conventions hardened into
default practice, anchoring the industry to summarized measures as the primary lens for
interpreting execution behavior. This forecasting worldview was not an accident of
methodology; it was a direct consequence of how EVM data were structured, delivered,

and consumed.

2.2, CPR: Human-Readable Reporting Artifacts
The Contract Performance Report (CPR) represented the first widely adopted

standardized mechanism for delivering EVM information to the government. The first
version of the Data Item Description (DID) was released in 1995 as the Cost
Performance Report (DI-MGMT-81466). A revision to this was released in 2005 that
included a name change to the Contract Performance Report (CPR) (DI-MGMT-
81466A). lts structure reflected both the analytical tools of the time and the
expectations placed on the data. The CPR consisted of a small number of prescribed,
human-readable formats delivered in Excel or PDF, summarizing cost performance,
variances, and baseline changes for the current reporting period. These reports
provided just enough historical context to support visual trend discussion and

management review.

The underlying assumption was that performance information would be read by people,
discussed qualitatively, and archived. The CPR was effective at standardizing oversight,
but it was not structured to support systematic analysis across time, work scope, or

programs. It was a reporting artifact, not a dataset.

2.3. IPMR: XML Without Structural Freedom
In 2012, the Integrated Program Management Report (IPMR) (DI-MGMT-81861)
replaced the CPR, reflecting growing recognition that cost alone was insufficient to
understand program execution. The IPMR expanded reporting to include schedule data

through Format 6 and introduced time-phased views of future cost through Format 7.
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Importantly, it also added a machine-readable delivery option through a government

defined schema in the format of an Extensible Markup Language (XML) file.

This was a meaningful step forward. The XML file format enabled an improved process
for ingesting data into homegrown or Commercial Off The Shelf (COTS) tools. Standard
data schemas in a format such as XML make it easier to develop tools and processes
because they provide a consistent map that the data deliverable must adhere to.
Previous methods required manual transcription, copy and paste, or scripts that must be

adjusted if the size or arrangement of elements changed.

While an improvement upon the existing format, the analytical implications of this
change were limited. The schema developed for the XML files largely mirrored the same
report-oriented structures as the human-readable formats. Instead of looking at the
foundations of EVM and asking what data is available, the IPMR XML delivered the
same information in an improved data format. While it improved data handling
processes, this new format did not fundamentally change how the data could be
reorganized, recombined, or queried. Analysts could load the data more easily, but they
were still constrained by report-shaped schemas. The analytical ceiling rose, but the

walls remained.

2.4. IPMDAR: Relational, Query-able, and Built for Analysis
The introduction of the Integrated Program Management Data and Analysis Report
(IPMDAR) (DI-MGMT-81861B) in March 2020 represents a more decisive break from
this lineage. The IPMDAR was designed explicitly for a data-centric environment.
Rather than encoding the same reports in a new machine-readable form, it delivers a
more foundational form of EVM data. The CPR and IPMR reports focused on delivering
analytics, such as including calculated variances or a six-month view of baseline
changes, along with the standard EVM metrics. The IPMDAR provides data aligned to
the foundational structures of EVM in a more efficient format, leaving the calculations to
the analyst. It delivers this information as a collection of standardized, relational tables

intended to be joined, filtered, and queried.
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Cost and schedule data are separated into dedicated datasets and linked through
consistent structures aligned to Work Breakdown Structure (WBS), Organizational
Breakdown Structure (OBS), Control Accounts (CA), and Work Packages (WP). The CA
is the intersection of the WBS and OBS where technical, schedule, and cost come
together to be managed by a single individual. WPs are the subdivisions of the CAs,
where work is planned, progress is measured, and earned value is computed. Within
the IPMDAR data can be reported at the CA or WP level, broken out by elements of
cost, separated between direct and indirect charges, and time-phased from first
reporting period through the projected end of the program. The structure is defined
through the File Format Specification (FFS) and Data Exchange Instruction (DEI). The
final product is delivered in the form of Java Script Object Notation (JSON) relational
tables. The JSON format is a lightweight structure that is compatible with a wide range
of tools and supports large complex data (Garland, n.d.). This advancement enables
better schema enforcement while supporting flexible ingestion into modern data

pipelines.

This design fundamentally changes how EVM data are reported and used. IPMDAR
files are not intended to be read directly or provide calculations, like previous
deliverables. They are intended to be ingested into databases, joined across tables,
queried at scale, and analyzed using contemporary tools such as R, Python, SQL, or
Power Bl. JSON delivery supports versioning, incremental updates, and reproducible
transformations, making it possible to treat EVM data as a persistent analytical asset

rather than a static monthly artifact.

One of the most consequential capabilities enabled by the IPMDAR is time-phased
data. Future-period time-phasing of Budgeted Cost of Work Scheduled (BCWS or
Planned Value (PV)) and Estimate to Complete (ETC) is a standard component of the
format, and historical time-phased data can be requested through the Contract Data
Requirements List (CDRL). When historical time-phasing is included, analysts can
observe not only how execution deviates from plan, but how the plan itself evolves

across successive reporting periods. As an example of the change from the IPMR,
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analysts can calculate the future period baseline changes that were previously provided

in Format 3 and can view these further out than six months.

As monthly deliverables accumulate, IPMDARSs form a longitudinal record of execution
across the life of a program. Performance can be examined at the level where work is
actually defined and managed, then flexibly aggregated into constructs meaningful to
decision-makers, such as Contract Line Item Numbers (CLINs), phases, or capability
groupings. Because the data are relational, these aggregations are analytical choices

rather than fixed reporting views.

This evolution in reporting structure fundamentally changes what questions can be
asked with EVM data. Earlier formats were optimized for demonstrating control at a
moment in time and providing relevant analysis of the program. The IPMDAR is
optimized for observing behavior over time, across scope, and across reporting cycles
aligned to the foundational structures of EVM. It does not prescribe a forecasting
method or guarantee better decisions on its own, but it provides the structural
foundation required for disciplined, work-package-level analysis. The forecasting
framework introduced later in this paper relies directly on this progression, from report-

centric oversight artifacts to query-able, data-centric performance histories.

2.5. The Granularity Tradeoff: Why Modern Data Necessitates
Conditioning

That same evolution in data structure carries an important consequence. As granularity
increases, so does the risk of misinterpreting noise as signal. In statistics, noise refers
to variability in data generated by extraneous variables that can distort meaningful
signals or patterns (Andrade, 2022). In EVM this can come in the form of disjointed
earned value and actual costs, reporting errors, or nuances of planning and earning
value around the end of a reporting period. Earlier reporting formats inherently masked
many local inconsistencies through aggregation at the WBS or CA level. IPMDAR
exposes execution data at its lowest level enabling richer analysis while amplifying the

impact of data defects that would have been immaterial in summary reports.
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For this reason, data conditioning becomes a prerequisite rather than a formality. Each
IPMDAR deliverable must first be validated for conformance with the FFS, DEI, and DID
to ensure structural integrity. Automated validation utilizing homegrown tools or COTS
software enables this step to be performed quickly and consistently, providing

confidence that the data can be reliably ingested and queried.

Structural correctness alone is not sufficient. Granular analysis is particularly sensitive
to EVMS-related anomalies, such as earned value recorded without corresponding
actual cost or planned values that distort schedule indices. Data quality indicators
provide a second layer of conditioning, identifying portions of the dataset where derived
performance measures may not represent meaningful execution behavior. When
working at the WP level, where indices are volatile and histories are short, this discipline

is essential to avoiding false inference.

Following validation and quality assessment, the data are cleaned, normalized, and
combined into analysis-ready tables using standardized processing routines. This
conditioning step does not enhance the data, it stabilizes it. By ensuring that
downstream analysis is driven by execution signals rather than reporting artifacts, data
conditioning establishes the analytical baseline on which disciplined, explainable EAC
inference can be built; it ensures that the 'noise' of reporting errors—such as the
disjointed earned value and actual costs mentioned previously—does not drown out the

'signal’ of true program performance.

However, the evolution of data structures has outpaced the practical application of
advanced analytical methods in the field. While IPMDAR provides the high-fidelity signal
required for deep-dive management, a gap remains between the data and the decision-
maker. This creates an Analytical Gap: we have developed better 'eyes' to see the data,
but we are still refining the 'ears' needed to listen to the complex story it tells. To
understand the current state of these 'ears,' Section 3.0 evaluates the existing body of
research; ranging from time-series forecasting to Bayesian learning, and providing the
context for a method that seeks to balance mathematical rigor with the transparency

required for a coherent program narrative.

10
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3. Prior Research and Related Work

As mentioned previously, the forecasting method detailed in this paper is not the first
attempt to improve how estimates are developed. Several prior studies have proposed
new techniques to produce more reliable forecasts, each departing from the traditional
approach by applying more advanced mathematical methods to draw stronger

inferences about a program’s future.

One line of research, in the paper titled “Advanced EVM Analysis Using Time Series
Forecasts”, leverages the recent digitization of contractor EVM data to explore new
techniques for predictions of total project cost and schedule realism. The method
utilized by Peters, Hodgins, and Levin in this research paper, Auto-Regressive
Integrated Moving Average (ARIMA), is one of the most common forms of time series
analysis, often used in the financial industry to forecast stock prices. This study
implemented both ARIMA and regression models. The former captures patterns in EVM
data and the latter estimates relationships between contract performance and external
factors such as unemployment and inflation over time. Together, these techniques
forecast future changes in EVM variables through a framework designed to train, test,
and execute analyses in real time on active projects. ARIMA modeling uncovers
underlying structure in both historical performance and forecasted outcomes, enabling a
level of interpretive insight not fully explored in earlier EVM analyses. The study found
that the forecasts generated can support timely alerts of cost and schedule trends as
well as improved root cause analysis. As with most EVM forecasting methods, it was

limited by data accessibility.

A second body of work, closely aligned with this paper’s argument for reframing EAC
forecasting, applies Bayesian Parameter Learning (BPL). In the paper “The Best of Both
Worlds: Combining Parametric Cost Risk Analysis with Earned Value Management
Using Bayesian Parameter Learning”, Cantor and Smart explore the use of BPL to
combine cost risk analysis and earned value data to improve EAC forecasting. To
visualize whether work is running over or under its planned budget, a probability density
function of the EAC is constructed, with BPL used to define the initial distribution and
subsequently update it as EVM progress data are observed. This approach provides

.
11
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greater insight than conventional CPI-based techniques by incorporating prior estimates
and dynamically adjusting them based on realized spending behavior. Its relevance to
the present work lies in demonstrating how probabilistic learning can enhance inference
without centering the framework exclusively on risk quantification, thereby avoiding
redundancy with established risk-analysis approaches. The study found that while this
method is mathematically sound, it is not widely deployed because it is computationally

intensive.

A related research paper applies Bayesian Networks (BNs) to quantify schedule
uncertainty. The method detailed in “Quantifying Schedule Uncertainty in Acquisition: A
Bayesian Network Approach” models acquisition program schedules with probability
distributions for task durations, milestone completion, and overall program finish dates
to estimate confidence levels for schedule delays. BNs are implemented to updated
existing schedules as new information becomes available, enabling identification of
critical tasks likely to cause cascading delays and at-risk activities in the network. While
the methodology proposed in this paper is less expansive in its direct treatment of
schedule uncertainty, both approaches share the premise that large defense programs
contain interdependent milestones whose interactions introduce risk and contribute to
growth in potential EAC. In addition, this research explores implementation at the lowest
level at which work is executed, highlighting the importance of understanding impact of

performance at a granular level.

Taken together, these prior studies illustrate both the promise and the remaining
limitations of quantitatively rigorous EAC forecasting. In theory, EVM should provide the
data necessary for sound program estimates. In practice, persistent cost growth
suggests that EVM-based forecasts often fail to capture the full extent of program
expansion. Budgets and estimates at completion are frequently understated, progress
may be overstated due to unplanned work, realized risks accumulate over time, and
schedule uncertainty is rarely reflected fully in BACs (Budget at Completion) or EACs.
The literature therefore demonstrates the value of stronger analytical interpretation

layered on top of quantitative technique.

12
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The method developed in this paper builds on these contributions while pursuing a
different emphasis. Rather than introducing an additional purely mathematical
forecasting construct, it enables granular cost inference while explicitly managing noise,
prioritizing interpretability, and supporting coherent analytical narrative. Risk is
incorporated through empirically derived bounds grounded in observed performance
behavior rather than solely through theoretical distributional assumptions, providing a

complementary path forward for EAC development.

4. Methodology: Interpreting Performance Signals in

EAC Forecasting

EAC discussions tend to get pulled into methodological territory fast. Should Cost
Performance Index (CPI) or Schedule Performance Index (SPI) carry more weight?
Should BAC or Estimate to Completion (ETC) anchor the projection? Which formula
survives the most scrutiny? These are important questions, but they are seldom where
the forecast is determined. The choices that shape an EAC occur earlier and with less
fanfare, in how the analyst evaluates the performance data as evidence. They reflect
underlying beliefs: what does the cost and schedule behavior we have observed
actually say about the work that is left, which signals matter, and how tightly should past

performance constrain what we expect about future execution.

Prior work has demonstrated that richer EVM data can support better inference. The
focus here is more hands-on. When given a cleaned work-package time series, what
interpretation rules keep the forecast responsive to genuine change while preventing
short-run noise, immature indices, or one-off disruptions from exerting disproportionate
influence? This section does not introduce a new equation. It lays out the modeling
commitments that determine how signals earn influence at the level where work gets

done, and how those local judgments get carried upward into a program-level EAC.
Operationally, the methodology can be summarized as a sequence of decisions applied

consistently at the work-package level:

1. Establish a stable performance corridor from observed history

.
13
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Determine whether current signals are mature enough to be informative
Select a forecasting posture based on work type and maturity

Aggregate disciplined work-package forecasts upward into a program-level EAC

o & 0N

Define uncertainty, including both risks and opportunities, apply monte carlo, and

produce a full range of probable outcomes

Each step is simple in isolation. The value comes from applying them systematically

and documenting where analyst judgment enters.

41. Forecasting as Inference, Not Arithmetic
In most organizations, EAC forecasts are treated as mechanical exercises in execution
rather than inference. Analysts pick a formula, plug in CPl and SPI, and an EAC is
created. But this obscures where the actual difficulty lies. Computing is the easy part.
The hard part is deciding what should be allowed to influence expectations about the

future.

Under this inferential framing, an EAC is fundamentally a statement about evidence:
“given what we have seen so far, what should we expect about the remaining work?”
Different forecasting approaches produce different answers because, underneath the

math, they embed different answers to two questions:

« Which observations are representative of how the remaining work will behave?
e How strongly should the past constrain what we believe about the future?

Disagreements regarding the EAC rarely stem from arithmetic errors. Instead, they arise
from analytic friction regarding the predictive integrity of historical data. In most
boardrooms, this friction reflects divergent priors among stakeholders. The conflict is not
found in the calculation; it is found in the underlying assumptions regarding which

historical signals are truly representative of the remaining effort.

The methodology presented here takes that inferential reality as its starting point. It
does not claim there is one correct formula for computing an EAC. Instead, it seeks to
make the inferential choices visible and defensible, tying them directly to the statistical

and organizational behavior evident in granular IPMDAR data.

.
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4.2. Where Inference Lives: What Granular Data Changes
When WP-level data are observable, the unit of inference shifts downward from contract
or CLIN-level aggregates to the level at which scope is defined and managed. Higher-
level summaries may smooth volatility, but they also dilute causal attribution. Estimating
remaining cost at the WP level requires performance to be interpreted at that same
level. Without this alignment, the forecast remains anchored in aggregates that obscure
the behavior of the underlying work and can embed arbitrary top-down allocations that
dilute true execution signals. When scope-specific judgments are aggregated coherently
through CLIN and contract structures, movements in the EAC gain causal resolution
and can be traced to identifiable drivers, such as concentrated rework within system test
or supplier delays affecting a particular CLIN. In this way, the EAC becomes a
diagnostically grounded assessment of remaining work rather than a projection derived

from aggregate indices alone.

An example makes this distinction concrete. On a radar development and production
CLIN, a late signal processor delivery delayed integration and system-level test. Figure
1 illustrates the result at two levels of granularity. Panel A shows the aggregate CLIN-
level SPI over a twelve-month window. The index drifts gradually from 0.97 to 0.90, a
trajectory that suggests manageable schedule pressure and would not, on its own,

trigger significant concern.

Panel B tells a different story. Viewed below the CLIN level at the control-account layer,
which aggregates the underlying WPs used in the forecasting method, the same period
reveals that CA 2, responsible for integration work, experienced a severe schedule
break beginning in April 2024, with SPI falling to approximately 0.43 by midsummer.
Two downstream integration WPs earned zero Budgeted Cost of Work Performed
(BCWP), also referred to as Earned Value (EV), for a full reporting period while still
burning engineering labor. Meanwhile, CAs 1 and 3 continued earning on plan,
producing enough positive performance to smooth over the disruption in the aggregate

view. The CLIN-level index masked a localized schedule break that eventually
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manifested as out-of-sequence execution and rework. This is precisely the kind of signal

that work-package-level visibility is designed to surface.

Aggregate CLIN-Level SPI

=0= Aggregate CLIN SPI

0.8 1

SPI

from 0.97 — 0.90
Appears manageable

Aggregate view: gradual drift
0.6 1

0.4 1
0.2 1

0.0 - . | ' | | ' |
Work-Package-Level SPI by Control Account

141 —o— CA 1
=~ CA3
1.2 4 =Qm= CA 2 (Integration)
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0.8 1

SPI
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Masked by « As1 & 3

in the aggregat w above

0.2 1

0.0 1
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2024 2025
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Figure 1: Aggregate vs Work Package Level SPI

With all that said, granularity brings its own statistical headache, and one that can be
easy to underestimate. The indices at the heart of most EVM formulas are constructed
as proportional measures, and they become unstable when the underlying quantities
are small or when timing artifacts dominate. At finer resolution, analysts encounter more
such measures, shorter performance histories behind each one, and more instances in
which a single posting event can produce an index value that is accurate for that period
yet nearly useless as a predictor of what follows. While the value of richer data is

broadly accepted, the methodological challenge lies in using that information without
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allowing the forecast to be driven by whichever WP happened to experience the most

volatile month.

4.3. Why Naive Extrapolation Breaks Down
When performance is examined at the work-package level, a pattern emerges that
aggregate views tend to obscure: the vast majority of reporting periods appear
unremarkable, while a small subset accounts for a disproportionately large share of total
variance. Cost and schedule performance often remain near a typical level of efficiency
for extended intervals, then shift abruptly during episodes of rework, sequencing
disruption, supplier delay, or late integration and test activity. These episodes are not
merely statistical noise. They contribute materially to overall variance. Because
cumulative indices embed long histories of prior performance, they frequently respond
only gradually when underlying conditions change, thereby limiting their suitability for

direct forward extrapolation.

This pattern conflicts with assumptions embedded in much standard forecasting
practice. In a well-behaved statistical setting, deviations from the mean are limited, true
outliers are rare, and averages converge rapidly as observations accumulate. If
acquisition programs behaved in this manner, using recent performance as a proxy for
future outcomes would be broadly defensible. In practice, however, large programs
rarely exhibit such behavior. Performance is typically lopsided and heavy-tailed. Most
CPI and SPI observations cluster within a central band, but a small number fall far
outside it and exert disproportionate influence, in either favorable or adverse directions.
These are not anomalous accidents; they occur with sufficient regularity to reshape the
overall distribution of outcomes. A limited number of adverse reporting periods can
therefore dominate cumulative cost growth or schedule delay in programs that
otherwise appear stable on a day-to-day basis, undermining the premise that recent

average performance reliably represents what remains.

This pattern is visible not just in time series plots but in the shape of the distributions
themselves. Figure 2 presents the distribution of period-level CPI values observed
across WPs and reporting periods, overlaid with a fitted log-normal density curve. The
distribution is strongly right-skewed: the majority of observations cluster within a central

.
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range, while approximately 28 percent of values lie at or beyond a CPI of 3.0, forming a
pronounced right tail. CPl cannot be negative by construction, yet it is unbounded
above. Although a high CPI appears favorable, unusually large values frequently reflect
timing distortions, small denominators, or reporting dynamics rather than durable
execution efficiency. As the fitted curve suggests, the empirical distribution aligns
closely with a log-normal form which is consistent with ratio-based measures that evolve

multiplicatively across interdependent activities.

24 A
mmm Observed CPI frequency
= Right tail (CPI = 3.0)

—— Filted log-normal density

21 A
18 Log-normal fit: o = 0.70, scale = 2.22
15 A

12 A

Frequency

Log-Normal Density

Period CPI

Figure 2: Distribution of Cost Performance Index (CPI) Across Work Packages

This distributional shape follows directly from the structure of the metric and the system
in which it operates. CPIl and SPI are ratios bounded below by zero but capable of
expanding without limit. In tightly coupled environments, inefficiencies propagate
through rework cycles, sequencing disruptions, and dependency chains. Recoveries, by
contrast, tend to materialize more gradually. When variation compounds in this manner,
skewed and heavy-tailed outcomes are not anomalies but structural features of the

process.

There is also an organizational explanation for the persistence of extremes. Major
government programs are not portfolios of independent tasks whose variation averages
out over time. They are networks of interdependent activities. Integration waits on
upstream deliveries. Test waits on integration. Certification waits on test. When
disruption occurs in one segment, it can propagate across multiple WPs, forcing out-of-
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sequence execution, compressing downstream schedules, or triggering rework
elsewhere. Aggregate performance measures often mask this localized churn, which

becomes visible only at the level where work is executed.

One practical consequence of all this is that stabilization happens slowly. Averages and
cumulative ratios can remain sensitive to rare-but-plausible events well after you have
accumulated what feels like a substantial amount of history. Just having more data
points does not automatically make inference safer. A single late-stage disruption can
still throw performance measures off by more than months of prior stability would

suggest.

It is at this juncture that naive extrapolation becomes untenable. Extreme performance
values are often some of the most informative moments in a program’s history. They tell
you something important happened. But they are almost never a reliable template for
what remains. Extrapolating from them assumes that every shock represents a
permanent change in how efficiently the program executes. In tightly coupled,
episodically disrupted environments, that assumption usually does not hold up. To be
clear, none of this means CPI and SPI are useless. They carry real, actionable signal.
The question is not whether to use them, but how much inferential weight they deserve
at any given moment. Extreme observations should stay visible and they should be
explainable, but they should not be allowed to mechanically rewrite the forecast just

because they are large numbers.

So, the forecasting problem is not whether to pay attention to extremes. Their relevance
should be self-evident. It is how to keep their influence in check when you are
translating observed performance into a projection of remaining cost. The next section
introduces empirical bounding as a way to do exactly that: tighten the discipline around
inference without throwing away information and keep the narrative value of rare but

consequential events intact.

4.4. Bounding as Inferential Discipline, Not Data Editing
Empirical bounding formalizes this discipline. A common objection is that bounding

amounts to “changing the data.” It does not. Bounding is a decision about interpretation:

.
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it limits the leverage that extreme ratio observations can exert when translating
observed performance into a forecast of remaining work. This approach is grounded in
well-established statistical theory, which demonstrates that classical estimators perform
well under well-behaved conditions but can become disproportionately sensitive to
extreme values. Alternative formulations do not ignore extremes; rather, they recognize
that such observations can dominate the forecast beyond what they realistically should
reveal about future performance and therefore justify limiting their influence. Viewed in

this light, bounding is not a correction of history but a calibration of evidentiary weight.

The underlying intuition is straightforward. The program’s own history reveals a corridor
in which performance typically operates. Values inside that corridor can be treated as
representative. Values outside it remain important, but they should trigger analysis
rather than mechanically redefining the forecast. This is particularly important at the
work-package level, where posting timing, small denominators, or one-time events can
produce indices that are accurate descriptions of a period but not good predictors of the

remaining effort.

There are multiple defensible ways to define this corridor, and that flexibility is a feature,

not a weakness:

o Percentile corridors emphasize where the bulk of realized performance lies and
tend to behave well when performance is skewed or asymmetric.

« Median-centered bands emphasize the central mass of the distribution and are
easy to communicate when performance clusters tightly, allowing the analyst to
bound observations by a specified number of standard deviations from the
central point and thereby impose symmetry around typical performance.

In effect, bounding operates as a constrained estimator that reduces driver variance at
the cost of modest bias. This is a tradeoff that is defensible in environments where

extreme values are frequent but not fully representative of future state transitions.

We do not claim one approach is always right. The insistence is simply that whatever
bounds you choose should be empirical, transparent, and grounded in the program’s
own observed behavior rather than some external ideal. The forecast stays disciplined

while the narrative stays intact: shock periods are still visible in every plot and
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diagnostic, but they do not get to unilaterally rewrite the projection for remaining work.
Bounding gets you stability, but stability alone is not enough. A stabilized signal can still
be uninformative if the WP is too early in its life or if the type of work makes a particular

index inherently weak. That is the next problem to address.

4.5. Why Maturity and Work Type Matter

Even after extreme values are disciplined, performance indices do not carry uniform
meaning across WPs. Early in a WP’s life, CPIl and SPI are often dominated by timing
effects, accrual artifacts, and baseline mechanics rather than sustained execution
behavior. With little earned value accumulated, modest movements in actuals or
progress can generate large ratio swings. In statistical terms, the signal-to-noise ratio is

low: a given index value is consistent with many plausible underlying execution states.

As work progresses, indices increasingly summarize sustained behavior rather than
episodic measurement effects. Yet maturation is not uniform. It depends on the
character of the work and the method by which performance is claimed. Discrete
development and integration efforts may remain volatile well into execution, while
repetitive production tasks often stabilize earlier. Level-of-effort (LOE) activity differs
structurally because earned value is time-phased by design, altering what can

reasonably be inferred from index movement.

The implication is evidentiary rather than mechanical. Identical index values can
represent materially different informational content depending on context. A CPI of 0.85
early in a development effort does not carry the same inferential weight as the same
value near completion of a stable production WP. Treating them as equivalent implicitly
assumes that indices are context-invariant measures of efficiency, which they are not.
For this reason, the framework begins by classifying WPs into two broad categories:
Level of Effort (LOE) and Discrete. While more granular earned value techniques exist,
this distinction captures the most consequential divide for forecasting because it
separates time-based earning behavior from output-based earning behavior. The
boundary is not always clean and may reflect PMB structuring decisions as much as
technical substance, but the distinction becomes clearer at the WP level, where
measurement characteristics are least diluted by aggregation.

.
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LOE work consists of sustained support activity without discrete, objectively measurable
deliverables, such as ongoing program management, systems engineering support, or
continuous oversight functions. Because value is earned as time elapses, observed
performance primarily reflects expenditure patterns rather than progress dynamics.
Discrete WPs, by contrast, correspond to definable outputs and observable completion,
making their performance behavior more directly interpretable as evidence about

execution.

The practical conclusion is that work type and maturity condition the meaning of
performance signals. Indices should not be interpreted at face value without regard to
where the WP sits in its lifecycle and how its progress is measured. Any disciplined
forecasting approach must therefore embed these contextual distinctions before

assigning inferential weight to observed performance...

4.6. Operationalizing Judgment through Flexible Defaults
Performance indices vary in evidentiary weight, and uniform application of a single
extrapolation rule does not yield optimal results. The practical question, then, is how
that variation should be reflected in forecasting decisions. A structured framework
addresses this by encoding judgment through structured defaults, allowing the

forecasting logic to adapt to the information state of each WP.

In early execution, when ratio-based signals are statistically unstable, forecasts lean
more heavily on planned values, which typically provide a steadier representation of
remaining scope than volatile early indices. As discrete work progresses into sustained
execution, schedule behavior often becomes informative before cost efficiency does.
Schedule indicators can surface sequencing friction, upstream dependency delays,
production handoff issues, or qualification bottlenecks even when cost indices appear

stable.

This pattern aligns with findings in the Earned Schedule literature, particularly in
construction environments characterized by tightly sequenced and interdependent
tasks. Although that body of research centers on construction projects, the structural

dynamics closely resemble many defense acquisition efforts. Ship assembly, radar
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installation, software baselining, hardware qualification, flight test campaigns, and

production ramp transitions all unfold through staged, dependency-driven execution. In

such settings, schedule-based indicators frequently demonstrate stronger early

predictive value than cost efficiency metrics, which tend to stabilize later as execution
patterns consolidate (Elsaid, Nassar, Bin Welah Algahtani, & Abotaled, 2025).

As percent complete increases and performance behavior becomes more consistent,

cost efficiency becomes a more reliable basis for projection. LOE work follows a

different trajectory, given the inherently limited interpretive value of schedule-based

indices.

Figure 3 formalizes these distinctions. Generally, the framework transitions the

weighting from SPI to CPI as the percent complete increases, employing a series of

blended formulas that progressively transfer predictive authority from schedule to cost.

LOE Work Package
Percent Complete

0-20%

20%-99.9%

100%

LOE Work Package EAC
Method Used

Budget at Complete
(BAC)

EAC using CPI

Actuals (ACWP)

Discrete Work Package
Percent Complete

0-20%

20-40%

40-60%

60-80%

80-90%

Discrete Work Package
EAC Method Used

Budget at Complete
(BAC)

EAC using SPI

EAC using CPl x
SPI

EAC using 80%
CPI and 20% SPI

EAC using 90%
CPI and 10% SPI

EAC using CPI

Actuals (ACWP)

Figure 3: Method Flowchart

The thresholds depicted in Figure 3 are presented in discrete steps for clarity, and to be
clear, the specific numerical ranges should be adjusted depending on the commodity
type you are working with and analyst knowledge of the program. Ideally, the weighting
would function as a continuous variable of percent complete, shifting gradually rather

than at fixed breakpoints. The current blocked approach reflects present application of
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these defaults. A smoother, continuous curve is preferable and should be considered as

analytical tools evolve.
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Figure 4: Method Usage Over Time

Figure 4 illustrates method assignments over a representative two-year program
comprising twenty activities. Initially, BAC-based forecasting dominates because most
WQPs lack sufficient performance history to support ratio-based inference. As discrete
packages surpass the early maturity threshold, SPI-based methods enter the mix.
Around the program midpoint, the greatest diversity of forecasting postures appears,
and method selection materially influences the resulting EAC. As execution
consolidates, CPIl-dominant assignments become more prevalent, and near closeout,
most packages revert to actuals-based projections. This progression is not calendar-
driven; it reflects each WP advancing through the logic of Figure 3 at its own pace.

These default assignments are not mandatory. An analyst may override any assignment
when justified by technical expertise, however, such overrides are documented within
the analytical record rather than remaining as implicit assumptions in formulas. This
approach generates point estimates that are robust to early-stage variability, remain
responsive to actual execution data, and promote the transparency, repeatability, and
auditability necessary for effective program oversight.
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4.7. From Point Estimates to Uncertainty: Why Simulation

Enters
Even with a disciplined point estimate in hand, this alone does not answer the central
managerial question: how far could reality depart from the central forecast, and what
mechanisms would drive that departure? Programs are managed under uncertainty.
Funding decisions, negotiations, and mitigation strategies require more than a single
most likely value. They require a range of defensible outcomes anchored in drivers that

can be articulated and defended.

Most EAC methodologies are, by design and solely, backward looking. They infer the
cost of remaining work from observed historical performance, conditioning the forecast
on realized cost and schedule behavior. That reliance on prior data is appropriate and
foundational, yet it is necessarily incomplete. The most direct and transparent way to
incorporate information about the future that is not embedded in historical indices is
through explicit modeling of forward-looking risks and opportunities, especially those
that are already known, emerging, or structurally credible but not yet realized in

performance data.
Uncertainty enters from at least two conceptually distinct sources:

o Residual performance variability: even with disciplined inference, execution
can deviate from typical behavior.

o Discrete future risks or opportunities: named events that have not yet
occurred but could reasonably materialize, with nontrivial cost or schedule
impact.

Simulation earns its place here not because it is sophisticated, but because it is the
appropriate tool for composing uncertainties that do not combine neatly under simple
assumptions. Formally, if remaining cost C is influenced by continuous performance
variability X and a set of discrete future events R; (which may represent either risks or

opportunities), then the total outcome can be expressed as

C:C+X+2Ri
i
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where C is the disciplined point estimate and each R; occurs with an associated
probability, impact distribution, and potential correlation with other events. The resulting
distribution reflects the convolution of the continuous variability in X with the probabilistic
structure of the discrete events, producing a composite distribution that generally lacks
a closed-form analytical expression. Monte Carlo simulation approximates this
convolution numerically by repeated sampling from the underlying variability and event

distributions.

Within this framework, Monte Carlo simulation is not the method itself. It is the final
analytical layer. It begins with the disciplined, historically grounded point estimate
produced in the prior steps and overlays explicitly modeled uncertainty while preserving
traceability to underlying drivers. The analyst can then distinguish whether dispersion in
outcomes is driven primarily by residual performance variability, by forward looking
discrete risks, or by uncertainty in modeling assumptions such as parameter bounds.
That decomposition transforms an uncertainty range from a decorative interval into a
diagnostic tool. With these elements in place, the framework is fully specified and

positioned for evaluation.

5. Results: What the New Framework Reveals

When we build an EAC from the WP level up using the aforementioned methodology,
we do more than refine a number. We turn the forecast from a static extrapolation into a
system of interacting parts. Each remaining element of work sends its own signal, and
the aggregate EAC becomes a living reflection of how those granular components
collide rather than just a calculation built on averaged indices. The final value is the
headline, but the real story is in the internal architecture of the estimate. Because the
forecast is constructed from traceable lower-level elements, it can be surfaced through
interactive views that allow analysts and decision makers to drill from program totals
into the specific work-package drivers shaping the outcome, improving transparency

without altering the underlying calculation.

One of the most interesting things this analysis reveals is that forecasted outcomes are

almost never symmetric. In most programs, the center of our forecast is anchored by

.
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work that is stable, mature, or repetitive. The volatility, those long and expensive tails in

the distribution, usually flares up from specific clusters like system integration, late-

stage testing, or fragile supplier recoveries. We begin to see that a tiny subset of the

remaining scope actually governs the risk of the entire program. Uncertainty is not

uniformly distributed across the contract; it concentrates in structurally complex

segments of scope.

Figure 5 makes the contrast visible. The left panel shows the CLIN-level summary: a

$50M scope of work tracking to a modest overrun. The right panel decomposes that

same data to the control account level, where each CA’s EAC was built up from work-

package-level analysis using the method described in Section 4. Two of six control

accounts account for all projected growth, while the remaining accounts collectively

return savings. The aggregate masks a sharply uneven risk distribution that only

becomes apparent when the estimate is constructed from the bottom up.

Aggregate View

$50.0M BAC

Same Contract, Different Resolution

$51.6M

+$1.6M

tribution. Two control accounts generate all projected growth

Control Account View

+$2.56M

CA-01 Lab Integration

CA-02 Software

CA-03 Verification

CA-04 Env. Qual.

CA-05 Site Install

CA-06 Defect Retest

Figure 5: EAC Drill Down

The significance of this shift is not simply additional granularity. It is a change in what

the forecast represents. A rolled-up EAC compresses performance into a single

averaged signal. An EAC built from the work-package level, by contrast, reveals where

sensitivity resides and how a relatively small portion of technically complex scope drives
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the distribution’s upper tail. The estimate becomes an articulated composition rather

than an opaque extrapolation.

That structural visibility is the central result of the framework. Once the forecast is
understood as a composition of identifiable drivers rather than a projection of indices, its
implications extend beyond numerical refinement. The following section examines those

implications in more depth.

6. Implications for Analysts and Decision-Makers

6.1. Improving Analyst Storytelling
The method detailed in this paper helps alleviate the pitfalls present in standard EAC
methods while enabling analysts to more clearly tell the story of what is driving program
cost. Traditional approaches typically produce one or several point estimates that imply
a static view of the future, such as best case, worst case, and most likely. These
bounds are often constructed using aggregate performance parameters, where best
case assumes continuation of favorable trends and worst-case layers CPI, SPI, and risk
register inputs. While structured, this approach compresses complex execution behavior
into a limited set of summary factors. The framework presented here retains the
discipline of bounding outcomes, but anchors those bounds in observable performance
at the CA level. Rather than assuming a uniform future, it visualizes a range shaped by
the interaction of discrete work elements, each with distinct maturity and risk
characteristics. The statistical bounds therefore explain uncertainty transparently,

reduce overconfidence, and ground the forecast in identifiable drivers.

Crucially, this approach prioritizes traceability over methodological complexity. Purely
stochastic or black box machine learning methods may offer theoretical precision, yet
they often fall short when decision makers cannot interrogate the source of variance. By
constructing the estimate from the lowest practicable level, every dollar of projected
growth can be traced to a specific CA and performance anomaly. Analysts are thus
better positioned to translate performance trends into actionable insight for program

leadership.
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An additional data source from the IPMDAR is also available to provide information and
context to the program manager. The Performance Narrative Report (PNR) provides a
contractor’s description of their variances and program performance. This data source is
utilized as a crosscheck to support the quantitative and qualitative risk analysis
performed during the EAC process. It improves understanding of the program, the
contractor’s view of their variances, and whether findings from this method break from
what the contractor has described. If the estimates do break from a contractor’s view,
conveying why or how this will happen and re-examining estimates to ensure they make
sense is critical. It allows an analyst to craft clarifying questions for the contractor on

their performance and risks, enhancing the quality of analysis for the PM.

The goal is to describe how those outcomes may come to pass to support a program
manager’s decision-making process. We must understand that the future is not fixed,
but variable in its possible outcomes. When we are able to identify what causes
unfavorable EACs it allows for clearer translation into decisions. Supplementing this
process with the contractor’'s own review of their performance improves our

understanding of the program and highlights disconnects in future outcomes.

6.2. Program Management Use Cases
Methodological innovation should ultimately enhance decision quality. New Estimate at
Completion (EAC) methods are justified only when they clarify the options available to
program leadership. Therefore, the development of this framework was guided by a
precise operational objective: to identify the source of cost growth at the most detailed
feasible level. Forecasting at this level of granularity transforms the EAC from a passive

status indicator into a diagnostic tool that highlights where intervention is necessary.

The bounded estimate supports this objective by translating abstract variance into a
manageable trade space. In routine forums such as monthlyEVM briefings and risk
reviews, this granular visibility fundamentally alters the discussion. Instead of debating
an apparently inevitable top-level overrun, the Program Manager receives an
explainable range of outcomes linked to specific performance drivers. This enables
leadership to differentiate between structural risks, which may necessitate funding
realignment, and execution friction, which could require technical intervention. By

.
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quantifying the impact of these drivers, the bounded forecast maintains the decision

space required to address growth before it becomes a permanent baseline deficit.

This decision-support function extends to structural reviews, particularly the Integrated
Baseline Review (IBR). The IBR is designed to identify risk rather than merely confirm
planning logic, and the EAC serves as an execution-based assessment of the credibility
of the Performance Measurement Baseline. When the remaining effort consistently
forecasts above the time-phased plan, it indicates that baseline assumptions may no
longer reflect actual conditions. Early in a program, limited performance history renders
these signals informative but not definitive; as the program progresses, they become
increasingly reliable indicators of baseline validity. Since EVM data is updated more
frequently than formal baseline documents, it offers the most current structured

perspective on program health for milestone decisions where timeliness is essential.

Finally, this framework enhances the quantification of funding risk. Similar to the use of
Cumulative Distribution Functions (CDFs) in pre-milestone cost estimation, the
program’s baseline and the contractor’'s EAC can be plotted against the model-
generated probabilistic S-curve. This approach provides a clear, quantitative
assessment of the likelihood of exceeding the current budget. When decision-makers
can visualize the probability and magnitude of potential shortfalls at the CLIN level, they
are better equipped to prioritize funding among competing demands and proactively

schedule budget actions.

The primary objective is to shift from reactive crisis management to predictive resource
allocation, ensuring that stakeholders understand not only the program’s cost but also

the specific leverage points where effective decisions remain possible.

6.3. Integration into Existing Processes
The preceding sections describe what analysts and program managers should do with
better, more actionable IPMDAR-derived forecasts, where to apply them and what
decisions they support. The question that follows is how to integrate this capability into
existing workflows. New methods must fit into established processes, or those

processes must be adjusted to accommodate them. In practice, integration begins with
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automating the upfront, repetitive data wrangling and validation steps so that clean data
feeds directly into analytical tools. Analysis output is wrapped into EVM deliverables in a
dynamic and explorable fashion. With the growth of tools such as R, Power Query,
Power Bl, and others, EVM should advance from static reports for delivering results

towards tools that allow for more interactive displays of past and current performance.

The analysis that underpins this method is performed outside of client facing tools, as it
takes hands on analyst attention to ensure the decisions for the EACs make sense. The
results are summarized and connected to client-facing dashboards on a monthly basis.
This maintains a historical record of EACs and allows for easy comparison to contactor
estimates. As the method advances, decisions made through the process will be
automated into a set of business rules that allow analysts to more readily feed the data
through a pipeline to quickly deliver the results. The value of the analyst lies in their

understanding of the results and translating the analysis for a PM.

The development of this method is not only about how it fits into the analysis cycle, but
the need to continuously improve. Lessons learned are incorporated along the way and
implemented in their corresponding process, such as contract data requirements list
(CDRL) language. The CDRL has a significant impact on the data received and requires
attention to ensure the requirements provide detailed support efforts for analysis and
surveillance. Things like improving risk reporting or better custom field implementation
can change the quality of later analysis. It is a continuous cycle of learning and
improving to ensure the value of data is maximized to deliver insights that positively

affect program outcomes.

7. Limitations and Future Work

71. Method Limitations

This approach represents a meaningful advancement in the prediction of project
outcomes, yet its limitations must be recognized. The methodology moves beyond
simple arithmetic toward structured inference, but every estimate ultimately rests on a
single foundational premise: that historical performance conveys information about

future execution. Without that premise, forecasting would lack analytical grounding. The
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framework strengthens the relationship between observed history and projected
outcomes by imposing empirical structure and probabilistic discipline; however, its
predictive validity remains conditional on the continuity of the execution environment.
When the governing conditions of performance change in ways not yet reflected in
historical data, forecast reliability necessarily degrades—a limitation common to all

empirically grounded prediction methods in complex acquisition settings.

Such discontinuities are routinely observed in major programs that evolve in character
as they mature. Early phases—such as preliminary design, initial capability increments,
or other Phase I-type efforts—often exhibit a period of apparent stability as staffing
increases, designs progress, and procurement actions proceed in an orderly manner.
During this interval, cost and schedule performance may track closely to plan, producing
metrics that suggest efficiency and control and potentially encouraging unwarranted
confidence among stakeholders. Later phases introduce tighter technical
interdependencies and expose latent challenges not visible in earlier execution data.
Empirical observation across multiple defense contracts indicates that performance
behavior in Phase Il execution or under rolling-wave refinement can diverge materially

from patterns established during earlier phases.

The framework is intentionally conservative in interpreting early favorable performance
and applies empirically derived bounds to moderate unwarranted optimism. Rather than
attempting to anticipate specific future disruptions, it strengthens prediction by explicitly
conditioning forecasts on observable stability in execution dynamics and by widening
uncertainty when that stability erodes. In this sense, the method remains predictive, but
in a disciplined and evidence-responsive manner. Its principal contribution is therefore
not foresight independent of data, but improved reliability of inference as programs

transition into the higher-risk portions of their lifecycle.

A further limitation concerns that this method relies heavily on the structure of the
underlying plan. The Performance Measurement Baseline acts as the map we are
reading. We do not have to believe the map is perfect, but we do have to assume it is
legible. If the baseline has been constructed poorly or if difficult work is being hidden

inside generic administrative accounts, the inference will suffer. The model can only
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process the signal it is given. It cannot fix a plan that was disjointed from the start. This
is also true when a program undergoes a massive reset or restructuring. When the plan
changes so fundamentally that the old rules no longer apply, we have to stop and reset
the model. Continuing to mix the old data with the new reality would only confuse the

picture.

There is also a practical trade-off regarding data quality. Because this approach is more
sophisticated than a simple spreadsheet calculation, it has a bigger appetite for detail. It
works best with the granular data found in modern IPMDAR files. The downside of
looking this closely is that we see every flaw. Inconsistent updates, accounting
corrections, or data quality irregularities can create noise that the model has to interpret.
We view this as a necessary reality rather than a failure. When the data is inherently not
incredibly predictive, the framework produces a wider range of possible outcomes. It is
effectively telling the analyst that the situation is blurry. This is a more honest answer

than providing a precise number based on bad information.

Finally, and perhaps most importantly, this is not a system designed to replace human
judgment. We are not trying to build a black box that spits out the "correct" number
without context. The goal is to give the analyst a better set of tools. It still requires a
human expert to look at the results and decide if the historical bounds make sense for
the specific type of work being done. The framework handles the computational burden
and the probability, which frees the analyst to focus on the strategy and the story. It
does not promise certainty, because certainty in program management does not exist.
Instead, it offers a way to be disciplined about uncertainty and to build forecasts that

respect the complexity of the real world.

7.2. Further Research

The framework presented here is intentionally practical, but how well it holds up over
time depends on continued empirical testing and extension. The most pressing next
step is systematic validation against completed programs. Early results are encouraging
in terms of stability and interpretability, but broader testing is needed to determine
whether the method consistently outperforms traditional EAC approaches as a predictor
of final cost growth. We are especially interested in whether it provides earlier warning
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of adverse outcomes, not just better accuracy when the program is already winding

down.

That evaluation should rely on clear, quantitative metrics. Mean Absolute Percentage
Error can assess how closely forecasted EACs track actual outcomes on average. Bias
measures can reveal whether the method tends to systematically over- or under-
forecast. Prediction Interval Coverage is especially important, as it tests whether the
uncertainty bounds produced by the model are realistic rather than decorative.
Together, these measures would allow the framework to be compared directly to

conventional index-based methods on equal footing.

A second area of research involves deeper integration of schedule behavior and
external drivers. While the current framework primarily leverages cost performance
signals, schedule dynamics often provide early evidence of execution friction that cost
has not yet absorbed. Incorporating richer schedule information, along with external
factors such as supplier disruption or macroeconomic pressure, could further improve

forecast sensitivity without sacrificing stability.

There is also room to explore Bayesian or machine learning enhancements. Bayesian
updating offers a natural extension of the inference-based framing used here,
particularly for learning how bounds and signal strength evolve over time. Machine
learning techniques may help identify recurring execution patterns across programs,
though care would be needed to preserve interpretability and avoid replacing judgment

with opaque optimization.

Finally, extending the framework to portfolio-level risk aggregation remains an important
opportunity. Programs are rarely managed in isolation. Understanding how bounded,
work-package-level uncertainty compounds across a portfolio could improve budgeting,

prioritization, and strategic decision-making at higher organizational levels.

Taken together, these directions would help strengthen both the rigor and the practical
value of next-generation EAC forecasting while keeping it grounded in the realities of

program execution.
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8. Conclusion: From Reporting Artifact to Decision

Instrument

As stated previously, this paper's aim is not to present new formulas for predicting the
future cost of a program at its completion; rather, it develops a philosophical framework
for how we use the EAC to inform the judgments required for such predictions. Modern
IPMDAR structures enable us to observe execution as work is planned and performed
and to carry those observations forward with more discipline. The constraint is no longer

simply the availability of data, but how deliberately it is utilized.

The proposed framework translates granular performance data into forward-looking
expectations while preventing short-term volatility or localized disruptions from
overwhelming the forecast. By conditioning on maturity, constraining extreme signals,
and aggregating across WPs, the framework produces estimates that are responsive to
execution while avoiding the false precision that mechanical extrapolation tends to
create. The objective is not to produce a smoother estimate, but a clearer one that
preserves causality and can be explained to decision-makers. The mechanics described
here are not presented as final. As analytical tools and data pipelines evolve, more
efficient methods for implementing these steps may emerge. However, the underlying
discipline should remain constant: treating the Estimate at Completion as an inference
about remaining work rather than a projection of historical ratios. Uncertainty should be

acknowledged and structured, not averaged away.

This framework also clarifies the proper role of automation. Modern analytical tools,
including emerging artificial intelligence applications, are well suited to organizing
information, enforcing consistency, and exploring a wide range of plausible outcomes.
They are not suited to exercising judgment. Determining whether performance is
informative, transitional, or misleading; recognizing when a program has shifted states;
and understanding how technical events alter the meaning of past data are not
computational steps. They are judgments. No analytical system can assume

accountability for those decisions, and forecasting practice should not imply otherwise.
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EAC Forecasting Workbench — System Architecture

IPMDAR Contract Data i A

Forecast Outputs

Point EAC

Simulation Layer

Uncertainty Distribution

DoD Historical Baseline Key Risk Drivers

/ Assumptions Record
-------------------------

Figure 6: Future Architecture of EAC Modeling

Figure 6 illustrates how this philosophy can be expressed in a structured architecture.
The diagram does not introduce new logic beyond what has already been described.
Instead, it makes explicit the separation between automated processing and analyst
judgment. Data conditioning and inference steps operate deterministically on structured
inputs. Judgment controls are explicit, adjustable, and documented. The simulation
layer introduces probabilistic depth, but only within boundaries defined by human
assumptions. In this way, the architecture externalizes the discipline advocated
throughout the paper: calculation is structured and repeatable, while judgment is

transparent and accountable.

Any implementation, whether modest or technologically advanced, should adhere to
these principles. Assumptions should be surfaced, not buried in formulas. Analysts
should be expected to articulate how maturity is classified, how extreme signals are
constrained, how representativeness is judged, and how broader historical context
informs interpretation. The purpose is not to substitute judgment with structure, but to

make judgment legible. When deterministic processing is separated from interpretive
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choice, the forecasting process becomes traceable, auditable, and open to challenge

without becoming procedural or brittle.

Ultimately, the value of EVM forecasting is not the production of a defensible figure for a
briefing slide. It is the elevation of decision quality under uncertainty. When forecasts
are constructed as structured inferences about remaining work, they preserve genuine
risk signals, resist the distortion of temporary noise, and expose the reasoning that
gives the number meaning. The Estimate at Completion then ceases to be a reporting
artifact and becomes a disciplined claim about the future, one that can be interrogated,
refined, and improved. If the field embraces this shift, EVM will evolve from a
compliance framework into an intellectual engine for foresight. By making judgment
explicit today, we do more than improve a metric. We define the standards by which

future forecasting systems, human and automated alike, will be built.
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Appendix A: Distributional Assumptions and

Bounding Mechanics

This appendix formalizes the bounding methodology introduced conceptually in Section

4.4 and provides the detail necessary for replication and independent evaluation.
Distributional Form

As illustrated in Figure 2, period-level CPI values observed at the work-package level
follow a distribution that is right-skewed, bounded below by zero, and heavy-tailed. This
shape is consistent with a log-normal distribution, which arises naturally from ratio-
based measures whose constituent components accumulate multiplicatively across

coupled activities. The log-normal probability density function is given by:

1 _(lnx—u)2
flx) = xoﬁexl)( 202 > x>0

where y and o are the mean and standard deviation of the natural logarithm of the
observations, not of the observations themselves. For a set of n observed work-

package-level CPI values {x;, Xz, ..., X,}, these parameters are estimated as:

1 n
=13 e
=1

=)
I

n
1 .
mZ(ln(xi) - )?
=1
The mean and variance of the CPI values in their original (non-log) scale are then:

E[X] = exp <u+%2>

Var(X) = (exp(c?) — 1) exp! (2u + ¢2)

The same distributional logic applies to SPI. For LOE work, SPI is not fitted, as

schedule indices carry limited inferential value for effort-based tasks (see Section 4.5).

.
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Corridor Construction

The performance corridor defines the range of index values treated as representative of
sustained execution behavior for a given work package. Two corridor types are

supported, selected based on the distributional characteristics of the data:

Percentile Corridor. The corridor is defined by the P,-th and Py-th percentiles of the

observed index values for a given work package:

Corridor = [Q(P), Q(P,) ]

where Q(-) denotes the sample quantile function. In the default configuration, P, = 10
and Py = 90, capturing the central 80 percent of observed performance. Percentile
corridors are preferred when the distribution of observed values is asymmetric, as they

adapt to the shape of the data without imposing symmetry.

Median-Centered Band. The corridor is defined as a symmetric interval of k standard

deviations around the median:
Corridor=[M — k - s,M + k - s]

where M is the sample median and s is the standard deviation of the observed index
values. The default value of k = 1.5. This construction is appropriate when the observed
distribution is approximately symmetric and the analyst wishes to impose uniform

sensitivity in both tails.

In either case, the corridor is computed from the historical index values of the specific
work package under analysis. Program-level or cross-contract corridors are not used,

preserving sensitivity to local execution behavior.
Treatment of Observations Outside the Corridor

When an observed period-level index value falls outside the defined corridor, it is

winsorized to the nearer bound:

X, = min(max(x;, ), Cy)
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where C, and Cy are the lower and upper corridor bounds, respectively. The original
(unbounded) value is retained in all diagnostic outputs and visualizations. Winsorization
affects only the index values used as inputs to the EAC formulas described in Section
4.6. This distinction is critical: the historical record is not altered. The bounding
constrains how much inferential weight any single extreme observation receives when

projecting remaining cost.
Effect on Forecast Stability

Bounding operates as a constrained estimator. By limiting the influence of tail
observations, it reduces estimator variance at the cost of introducing modest bias

toward the center of the distribution. Formally, for a winsorized mean estimator:
Bias = E[X] — E|[x]
MSE (%) = Var(%) + Bias?

In heavy-tailed environments such as the log-normal distributions observed in work-
package-level EVM data, the reduction in variance typically exceeds the increase in
squared bias, yielding a lower mean squared error than the unbounded estimator. This
is the classical bias-variance tradeoff, applied here to the specific context of EAC

inference.
Analyst Override

The corridor parameters (percentile bounds, number of standard deviations, or choice of
corridor type) may be adjusted by the analyst when justified by technical context. All
overrides are documented as judgment inputs within the analytical record, consistent

with the architecture described in Section 8 and Figure 6.
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Appendix B: Monte Carlo Simulation Framework

This appendix documents the simulation layer introduced in Section 4.7, which

translates disciplined point estimates into uncertainty ranges.
Structure

For a given CLIN or contract, the total remaining cost C is modeled as:
C=C+X+ Z R;
i

where:

C is the disciplined point estimate produced by the bounded, maturity-conditioned
method described in Sections 4.4 through 4.6. It represents the central forecast of

remaining cost.

X represents residual performance variability — the continuous uncertainty around the
point estimate attributable to normal variation in execution efficiency. This captures the
reality that even after bounding, future performance will not precisely match the

conditioned historical signal.

Ri represents discrete risk or opportunity events — named future occurrences that have
not yet materialized but carry nontrivial cost or schedule impact if they do. Each event is
characterized by a probability of occurrence (Pi), an impact distribution if the event
occurs, and potential correlation with other events or with the continuous variability

term.
Parameterization of Residual Variability (X)

Residual variability is modeled at the work-package level. For each work package, the
bounded historical index values (after winsorization per Appendix A) define an empirical
distribution of realized performance. The spread of this distribution, measured by its
standard deviation after bounding, serves as the basis for sampling future performance

variability.
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In the default configuration, X for each work package is drawn from a normal distribution
centered at zero with standard deviation equal to the standard deviation of the bounded

index residuals, scaled by the remaining budget:
Xj - N(O, 5 BAeremammg)

where s; is the standard deviation of the bounded CPI residuals for work package j and
BAC,_remaining is the remaining budget for that work package. The total residual

variability across the program is the sum of work-package-level draws:
X= Z X;
J

Independence between work packages is assumed as the default. When the analyst
has evidence of structural coupling (e.g., shared supplier dependencies, sequential
integration chains), correlation can be introduced between specific work-package

variability terms using a correlation matrix applied to the joint sampling.
Parameterization of Discrete Risks (Ri)
Each discrete risk event is specified by:

A probability of occurrence, Pi € [0, 1], sourced from the program's risk register or

analyst assessment.

An impact distribution, typically modeled as a three-point estimate (optimistic, most
likely, pessimistic) fitted to a PERT-Beta or triangular distribution. The impact represents
additional cost (positive for risks, negative for opportunities) conditional on the event

occurring.

In each simulation trial, each event either fires (with probability P;, drawing an impact
from its distribution) or does not fire (contributing zero). Events are sampled
independently unless the analyst specifies conditional dependencies between events,

which are implemented through conditional probability adjustments.
Simulation Execution

The simulation proceeds as follows for each of N = 10,000 trials:
W |
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(1) For each work package, draw a residual variability sample X;.

(2) For each discrete risk/opportunity event, determine whether it fires and, if so, draw

an impact sample.

(3) Compute the total remaining cost for the trial:

C=C+X+2Ri
i

(4) Record the trial result.

After all trials are complete, the results are summarized as a cumulative distribution
function (CDF) of total cost. Key outputs include the median (P50) outcome, the P80
outcome (used as a planning figure in many program management contexts), the
probability of exceeding the current budget baseline (BAC), the probability of exceeding
the contractor's EAC, and the identification of which risk events or work packages

contribute most to the upper tail of the distribution.
Decomposition and Traceability

A defining feature of this simulation framework is its traceability. Because residual
variability and discrete risks are sampled separately, the contribution of each source to
total uncertainty can be isolated post-simulation through variance decomposition. This
allows analysts to report, for example, that 60 percent of the spread in outcomes is
attributable to continuous performance variability concentrated in three work packages,
while 40 percent is driven by two discrete risk events. This decomposition supports the
narrative objectives described in Section 6.1 by ensuring that uncertainty ranges are

explainable, not just computable.
Sensitivity and Convergence

With N = 10,000 trials, the sampling error on percentile estimates is generally small (on
the order of £1-2% for P50 and P80 for typical program-scale distributions).
Convergence can be assessed by running successive batches and comparing the
stability of key output percentiles. If the analyst has reason to model correlated risks or

.
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fat-tailed impact distributions, the trial count may be increased to 50,000 to ensure

adequate coverage of tail behavior.

46



Presented at the ICEAA 2026 Professional Development & Training Workshop - www.iceaaonline.com/nfk2026

Appendix C: Acronyms and Key Terms

Acronym Definition
BAC Budget at Completion — the total authorized budget for the scope of work
BCWP  Budgeted Cost of Work Performed — the earned value of completed work

Budgeted Cost of Work Scheduled — the planned value for work scheduled

BCWS
to date

BPL Bayesian Parameter Learning

CA Control Account — the WBS/OBS intersection where cost, schedule, and
scope are managed

CDF Cumulative Distribution Function

CDRL Contract Data Requirements List
CLIN Contract Line Item Number
COTS Commercial Off The Shelf

P Cost Performance Index — the ratio of earned value to actual cost (BCWP /
ACWP); values below 1.0 indicate cost overrun

CPR Contract Performance Report
DEI Data Exchange Instruction
DOGE  Department of Government Efficiency

EAC Estimate at Completion — the projected total cost when all authorized work
is finished

ETC Estimate to Complete — the expected cost from the current point forward to
program completion

.
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Acronym Definition

EV Earned Value (synonymous with BCWP)

EVM Earned Value Management

EVMS Earned Value Management System

FCS Future Combat Systems

FFS File Format Specification

IBR Integrated Baseline Review

IPMDAR Integrated Program Management Data and Analysis Report
IPMR Integrated Program Management Report

JSON JavaScript Object Notation

LOE Level of Effort — work measured by time passage rather than discrete
deliverables

MAPE Mean Absolute Percentage Error
NASA National Aeronautics and Space Administration
OBS Organizational Breakdown Structure

PERT Program Evaluation and Review Technique

PM Program Manager

PMB Performance Measurement Baseline
PNR Performance Narrative Report

PV Planned Value (synonymous with BCWS)
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Acronym Definition

Schedule Performance Index — the ratio of earned value to planned value
(BCWP / BCWS); values below 1.0 indicate schedule delay

SPI

WBS Work Breakdown Structure

WP Work Package — the lowest level of the WBS where work is planned,
progress is measured, and earned value is computed

XML Extensible Markup Language
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