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• No automated validation

  Results depend entirely on analyst diligence; no test suite, no assertion layer

• Reproducibility by convention, not by design

  Re-running the same model can produce different results if cells are edited between runs

• Error detection is slow and manual

  Formula linkage errors, wrong cell references, and data drift are invisible until outputs look wrong

• Collaboration and governance are fragile

  Version control, peer review and audit trails require manual discipline, no structural enforcement

The Problem With Excel-Only Cost Engineering

  The question is not whether Python is better than Excel, it is whether we can be more rigorous without 

losing what Excel does well.

MOTIVATION
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Study Setup Same Data, Three Workflows

10,000 Monte Carlo simulations  ·  Triangular distributions  ·  Cholesky correlation (Python)  ·  Random seed 42 

for reproducibility

STUDY DESIGN

Case study:  Ranch Self-Build: North Devon  ·  800m² GIA  ·  36-month build  ·  £3.5m ML build cost  ·  Identical 
source data across all three workflows

Workflow 1

Excel / @Risk

Full Monte Carlo (MC) cost 

model with @Risk correlation. 

Visual Gantt, deposit schedule, 

sensitivity scenarios tab.

Workflow 2

Jupyter Notebooks

Four notebooks: data prep → 

cost MC → schedule MC → 

sensitivity. Test script per 

notebook.

Workflow 3

Python Pipeline

Single command run. YAML 

config files. 4 stages with auto-

tests. Results archived as JSON.
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Evaluation Framework & Hardware Caveat

All 11 errors documented in an evidence register. 46 automated tests run per Python execution.

METHODOLOGY

  HARDWARE CAVEAT
Python workflows

iMac  ·  i9  ·  32GB RAM  ·  macOS

Excel / @Risk

Laptop  ·  i5  ·  16GB RAM  ·  Windows 11

Direct runtime comparison is confounded by hardware. 

What was measured:

Quantitative:  Build time, re-run time, manual step 

count, error detection speed

Qualitative:  10 dimensions score 1 -5: auditability, 

repeatability, transparency, validation, rigor, flexibility

Error injection:  Controlled debugging experiment, 

non-technical PM participant, no coding background 

with no prior sight of models.

Model outputs:  P10 / P50 / P90 cost, schedule risk, 

sensitivity tornado, combined stress

USER ABILITY ASSUMPTIONS

Excel/@Risk:

Proficient Excel user, @Risk license, basic MC familiarity. No programming required.

Notebooks:

Can run terminal commands and execute cells. Can read outputs and run tests. Cannot 
yet write or edit Python code — assumed no prior Python experience.

Pipeline:

Can run one terminal command and edit YAML config files. No coding required to run or 
change scenarios. Modifying pipeline logic requires intermediate Python.
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Model Outputs Base Scenario (OBR 1.56% Inflation)

RESULTS – COST MODEL

£3.24m
P10  —  Notebook & Pipeline

£4.01m
P50  —  Notebook & Pipeline

£4.93m
P90  —  Notebook & Pipeline

£4.73m
P50  —  Excel/@Risk

Workflow P10 P50 P90 P90/P50

Excel / @Risk £2,829,183 £4,732,496 £6,905,915 1.46

Notebook £3,235,130 £4,010,350 £4,930,213 1.23

Pipeline £3,235,130 £4,010,350 £4,930,213 1.23

Notebook and Pipeline produce identical results (same seed, same logic). Excel P50 is £722k higher and 

P90 is £1.98m higher, entirely due to correlation method.
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Stress Scenario Post-COVID Inflation (4.4%)

RESULTS – STRESS SCENARIIO

Changing one YAML parameter triggers a full validated re-run in 152 seconds. In notebooks: open 4 files, 

edit assumption cell, re-run all cells, check each output.

Base Scenario — 1.56%

P10 £3,235,130

P50 £4,010,350

P90 £4,930,213

Stress Scenario — 4.4%

P10 £5,490,222

P50 £6,585,510

P90 £7,869,026

Uplift — Stress vs Base (Notebook / Pipeline)

P50 uplift:  +£2,575,160  (+64%) P90 uplift:  +£2,938,813  (+60%)
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Correlation Method Has Material Impact on Contingency

RESULTS – STRESS SCENARIIO

19%
difference in P90/P50

uncertainty spread

Excel 1.46  vs  Python 1.23

Same inputs. Same data. Same seed.

Why this happens
Excel/@Risk (default):  Each cost line samples independently. With 96 INPUT 

rows, the aggregate can simultaneously produce bad outcomes on every line 

widening the tails artificially.

Python (Cholesky):  All Material tagged lines share a correlated draw. When 

one material cost spikes, related costs follow but they cannot all 

simultaneously hit their worst case independently.

Contingency implication:  Excel recommends 46% reserve above P50 to reach 

P90. 

Python recommends 23%. On a £4m project: a £920,000 difference from the 

same data.

This is not an Excel error, it is an undocumented modelling assumption. The Python approach makes the 

correlation structure explicit, version-controlled, and auditable.
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Sensitivity Analysis Driver Impact on P50 Cost

RESULTS — SENSITIVITY

Materials +40% +£568k

Labour +25% +£341k

Fuel & Logistics +50% +£325k

Specialist/Bespoke +35% +£223k

Regulatory +30% +£55k

Energy Prices +35% +£40k

Combined stress (all drivers simultaneously):  P50 = £5,633,079  (+£1,622,729)    P90 = £8,362,515

Materials is the dominant single driver. Sensitivity runs identically in notebook and pipeline — one config 

change, full re-run, results archived automatically in pipeline.
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Quantitative Comparison Timing & Process

RESULTS — QUANTITATIVE

Metric Excel/@Risk Notebook Pipeline

Build time initial (mins) 360* 180 120

Re-run unchanged inputs (mins) 25 6 2

Scenario change (mins) 30 5 1

Manual steps re-run 8 12 1

Manual steps scenario change 10 8 1

Automated tests per run 0 46 46

Errors caught by automated tooling 0 1 3

* Excel/@Risk build time reflects full model construction including @Risk configuration. Hardware differs — see slide 5.

Pipeline run: 1 command, 152 seconds, 0 manual steps. Excel re-run: open model, verify inputs, run 

simulation, check outputs, export 15+ minutes.
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Error Detection 11 Errors Logged Across the Study

RESULTS — ERROR DETECTION

480
mins — longest single
Excel error to detect

5×
longer detection time
in Excel vs Python avg

0
errors caught by any
automated tooling *

11
total errors found

across all workflows

Workflow Count Avg detect (mins) Total detect (mins) Detection method

Excel / @Risk 4 375 1,500 Human inspection

Notebook 4 77 308 Human inspection

Pipeline 3 103 309 Human inspection

* Automated tooling did catch errors in the controlled debugging experiment (see next slide)

Excel errors took 5× longer to detect. Three errors each took 480 minutes a full working day because 

there is no systematic way to verify all formula chains are correct.
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Controlled Debugging Non-Technical Participant

RESULTS — DEBUGGING 
EXPERIMENT

Experimental setup

Participant: Project Manager, average Excel knowledge, no coding experience, no prior sight of the models.

Instruction: "Something in this model isn't right. You have 10 minutes. Find it."  Errors pre-planted identically 

across all three workflows.

Notebook

Time: 9 min 45 sec

Found: Yes  ·  Confidence: Mid

How: Automated message

"Liked the methodical approach but 

wasn't sure what the error messages 

meant"

Pipeline

Time: 4 min 10 sec

Found: Yes  ·  Confidence: High

How: Visual inspection of log

"More explicit in finding errors and 

easier to understand what had gone 

wrong"

Excel

Time: 7 min 0 sec

Found: Yes  ·  Confidence: Mid

How: Visual inspection

"The model is clunky, lots of tabs, 

breakable  would not feel confident 

making changes"

Pipeline was fastest and highest confidence. Participant noted she would feel comfortable learning to 

use it but flagged that the terminal is a barrier for Excel-native users.
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Qualitative Assessment Ten Dimensions (1–5)

RESULTS — QUALITATIVE

Dimension Excel/@Risk Notebook Pipeline Winner

Ease of use 4 3 4 PL / XL

Auditability 3 4 4 NB/PL

Repeatability 2 3 5 PL

Transparency 4 5 3 NB

Validation rigour 1 3 5 PL

Flexibility 3 4 3 NB

Error resilience 2 3 5 PL

Collaboration** 5 3 3 XL

Reproducibility 2 4 5 PL

Setup friction* 5 2 2 XL

Average 3.1 3.4 3.9 —

* Setup friction scored 5 = easiest (Excel requires no environment setup) | ** Assuming no GitHub or branching available for Notebook 
and Pipeline

Pipeline leads on repeatability and validation. Excel leads on collaboration and flexibility. 

Notebook leads on transparency. No single workflow dominates all dimensions.
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The Adoption Gap Interface is the Barrier, Not Logic

FINDING — ADOPTION

  Excel / @Risk

Best for:

Collaborative review, client-facing delivery, 

rapid prototype, stakeholder engagement

Use when:

When the audience is Excel-native, when 

outputs need sharing without a Python 

environment, when flexibility to change 

structure ad hoc is paramount.

  Jupyter Notebooks

Best for:

Exploratory analysis, transparent 

methodology, teaching and documentation, 

step-by-step peer review

Use when:

When you need every calculation visible 

and narratable. When a technical reviewer 

needs to follow logic cell by cell. When 

building understanding of a new dataset.

  Python Pipeline

Best for:

Production runs, stress testing, automated 

assurance, scenario comparison, audit trail 

generation

Use when:

When reproducibility is non-negotiable. 

When re-runs are frequent. When a non-

technical user needs to trigger a validated 

run without touching code.

The pipeline is not a replacement for Excel, it is the production engine that sits behind the collaborative 

Excel front-end. The adoption journey is Excel → Notebook → Pipeline.
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CAN YOU EDIT IT?

Workflow Editability Based on Team Skill Profile

Assumes: proficient Excel user · no Python experience · can run terminal commands and YAML edits

Task Excel/@Risk Notebook Pipeline

Change an input value
Easy Easy

Easy
(edit YAML)

Change a scenario
(e.g. inflation rate) Easy

Medium
(find & edit 
cell)

Easy
(edit YAML)

Add a new cost line
Easy

Medium
(add cell + 
code)

Medium
(YAML + source 
data)

Change model structure
(new CBS level/driver) Risky

Hard
(Python 
needed)

Hard
(Python 
needed)

Write a new test

Not possible

Hard
(Python 
needed)

Hard
(Python 
needed)

Modify calc logic
Risky

Hard
(Python 
needed)

Hard
(Python 
needed)

Risky = possible but risks breaking other formulas/cells without obvious error signal  ·  Hard = requires Python coding ability beyond assumed team skill

Key insight: anyone on the team can change inputs and run scenarios in all three workflows. Adding new analytical structure requires Python knowledge in notebooks and pipeline  
but YAML config changes cover most day-to-day scenario work.
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Each Workflow Has a Genuine Role

SYNTHESIS

What the debugging experiment revealed

• The pipeline was fastest and highest-confidence to debug

• The non-technical participant said she would feel 

comfortable learning to use it

• But she flagged: the terminal and YAML config are unfamiliar, 

a barrier for Excel-native practitioners

• "People used to Excel might find it a challenge to change their 

ways of thinking"

The gap to close

The engine is correct. The correlation is explicit. The validation is 

automated. The remaining barrier is the interface and that is 

solvable without compromising technical integrity.

Adoption Journey

1
Excel / @Risk

Familiar entry point. No setup needed.

2
Jupyter Notebooks

Transparent logic. Step-by-step learning.

3
Python Pipeline

Reproducible. Automated. Auditable.

4
Streamlit UI

Pipeline engine. Excel-style front end.

The Streamlit run controller is the critical enabler: pipeline engine, browser form interface, live log, results 

archived automatically. No terminal required.
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CONCLUSIONS

Key Findings

01

Workflow choice changes the 

answer

Correlation method alone creates a £920k 

difference in contingency recommendation 

from identical data. Modelling assumptions 

must be explicit and documented.

02

Error detection: 5× faster in Python

Excel errors averaged 375 minutes to detect vs 

77–103 minutes in Python workflows. All 

errors found during debug experiment.

03

The pipeline is easiest to debug

Non-technical participant found errors in the 

pipeline fastest (4 min 10 sec, high 

confidence) and described it as something she 

would feel comfortable learning.

04

No single workflow dominates

Excel wins collaboration and flexibility. 

Notebook wins transparency. Pipeline wins 

repeatability and validation rigour. The right 

tool depends on the context.

05

The interface is the adoption barrier

The pipeline architecture is correct. The 

remaining challenge is a practitioner-facing 

front-end solvable with Streamlit without 

compromising technical integrity.
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RECOMMENDATION

Recommendation Notebooks & Pipelines as the Direction of Travel

My recommendation for day-to-day cost engineering

Retain Excel/@Risk for:
Client-facing outputs, collaborative review, and stakeholder engagement where a 
Python environment cannot be assumed. Excel remains the universal language of 
cost engineering.

Adopt Jupyter Notebooks for:
All new analytical work, exploratory modelling, and peer review. Notebooks make 
the methodology transparent and narratable essential for auditability and for 
building team understanding.

Graduate to Python Pipeline for:
Any model run repeatedly scenario testing, stress analysis, portfolio-level work. The 
pipeline's reproducibility and automated validation make it the right production 
environment. The Streamlit interface removes the terminal barrier for non-technical 
users.

12-Month Adoption Pathway

Months 1–3

Run the pipeline. Change YAML configs. Read JSON outputs. Use 
Streamlit UI no terminal, no code.

Months 4–6

Read and understand notebook cells. Run tests and interpret results. 
Use Git GUI (Sourcetree) no command line.

Months 7–9

Edit assumption cells in notebooks. Raise pull requests. Participate in 
code review as reviewer.

Months 10–12

Write simple new tests. Add a cost line with its driver. Contribute a 
new notebook analysis section with guidance.

The goal is not to replace Excel overnight. It is to introduce Python workflows incrementally, starting with notebooks for new work, graduating to pipeline for repeat runs, while 
retaining Excel for collaboration and client delivery.



Delivering clarity from complexity

NEXT STAGES

Next Stages of Development

Tooling Roadmap

Streamlit Run Controller  [Near term]

A browser-based dashboard, a simple web form where you set scenario name, 
inflation rate, and simulation count, click Run, and watch results appear in real time. 
The pipeline runs in the background. No terminal, no code, no YAML editing required. 
Results are archived automatically. This is the interface that makes the pipeline 
accessible to any analyst, regardless of Python experience.

Papermill Integration  [Near term]

Runs a Jupyter notebook as a script with parameters passed from outside. The 
executed notebook, every cell, every chart, every output is saved as a timestamped 
audit artefact. Click a button in the dashboard and receive a full PDF analysis report.

Results Database  [Medium term]

Replaces the current JSON file archive with a queryable run history database. Enables 
trend analysis across scenarios, comparison over time, and portfolio-level reporting. 
Notebooks query the database directly via pandas.

Desktop Application  [Longer term]

PyInstaller packaging double-click to open the Streamlit interface, no Python 
installation required. Accessible to any analyst on any machine.

Governance & Validation Framework

Layer 1: Version Control

All model files in Bitbucket/GitHub. Branching strategy: main = 
production, feature branches for development. Every result tagged to the 
commit that produced it. This alone eliminates 'which version produced 
this number'.

Layer 2: Automated Testing

Minimum test coverage requirement, any new stage or driver must have 
a test before merging. Pull requests enforce this. The 46-test suite is the 
starting point, not the endpoint.

Layer 3: Peer Review

Two-person rule for any change affecting outputs above a materiality 
threshold (±5% on P50). Reviewer checks: tests pass, config change makes 
sense, outputs look reasonable. Same as actuarial peer review practice.

Layer 4 : Validation Protocol

Documented process aligned to CAAS Modelling Standards and the Aqua 
Book analytical quality assurance principles: replication test, sensitivity 
test, boundary test, and independent verification by a second analyst 
working from the documentation alone.

These four layers are incremental start with version control, add testing, introduce peer review, formalise validation. Each layer adds rigour without requiring the next to be in 
place first. The AQuA Book already recommends all four as analytical quality assurance good practice. This framework makes them operational for cost engineering.
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INDUSTRY CONTEXT

Why the Industry Moved Three Sectors, Three Forcing Events

In each case: unvalidated, unversioned Excel models caused a material failure — and each sector mandated a move to version-controlled, pipeline-based workflows as a result.

Actuarial Science

The problem:

Bespoke Excel reserving models with no version control or 
peer review. Results varied between actuaries modelling 
the same portfolio. Regulatory capital calculations were 
inconsistent and unreproducible.

The trigger:

Equitable Life collapse reserving models found to be 
materially incorrect and unauditable. IFoA 2016 guidance 
mandated model governance above a materiality 
threshold.

What they moved to:

Version-controlled model code, mandatory independent 
peer review, every result tagged to the model version that 
produced it. Python and R pipelines now standard across 
major insurers.

Quantitative Finance

The problem:

Trading and risk models built in Excel, copied between 
desks, modified without change control. Formula errors 
propagated silently. No systematic verification before 
models went to production.

The trigger:

JP Morgan London Whale (2012) a copy-paste formula 
error in an Excel VaR model halved the calculated risk. 
$6.2bn in losses. Basel Committee subsequently required 
Model Risk Management (MRM) frameworks for all 
material models.

What they moved to:

Version-controlled Python pipelines, independent model 
validation teams, mandatory automated testing before 
any model change reaches production. Excel removed 
from all risk-bearing model workflows.

Clinical Trials / Pharma

The problem:

Statistical analyses computed in Excel with no audit trail of 
which version produced which result. FDA found cases 
where trial results could not be independently reproduced 
from the model that generated them.

The trigger:

FDA 21 CFR Part 11 electronic records and audit trail 
requirements. Any computational model used in a 
regulatory submission must have a complete, 
reproducible, independently verifiable audit trail.

What they moved to:

R and Python pipelines with parameterised execution. 
Every analysis run produces a timestamped archive of 
inputs, code version, and outputs. Excel is not accepted in 
regulatory submissions.

Cost engineering is already governed by what models must produce CAAS Modelling Standards, HM Green Book and Supplementary Guidance (Magenta, Aqua) & JSP 507 set requirements & 
expectations for model outputs and investment appraisal rigour. What none of these currently mandate is how the model is built, version-controlled, tested, and changed between reviews. These 
three sectors show what that framework looks like and what happens when it is absent.
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What Did I Find Out? Why Does It Matter? So What?

WHAT DID I FIND OUT?

£920k contingency difference

from one undocumented assumption 
independent sampling in @Risk. Same data. 
Same inputs. Different correlation method. 
Nobody in the room has checked whether their 
model has the same problem.

Error detection 5× faster in Python

structural, not skill. Three Excel errors each took 
a full working day. The tool provides no 
systematic verification layer. Analyst diligence 
alone is not scalable.

Non-technical user found the pipeline 
easiest to debug

faster and higher confidence than Excel, having 
never seen it before. The interface is the barrier. 
Not the architecture.

WHY DOES IT MATTER?

Workflow choice changes the number,

not just the process. A £920k contingency gap 
affects funding decisions on real projects. That is 
not a theoretical concern.

The hidden cost of manual verification

compounds. 480 minutes per error, across a 
team, across a programme. That time is invisible 
in the estimate but very real in the delivery.

The solution is closer than it looks.

The adoption barrier is an interface problem  
and Streamlit solves it. The governance 
framework already exists in actuarial science, 
finance, and pharma. We do not need to invent 
it.

SO WHAT?

Start with notebooks

for all new analytical work. Transparent, peer-
reviewable, teachable. The methodology is 
visible. The learning curve is low.

Graduate to pipeline

for anything you run more than twice. One 
command. Validated. Archived. The Streamlit
interface means no terminal required.

Keep Excel

for client delivery and collaboration. It is the 
universal language. It does not go away it 
becomes the front end, not the engine.

Add the governance layer.

Version control. Peer review. Automated 
testing. Three industries have already proved it 
works.

The tools exist. The evidence is here. Three other industries have already done it. Cost engineering does not need to wait for a mandate.
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CONCLUSIONS

QUESTIONS

From Spreadsheets to Pipelines

A Comparison of Excel/@Risk, Jupyter Notebooks

and Python Pipelines for Cost Engineering

→  5× faster error detection in Python vs Excel

→  £920k contingency difference from correlation method alone

→  Pipeline fastest & highest confidence to debug

→  Adoption barrier = interface, not logic
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ANNEX  ·  S-CURVE — CUMULATIVE SPEND PROFILE

S-Curve — Cumulative Spend Profile

Base scenario · OBR 1.56% inflation · P10/P50/P90 band · 10,000 simulations

P50 cumulative spend: £4.01m at handover (Month 36). Uncertainty band widens through build phase. In-service costs continue to Month 48.
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ANNEX  ·  COST DISTRIBUTION — BASE VS STRESS SCENARIO

Cost Distribution — Base vs Stress Scenario

Only change: inflation rate 1.56% → 4.4% · Same inputs, same seed, same 10,000 simulations

P50 uplift: +64% (+£2.58m). P90 uplift: +60% (+£2.94m). Distribution shifts right — same relative shape, different location.
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ANNEX  ·  SCHEDULE RISK — PROJECT END DATE DISTRIBUTION

Schedule Risk — Project End Date Distribution

36-month planned programme · Triangular duration distributions per Gantt activity stream

P50 end: Month 37.1 (+1.1 month delay). P90 end: Month 37.7. P90 delay cost: £128,427 at £2,500/day × 30.4 days/month.
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ANNEX  ·  SENSITIVITY ANALYSIS — FULL DETAIL

Sensitivity Analysis — Full Detail

Uplifts to Unit_Cost_High only · Low and ML unchanged · Based on UK market spike data 2004–2024

Materials dominates at +£568k P50 swing. Combined stress (all drivers): P50 = £5.63m (+£1.62m), P90 = £8.36m — the 2022 analogue.
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ANNEX  ·  FINDING F-01 — CORRELATION MATRIX VS INDEPENDENT SAMPLING

Finding F-01 — Correlation Matrix vs Independent Sampling

Python: explicit 6×6 Cholesky matrix · Excel/@Risk: independent sampling (default) · Same input data throughout

19pp difference in P90/P50 (1.23 vs 1.46). £920k contingency difference from identical data. Assumption is invisible in Excel, explicit in Python.
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ANNEX  ·  PIPELINE ARCHITECTURE — WORKFLOW 3

Pipeline Architecture — Workflow 3

Single command · YAML config-driven · 46 automated tests across 4 stages · Results archived per scenario as JSON

Config validator runs before computation. Each stage writes outputs before tests execute. A failed stage leaves completed stages intact on disk.
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ANNEX  ·  ERROR DETECTION — STUDY EVIDENCE

Error Detection — Study Evidence

11 errors logged across all workflows during development · Controlled debugging experiment with non-technical participant

Excel avg detection 375 mins vs Python 77–103 mins (5× difference). Debugging experiment: pipeline found fastest (4m 10s, high confidence).
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ANNEX  ·  QUALITATIVE ASSESSMENT — TEN DIMENSIONS (1–5)

Qualitative Assessment — Ten Dimensions (1–5)

Averages: Notebook 3.4 · Pipeline 3.9 · Excel/@Risk 3.5 · ★marks dimension winner per workflow

Pipeline leads repeatability (5) & validation rigour (5). Excel leads collaboration (5) & setup friction (5). Notebook leads transparency (5). Excel avg drops to 3.1 with revised auditability & flexibility scores.
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