How Defense Programs Behave: Deep Learning on SARS
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Project Objectives & Research Questions WSPSG

Why do significant cost overruns still surprise us?

= Cost growth in MDAPs is endemic despite decades of reform

= Warning signs scattered across thousands of SARs

» Challenges: SARs dataset is large, fragmented across sources, and time consuming to use
Research Questions:

= Can Advanced Machine Learning models learn to analyze SARs like a cost analyst?

= Which model architectures handle mixed quantitative-narrative data?

= Can we get predictions and analyst-quality explanations?
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Selected Acquisition Reports WSPSG

Selected Acquisition Reports (SARS) capture detailed, semi-structured
program performance data

= The CADE System currently maintains a relational database representation of 5,748 SAR
Submissions, available for download (zipped JSON export)

= This is a broad and unique data source;
= 50+ years of DOD program history
= Unclassified, freely sharable across cost community, non-CUI
= Contains Time-series, textual, and financial data groups

= Each submission represents a snapshot of a program in time

= Preparation challenges: Relational complexity across 29 tables, decades of messy text,
heavy filtering
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I Exploratory Data Analysis: SAR Executive Summary & Mission Statements WSPSG

What the data tells us before Defense Programs Embedded in 2D Space (by Program Type)
modeling:
. . ] o Yo A ° .
= Cost profiles follow predictable S- i R AP
curve behavior o N A
S 7 o o® ¢ ., .
= UMAP embeddings: programs : o “ce, R J
cluster cleanly by type (aircraft, a3 o oo
. . . al L ° o
missiles, space, electronics) & o
5 5 . ° .oo. o
= Narrative text is informative, but o o0 %
repetitive (nearly 1,000 duplicate N . .t
mission descriptions) ’
2 3 4 5 6 7
UMAP Dimension 1
Aircraft (n=66) ® Space Systems (n=22) ® Ordnance (n=12) Other (n=4)
@® Electronics (n=32) Ground Vehicles (n=13) System of Systems (n=11) @® Training Systems (n=1)
Sea Systems (n=25) Information Systems (n=12) @® Strategic Missile (n=6) Engines (n=1)

® Missiles (n=23)

Quantitative features drive prediction, but Text provides critical context
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First Model: Time-Series (LSTM)

Approach: Treat SARs like program history
over time

= LSTM model learns cost trajectories from
program funding, execution, schedule tables

= Strong results: R2 = 0.95 on procurement
PAUC

But:
= Approach requires feature-engineering
= Not viable for RDTE

= Did not generalize well to all program
types
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Second Model: Text-Based Classification WSPSG
Approach: Let the model “Read” SARs directly SAR Dataset Creation Pipeline
" TWO dataSEts conStrUCted: Annual DOSDApz)gZ?an::-::ata filings
= Single Submission Dataset: Predict if SAR Submission l
represents an on-track or overrun program Data Preparation
= Temporal Sequence: Predict the eventual outcome of the | Forse submissions
program and generate an explanation R —
The model reads the SAR, then predicts ON_TRACK ! :
vs OVERRUN e
= Standardize numeric values
= Tracked PAUC growth from initial baseline for labeling * Build a temporal namative per program
- Dataset StatS: Outcome"LabeIing
" 3,104 SAR Eligible SARs S R
= |mbalanced dataset (74% ON_TRACK, 26% OVERRUN) " Surip forward-looking signals to avoid leakage
= Used Program-level splitting for Train-Test splits Y
Training Dataset
Programs x temporal SAR sequences (v4)
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Second Model: Dataset Sample WSPSG

SUBMISSION 3 FUNDING TOTALS
MILCON: Qty=0, TY=355.7, BY=316.9

PROGRAM Procurement: Qty=80, TY=2923.9, BY=2422.5
Name: MH-139A RDTE: Qty=4, TY=589.9, BY=569.4
Service: Air Force UNIT COST
ReportingAPUC: <MASKED> & Model must predict from this!
Type: AIRCRAFT ReportingPAUC: <MASKED> & Model must predict from this!

sbReportingAPUC: <MASKED> (baseline)
sbReportingPAUC: <MASKED> (baseline)
Date: 2018-09-25 DevelopmentQuantity: 4
ProductionQuantity: 80

SubType: Helicopter | Cargo-Transport

Mission:

RDTEDollars: 569.4
The Utility Helicopter Replacement Program (UH-1N Replacement) Air Vehicle (AV) fleet supports .
vertical-li¥t needs of four Major Commands and the Air Force District of Washington (AFDW). Air ProcDollars: 2422.5
Force Global Strike Command assumes Lead Command responsibility for the UH-1N Replacement Total: 3308.8

program. The selected MH-139 will address vertical lift support mission requirements for Air Force
Global Strike Command, Air Force District of Washington, Pacific Air Force, Air Force Materiel
Command, and Air Education and Training Command. The three primary missions will be

Intercontinental Ballistic Missile (ICBM) convoy escort, ICBM Emergency Security Response, and VARIANCE

Continuity of Operations/Transport. The MH-139 will aid in deterrence of adversaries and allow

for a rapid response to mitigate threats and deny hostile aims. The MH-139 will afford the CONTRACT

commander one of the most agile capabilities available to them for defense and security of

nuclear assets as well as transportation for senior Government officials and key personnel in the Name: UH-1N Replacement

event of a national emergency or disaster. The MH-139 will provide effective 21st-century
deterrence by providing an overwhelming and timely security response force to den¥
unauthorized access to nuclear facilities. This enables positive control and security of ICBM assets
and facilities, strengthening the Air Force’s strategic nuclear deterrence capabilities. The USAF UH-  Type: FFP
1N Replacement Program addresses the need to replace the USAF's aging UH-1N Huey helicopters

Contractor: The Boeing Company

AVs and the training system with a new AV. The UH-1N Replacement Program will leverage an . _09-
existing, airworthiness-certified baseline AV and associated Training System(s) through Non- Award: 2018-09-24
Developmental Item (NDI) integration to meet System Requirements Document requirements. Price: 375.5

Due to capability gaps with the current system, expedited fielding of MH-139 AVs is highly desire

LRIP
Qty: 16
Period: 2021-2022
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Second Model: Training & Results ¥SPSG

» Model Training; Binary Classifier Results
= Used the ModernBERT Transformer Architecture with AEES AR | REE ) R ) ST
PyTorch, HF Transformers libraries On Track (< 0.97 0.98 0.98 414 —
. 15%)
Used AWS GovCloud EC2, Ubuntu, on Nvidia GPU T 8e 57 T > 5o
= Binary Classifier Accuracy 0.96 466
= 96% accuracy with 1.7% false positive rate Macro Avg 0.91 0.88 0.89 166
= The 12 missed breaches (false negatives) are Weighted Avg 0.96 0.96 0.96 466
concentrated among programs with shorter SAR

histories
Multiclass Classifier Results

. : o
M U|tIC|aSS CIaSSIﬂer Class Precision Recall F1-Score Support
» discriminates effectively between the extremes: On On Track (< 10%) 0.89 0.92 0.90 201
Track (F1 = 0.90) and Critical Breach (F1 = 0.93) are R TOTTon s 550 Y -
classified with high confidence. t Risk (16-1°%) ' ' '
= Middle tiers suffer from small sample sizes and g'gg(;;')ﬂcant Breach (1>- 0-20 044 047 16
statistical overlap Critical Breach (> 25%) 0.93 0.93 0.93 239
= Fundamental Limitations: Accuracy 0.90 466
= Modelis excellent at pattern recognition; but misses Macro Avg 0.75 0.62 0.65 466
important overruns, struggles with numerical Weighted Avg 0.89 0.89 0.89 466

relationships, and produces no explanation
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Quick Recap WSPSG
First Model (LSTM Time Series)

= Great at predicting end-of-sequence PAUC, but
= Required feature engineering, only viable for Procurement phase, and black-box

Second Model (Transformer-based Encoder)
= Great at pattern recognition (recognizing cost-overruns), but
= Missed critical overruns, lacks numerical reasoning, and black-box

Key Design Shift:
» |nstead of: “Can we predict cost growth?”
= We ask: “Can we replicate how cost estimators reason about programs?”
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Unified Model ¥SPSG
Our final Model collapses classification, quantitative reasoning, and
explanation into a single generative task:

= Given atem pora | sequence of serialized SAR Example 2: Correct BREACH — MQ-4C Triton (True: 29.0%)
submissions, the model produces a structured
o e . CLASSIFICATION: BREACH
OUtpUt Contalnlng' CONFIDENCE: HIGH
= Breach Classification FOSTCROWTH: e
. KEY_FACTORS:
= Confidence assessment - Stoady escaltion n total program cost (+27.3% from beseline)
. . despite stable production quantity (+0.0%)
L E Stl m ate d g rOWt h m ag n Itu d e - Accelerating BY variance ($953.1M) driven by recurring cost
overruns and schedule slips
= Key contributing factors PLANATION.
- The MQ-4C Triton program exhibits a clear trajectory of significant

Natural-language explanation of reasoning

cost growth, with total program costs increasing 27.3% from the first
SAR baseline. This growth is driven by persistent cost acceleration in
both procurement (+23.7%) and RDT&E (+26.3%) despite production
quantity remaining stable at 65-66 units.

CORRECT
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Unified Model - Model Training & Evaluation ¥SPSG

We trained a moderately sized Large Language Model on the SAR Domain
using Low-Rank Adaptation (LoRA)
» Test Set Construction:
» Used programs with more than 5 total submissions
= Program level splits stratified by Program Type/Service
» 143 Submissions, 33 Programs in Test Set
= Model Evaluation:

= Program Level (Primary) : The latest temporal prediction per program; given everything
we know about a program so far, will it breach?

= Submission-Level (Secondary): All 143 temporal cutoff predictions, revealing how
predictions improve as more temporal data is available

= Model produces both classification and numeric outputs; these outputs can disagree
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Unified Model - Program/Submission Level Results

Program Level Performance:

= Breach recall at the program level is perfect,
with every true breach program identified

= 4 false positives:
= ADATS (cancelled program)
= MUOS (borderline, 4.4% true growth)
= OTH-B RADAR (truncated reasoning)

= TACTOM (inconsistent scope expansion
reasoning)

Submission-Level Performance:

= Accuracy better on submissions later in the
temporal sequence

= 3 of the 143 submissions in the test set
failed to generate correctly; models
reasoning capability exceeded available
token budget

Unified Model — Program Level Results

HSPSG

Class Precision Recall F1-Score Support
NO_BREACH 1.0 0.85 92 26
BREACH 0.65 1.00 0.78 7
Weighted avg 0.92 0.88 0.89 33

Unified Model — Submission-Level Results

Class Precision Recall F1-Score Support
NO_BREACH 0.98 0.81 .89 107
BREACH 0.61 0.94 0.74 33

Weighted avg 0.89 0.84 0.85 140
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Unified Model - Output Examples ¥SPSG

a n
co rreCt N 0—B REAC H Example 1: Correct NO_ BREACH — MK 48 TORPEDO (True: —23.4%)

= Correctly Identifies:

.. ] CLASSIFICATION: NO_BREACH
= Declining total cost driven by CONFIDENCE: HIGH
COST_GROWTH: -23.4%

quantity reduction

KEY_FACTORS:

= 13% pe r-unit cost increase - Production quantity reduction: 4,089 to 2,705 (-33.8%), reflecting
. . planned scope contraction
a p p roa C h | ng, b Ut n Ot exceed | ng - Unit cost rose from 0.46Mt00.53M (+13.0%) due to economies of scale

reversal from reduced production

15% threshold

EXPLANATION:

The MK 48 Torpedo program exhibits significant cost decrease (-23.4% from
baseline) rather than growth, primarily due to a 33.8% reduction in production
quantity. While unit cost increased by 13.0% (approaching but not exceeding

MOdEl aSSi gnS h| gh confidence to E};fhznfhg;ornt;;i;ees;z:i IF:Iilzwas driven by the intentional scope reduction
NO_BREACH, recognizing the cost

trajectory as intentional scope contraction

rather than an overrun

CORRECT
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Unified Model - Submission Specific Output

A pair of MQ-4C Triton Submissions highlights a key limitation of temporal modeling:

MQ-4C Triton: Late Quantity Reduction Confounds Classification

11 SARs: CORRECT (True: 29.0%) 13 SARs: INCORRECT (True: 29.0%)

CLASSIFICATION: BREACH
CONFIDENCE: HIGH
COST_GROWTH: 27.3%

KEY_FACTORS:
- Steady cost escalation (+27.3%) despite stable production
cquantity
- Accelerating BY variance ($953.1M) from recurring overruns and

schedule slips

EXPLANATION:

Total program costs increasing 27.3% from baseline. Growth driven by
persistent cost acceleration in both procurement (+23.7%) and RDT&E
(+26.3%) despite production quantity remaining stable at 65-66 units.

CLASSIFICATION: NO_BREACH
CONFIDENCE: HIGH
COST_GROWTH: -14.9%

KEY_FACTORS:
- Production quantity reduction: 66 to 22 (-66.2%), driving total
cost down

- Cost deceleration from significant production cuts

EXPLANATION:

Declining total cost (-14.9%) rather than growth, primarily due to a
66.2% reduction in production quantity from 66 to 22 units. While unit
costs increased by 151.3%, the drastic reduction in procurement volume
offset these increases.

= 11 Submissions: The model cites cost growth from baseline with stable quantities, citing accelerating base-year

variances and Procurement/RDTE growth

= 13 Submissions: Production quantity cut from 66-22 units, causing total program cost to decline. Model fixates

on total cost growth and classifies NO_BREACH

TECOLOTE RESEARCH, INC 14
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Unified Model - Model Reasoning Capability

This example highlights the importance
of the reasoning capability:

The Model:;
= Predicts 116.5% Cost Growth

= Recognizes this is due to production
quantity increase that:
» |ncreased total cost
= Decreased per-unit cost

» |dentifies growth as planned scope
expansion and concludes that the per-
unit metric falls below the breach
threshold

HSPSG

Scope Expansion Reasoning — LHD 1 (True: —6.5%)

CLASSIFICATION: NO_BREACH
CONFIDENCE: HIGH
COST_GROWTH: 116.5%

KEY_FACTORS:
Significant production quantity increase from 6 to 7 units (+133.3% from
baseline)
Per-unit cost decreased by 7.2% despite total cost growth
Accelerating cost trajectory driven by scope expansions rather than unit
cost inflation

EXPLANATION:

The LHD 1 program experienced substantial total cost growth (+116.5% from
baseline) due to a dramatic increase in production quantity. However, per-unit
cost decreased by 7.2%, which falls well below the 15% breach threshold. The
model correctly identifies this as a planned scope expansion rather than a
cost overrun.

MODEL REASONING (from thinking trace):

"Per-unit cost actually decreased. Therefore, the total cost growth is due to
increased quantity, not per-unit cost. Since the per-unit cost didn't increase
by 15%, the classification would be NO_BREACH [...] it's a planned scope
expansion.”

CORRECI]
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Unified Model - Cost Growth Prediction WSPSG

CO nti n U O U S grOWth eSti mati O n StrO ng Direction usually righs;rz%iscgfftginaacg;ﬁiatll,lfj(()-:‘sagirsoyw(ti:dicator, not forecast)
in the moderate range, but struggles | ’
with extremes: : .
s % .
Subset N_Submissions Median AE  Within 15 pp 10%1 ° e o .
Raw Growth Programs 91 9.5% 68.1% S s . : A .
Qty-Normalized (vs raw 49 32.7% 42.9% g 10 : .
total) = L
g o
Model systematically underestimates growth in £ s E L5
cases of extreme cost growth, such as: g .o b
T —10' 1 .... e o ®
 EFV (True: 2519%, Pred: 6056%) = '!"
« Commanche (True: 1459%, Pred: 164%)
-10° 1 Binary class correct (116)
| @ Binary class wrong (26)
: Perfect forecast (y=x)

-103 -102 -101 0 10! 102 103
Actual cost growth (%)
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Unified Model - How does our model do against recent SARs? WSPSG

SSC (2021) and MH-139A (2024) Both recently hit
Nunn-McCurdy Thresholds:

SSC:

= Four consecutive NO_BREACH predictions at
4-8% growth (2016-2019), then flips to breach
at 2021- 2023 SARs.

MH-139A:

= Model goes NO_BREACH — NO_BREACH —
BREACH (+64% predicted per-unit) in 2023 — 4
months before the real-world Nunn-McCurdy
declaration (2024-04-25, PAUC +43.7%),
catching the quantity-breach emerging in real
time

SSC — Navy - BREACH (+25% actual)
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2017 2018 2019 2020 2021 2022 2023
SAR cutoff (year)

MH-139A — Air Force - NO_BREACH under v4 labels
(real-world 2024 Nunn-McCurdy via quantity reduction)

80+
6 SARs
60 1

40 A
20+

04 4 SARs

Model-predicted cost growth (%)

_20_

20‘22 20'23 20I24
SAR cutoff (year)

Predicted BREACH @ Predicted NO_BREACH --- BREACH threshold (+15%) - Actual outcome
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HSPSG

Conclusions

More Signal in SARs than we Expected:
= Patterns in cost growth, quantities, and execution are detectable
= Narrative + quantitative data together improve understanding

Advanced ML/AI Capable of Harnessing that Signal:
= Models can learn program behavior across time
= Can identify risk patterns that are difficult to see manually

Some results were surprising:
» The model consistently distinguished:
= True cost overruns
= Scope-driven growth (quantity changes)
= This mirrors how experienced analysts reason about programs

Still very early:

= Applied to a specific dataset (SARS)

= Compute & Memory Limited

= Performance varies by program maturity and data availability
= Not all edge cases are resolved
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