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Abstract 

 

Defense acquisition programs routinely exceed their initial cost baselines, with consequences 

ranging from congressional reporting requirements to program cancellations. The Department of 

War's Selected Acquisition Reports (SARs) contain rich temporal, financial, and narrative data 

spanning decades of program history, yet traditional cost estimation methods typically reduce 

this information to a handful of hand-engineered features, discarding the vast majority of 

available signal. This paper presents a systematic exploration of machine learning approaches for 

predicting Nunn-McCurdy cost breaches using SAR data. Beginning with time-series models and 

progressing through several deep learning architectures, we document an experimental arc driven 

by concrete failures at each stage: models that couldn't handle program-size variation, classifiers 

that missed the most consequential overruns, and multi-stage pipelines that produced confidently 

wrong explanations. The result is a unified architecture that simultaneously classifies breach risk 

and generates natural-language explanations in a single inference pass, effectively learning to 

read acquisition data the way an experienced analyst would. Rather than prescribing a specific 

technical recipe, this paper emphasizes the design decisions, failure modes, and practical lessons 

that should inform any effort to apply advanced analytics to defense acquisition data.

1. Introduction 

 

1.1 The Cost Growth Problem 

Cost growth in major defense acquisition programs (MDAPs) is a persistent challenge for the 

Department of Defense. The Nunn-McCurdy Amendment (10 U.S.C. § 4371) establishes 

statutory reporting thresholds: programs experiencing Program Acquisition Unit Cost (PAUC) 

growth of 15% or more above the current baseline must report to Congress, while growth 

exceeding 25% triggers critical breach procedures potentially leading to program restructuring or 

cancellation. 

 

Despite decades of reform efforts, cost growth remains endemic. The warning signs of future 

breaches are distributed across thousands of data points: funding profiles, milestones, delivery 

rates, variance categories, contract modifications, and narrative explanations, most of which are 

never systematically analyzed. The Selected Acquisition Report, submitted annually or quarterly 

by each MDAP, captures this information in structured and semi-structured form, creating a rich 

but underutilized dataset for predictive analytics. 

 

The fundamental question is not whether patterns exist in this data, but whether modern methods 

and modeling can extract those patterns at a scale and consistency that exceeds manual review. 

 

1.2 Research Questions 

This research pursued three objectives: 

 

1. Feasibility: Can machine learning models trained on historical SAR data predict 

Nunn-McCurdy cost breaches before they occur? 
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2. Architecture suitability: What modeling approaches are best suited to the mixed 

quantitative-narrative structure of SAR data? 

 

3. Explainability: Can predictions be accompanied by interpretable, analyst-quality 

explanations of the driving factors? 

 

1.3 Why This Is Not a Traditional Machine Learning Paper 

This paper is written for the defense cost estimation community, not the machine learning 

research community. We deliberately generalize implementation details specific model 

configurations, training recipes, and data processing techniques because the contribution is not 

any single architecture but the end-to-end methodology for applying deep learning to acquisition 

data. Fundamentally the challenge is not mathematical understanding but rather engineering 

solutions that can harness available data and modern compute resources. 

 

1.4 Paper Organization 

The following paper is designed and organized to demonstrate a logical approach to 

implementing artificial intelligence and machine learning into any data pipeline of particular 

interest to the cost community. As such, the authors have outlined both a progression of 

implementing artificial intelligence and machine learning to answer modeling problems as well 

as providing insight into overcoming systematic roadblocks by revisiting and revising model 

design. The reader should expect the following topics of discussion: 

• Section 2 describes the data landscape and the challenges of preparing SAR data for 

modeling.  

• Section 3 covers our initial time-series approach and the critical design insight it 

produced.  

• Section 4 describes the progression through several deep learning architectures, 

emphasizing what failed at each stage and why.  

• Section 5 presents the unified approach that emerged from those failures.  

• Section 6 discusses lessons learned.  

• Section 7 conclusions. 

 

2. The Data: Selected Acquisition Reports 

 

2.1 Dataset Overview 

The CADE SAR Data Package contains 5,748 submissions across 548 programs, organized into 

29 relational tables with over 442,000 rows of granular data. Key information categories include 

fiscal-year funding profiles, official unit cost metrics, delivery rates and expenditures, milestone 

dates and slippage records, cost and schedule variance explanations, and contract details. 

Program timelines span from the mid-1970s through 2023, with individual programs having 

between 1 and 81 SAR submissions. 

 

This is an unusually rich dataset by defense analytics standards. Each submission is essentially a 

structured snapshot of a program's health at a point in time, and the sequence of submissions for 
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a given program tells the story of how that program evolves, such as where costs grew, where 

schedules slipped, and how the program office explained the changes. 

 

2.2 Data Preparation Challenges 

Preparing SAR data for machine learning requires solving several practical problems that are 

representative of working with government datasets more broadly. Generally, the authors 

encounter 3 major issues, outlined below. The existence and mitigation of these complexities, 

though not unique, did require the researchers to revisit and revise previous conventions in 

establishing processes to transform the data for utilization in artificial intelligence.  

 

1. Relational complexity. The 29-table structure means that a single program's "story" is 

distributed across multiple tables linked by hierarchical keys. Assembling a complete 

picture of a program at a given point in time requires joining across the full relational 

hierarchy, from program to sub-program to submission to detail tables. 

 

2. Text quality. Narrative fields throughout the SAR data contain embedded HTML, special 

characters, and inconsistent formatting artifacts accumulated over decades of different 

reporting systems. Systematic cleaning was necessary before any text could be used as 

model input. 

 

3. Filtering for modeling. Of 548 total programs with data suitable for analysis, many have 

only a single SAR submission or lack the cost data necessary for computing outcome 

labels. For temporal modeling, where the goal is to predict future outcomes from a 

sequence of past reports, we required programs with sufficient submission history and 

valid cost metrics. This filtering yielded 134 programs with enough data to support 

meaningful prediction, with a median of 12 submissions per program. 

 

2.3 What the Data Tells Us Before Any Modeling 

Exploratory data analysis (EDA) revealed several important characteristics that shaped all 

subsequent modeling decisions.  

 

Text fields are informative but repetitive. Program descriptions average roughly 1,600 

characters with minimal missing data, while executive summaries are substantially longer. 

However, we identified over 1,000 duplicate mission descriptions reused verbatim across 

submissions, with the same boilerplate language carried forward year after year. This confirmed 

that narrative text alone provides a limited discriminative signal and that quantitative features 

must anchor any prediction. 

 

Cost profiles follow predictable shapes. Polynomial fitting, regression analysis, and Spline 

fitting of fiscal-year funding profiles showed that acquisition cost curves consistently follow S-

curve patterns, with high goodness-of-fit across thousands of fitted curves. This meant that cost 

trajectory features, such as acceleration, inflection points, and deviation from expected patterns 

could serve as powerful predictive signals. 

 

Programs cluster by type. Embedding analysis of program descriptions revealed clear 

groupings by mission type: aircraft, missiles, space systems, and electronics each formed distinct 
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neighborhoods. Cross-program similarity validated semantic coherence, with fighter-aircraft 

programs clustered together, ship programs clustered together, and so on. This confirmed that the 

text in SAR reports encodes meaningful program-level information, even if individual fields are 

repetitive. 

 

 
Figure 1: UMAP Clustering Analysis of SAR Narratives by Program Type 

 

2.4 Defining the Prediction Target 

Labels are derived from PAUC growth between a program's initial selected baseline and its most 

recent SAR: 

 

𝑔𝑟𝑜𝑤𝑡ℎ_𝑝𝑐𝑡 =  
𝑅𝑒𝑝𝑜𝑟𝑡𝑖𝑛𝑔𝑃𝐴𝑈𝐶 − 𝑠𝑏𝑅𝑒𝑝𝑜𝑟𝑡𝑖𝑛𝑔𝑃𝐴𝑈𝐶

𝑠𝑏𝑅𝑒𝑝𝑜𝑟𝑡𝑖𝑛𝑔𝑃𝐴𝑈𝐶
 ×  100  

 

Where: 

ReportingPAUC is the current reporting period Program Acquisition Unit Cost. 

sbReportingPAUC is the selected baseline Program Acquisition Unit Cost. 

A positive value indicates cost growth relative to the baseline, while a negative value indicates 

cost reduction. 

We initially explored a four-class scheme aligned with Nunn-McCurdy thresholds: 

 

Table 1: Nunn-McCurdy threshold classes  
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Breach Type Threshold % 
ON_TRACK < 10 

AT_RISK 10 - 15 

SIGNIFICANT_BREACH 15 - 25 

CRITICAL_BREACH >25 

 

 

However, the class distribution was severely imbalanced. The two middle classes together 

comprised only about 10% of the dataset and never developed a reliable discriminative signal in 

any model we tested. We collapsed to binary classification at the 15% Nunn-McCurdy reporting 

threshold: NO_BREACH (< 15%) and BREACH (≥ 15%), yielding a 76/24 split. 

This is a practical finding worth emphasizing: the Nunn-McCurdy framework defines four tiers, 

but the data only supports distinguishing two. Analysts and policymakers working with these 

thresholds should be aware that the middle categories are statistically thin. 

 

2.5 Guarding Against Data Leakage 

Several fields in the SAR directly encode the prediction target; the exact cost metrics from which 

growth percentages are computed. These were systematically excluded from all model inputs. 

For temporal models, we enforced that input data stop strictly before the final submission used 

for labeling, ensuring no future information enters the model. All data splits were performed at 

the program level to prevent different submissions from the same program appearing in both 

training and test sets. 

 

2.6 Training Approach 

All models were developed in Python using PyTorch and the HuggingFace Transformers 

ecosystem. Training was conducted on NVIDIA GPUs provisioned through AWS GovCloud, 

with parameter-efficient fine-tuning techniques keeping compute requirements modest.  

3. Time-Series Models 

 

3.1 Initial Approach 

The authors’ first modeling approach treated SAR data as multivariate time series. Each 

program's submissions form a chronologically ordered sequence that captures ramping 

expenditures, accumulating schedule slippage, and quantity reductions propagating through unit 

costs. Recurrent neural networks (RNNs) specifically Long Short-Term Memory (LSTMs) are a 

natural fit for this structure. 

 

The baseline model used standard LSTM architecture with program-level embeddings and 

features extracted from funding, execution, schedule, and cost tables. The results were poor: the 

model failed to converge reliably, and when it did train, performance was mediocre with large 

systematic errors. 

 

3.1.1 Diagnosing the Failure 

Error analysis revealed a stark program-size bias. Programs under $100M exhibited mean 

prediction errors more than three times larger than programs over $1B. The root cause was 
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straightforward: when predicting absolute dollar values, a $10B program's $1B cost growth 

produces the same loss signal as a $100M program's entire budget. The model learned to 

optimize for large programs and systematically failed on smaller ones. 

 

3.1.2 The Fix: Scale-Independent Formulation 

Two design changes transformed the model's performance: 

 

Scale-independent targets. Instead of predicting absolute cost, we predicted cost per unit, 

making the target independent of program size. This was viable for procurement-phase programs 

where quantity data is consistently available. 

 

Higher temporal resolution. Rather than treating each SAR submission as one timestep, we 

expanded to fiscal-year granularity, where each year's data becomes a timestep. This dramatically 

increased the amount of temporal data available for training, providing sequences with a mean 

length of roughly 46 years of program history. 

 

The redesigned model achieved R² = 0.95 on procurement cost-per-unit prediction, with uniform 

error rates across program sizes. The small-program bias was effectively eliminated. 

 

 
Figure 2: LSTM PAUC Prediction Model: Predict Final PAUC given 90% of sequence 

 

3.2 Limitations That Motivated the Next Step 

The time-series model, despite its strong quantitative performance, had three limitations. First, 

the features were entirely hand-engineered, representing a small fraction of the information 

available in each SAR. Variance explanations, contract narratives, and schedule justifications all 

contain predictive information that resists manual featurization. Second, the cost-per-unit 

formulation worked for procurement but not for R&D programs. Third, the model produced a 

number with no indication of which factors drove the prediction, a significant gap for analyst 

adoption. Thus, the natural desire to find more adaptive modeling techniques motivated 
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exploration of deep-learning approaches that could process the full content of SAR submissions, 

including text.  

4. The Architecture Progression: What Failed and Why 

 

4.1 Converting Structured Data to Text 

The key enabling decision for all subsequent work was serializing the full SAR submission into 

text. Rather than manually selecting which fields to extract as numerical features, we developed 

a text representation that preserves the full information content of each submission, combining 

quantitative data, categorical fields, and narrative text into a format that language models can 

process. 

 

 
Figure 3: SAR Dataset Creation Pipeline 

 

This required iterative refinement. An initial representation that included every field from every 

table produced bloated text dominated by repetitive funding rows. An optimized format that 

aggregated and prioritized information achieved substantial compression while retaining core 

content.  

 

Two dataset variants were constructed: 

 

Single-submission dataset. Each of 3,104 SAR submissions with valid PAUC data was 

serialized independently, producing one text sample per submission. This dataset 
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supported the Longformer and initial ModernBERT experiments. Labels were binary 

(ON_TRACK / OVERRUN at 15%) or multiclass (four Nunn-McCurdy tiers). 

 

Temporal sequence dataset. For each of 218 eligible programs, we generated up to 10 

temporal cutoff points, producing ~1,015 examples. Each example concatenates the 

serialized SARs from submission 0 through the cutoff index, with the final SAR reserved 

exclusively for label extraction. The temporal dataset uses the quantitative-first 

serialization with a 16K token budget. Train/validation/test splits (70/15/15) were 

stratified by Service × ProgramType to ensure representative sampling. 

 

4.2 Encoder-Based Classification 

Our first text-based approach used encoder-only transformer model architectures designed to 

read and classify text. These models process the serialized SAR data and output a breach/no-

breach classification. 

 

Baseline performance was superficially encouraging over 90% overall accuracy. But accuracy 

was misleading given the class imbalance. The model missed many actual overruns, including 

some of the most consequential cases, programs with hundreds of percent cost growth that the 

model classified as on-track with high confidence. 

 

Addressing class imbalance through loss weighting dramatically improved the model's ability 

to catch overruns but at the cost of many false alarms, flagging healthy programs as at-risk. 

Threshold tuning offered modest free improvement but couldn't overcome the fundamental 

information limitations. 

 

Domain-adaptive pretraining: Further training the language model on the full SAR corpus 

before fine-tuning on the classification task provided meaningful uplift on individual SAR 

classification. However, this improvement did not transfer when the downstream task shifted to 

processing temporal sequences of SARs. The pretraining distribution (individual reports) didn't 

match the inference distribution (concatenated program histories), creating a mismatch that 

erased the domain adaptation benefit. This is a broadly applicable finding: domain pretraining 

must match how the model will be used, not merely what vocabulary it will encounter. 

 

Fundamental limitations of this approach became clear. These models represent numbers as 

text fragments without inherent arithmetic understanding—they must learn that "15.2%" is close 

to "14.8%" but far from "152%" from limited examples. The context windows, while larger than 

traditional models, still required truncating long program histories. And classification models 

produce a probability with no explanation. 

 

4.3 Classifier Results 

 

4.3.1 Binary Cost Growth Classifier 
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Table 2: Binary Classification Results (15% PAUC Threshold) 

Class Precision Recall F1-Score Support FPR 

On Track (< 15%) 0.97 0.98 0.98 414 — 

Overrun (≥ 15%) 0.85 0.77 0.81 52 0.017 

Accuracy   0.96 466  

Macro Avg 0.91 0.88 0.89 466  

Weighted Avg 0.96 0.96 0.96 466  

 
Notes: 

Precision: Of all instances the model predicted as belonging to a class, the proportion that belonged to that class. High precision 

means fewer false positives. 

Recall: Of all instances that belonged to a class, the proportion the model correctly identified. High recall means fewer false 

negatives. 

F1-Score: The harmonic mean of Precision and Recall, providing a single balanced measure of a model's performance. Ranges 

from 0 to 1. 

Support: The number of actual instances of each class in the test set (414 On Track vs. 52 Overrun programs). 

FPR (False Positive Rate): The proportion of actual negatives (On Track programs) that were incorrectly classified as positives 

(Overrun). Calculated as FP / (FP + TN). Reported only for the Overrun class since it is the positive class of interest. 

Accuracy: The overall proportion of all predictions that were correct across both classes. 

Macro Avg: The unweighted mean of each metric across both classes, treating each class equally regardless of support. 

Weighted Avg: The weighted mean of each metric across both classes, weighted by each class's support, accounting for class 

imbalance. 
 

 

 
Figure 4: Cost Growth Binary Classifier Confusion Matrix 

 

The binary classifier achieves 96% accuracy with a false positive rate of just 1.7%. The model 

catches over three-quarters of actual breaches (77% recall) while maintaining high precision 

(85%)—only 7 of 47 flagged programs were false alarms. The 12 missed breaches (false 

negatives) are concentrated among programs with shorter SAR histories, suggesting that 

additional temporal data would further improve detection. 
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4.3.2 Multiclass Cost Growth Classifier 

 
Table 3: Multiclass Classification Results (Nunn-McCurdy Tiers) 

Class Precision Recall F1-Score Support 

On Track (< 10%) 0.89 0.92 0.90 201 

At Risk (10–15%) 0.67 0.20 0.31 10 

Significant Breach (15–25%) 0.50 0.44 0.47 16 

Critical Breach (≥ 25%) 0.93 0.93 0.93 239 

Accuracy   0.90 466 

Macro Avg 0.75 0.62 0.65 466 

Weighted Avg 0.89 0.89 0.89 466 

 

 
Figure 5: Cost Growth Multiclass Classifier Confusion Matrix 

 

The multiclass results reveal a clear dichotomy. The model discriminates effectively between the 

extremes: On Track (F1 = 0.90) and Critical Breach (F1 = 0.93) are classified with high 

confidence. The middle tiers—At Risk (F1 = 0.31, n=10) and Significant Breach (F1 = 0.47, 

n=16)—suffer from both small sample sizes and genuine statistical overlap. This supports the 

practical finding that the Nunn-McCurdy framework defines four tiers, but the available data 

only reliably supports distinguishing two. 

5. The Unified Approach 

 

5.1 Design Philosophy 

The final architecture collapses classification, quantitative reasoning, and explanation into a 

single generative task. Given a temporal sequence of serialized SAR submissions, the model 
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produces a structured output containing the breach classification, confidence assessment, 

estimated growth magnitude, key contributing factors, and a natural-language explanation in one 

forward pass. 

 

This eliminates the error cascade by design: the same computation that informs the classification 

also generates the explanation, maintaining internal consistency. It maximizes use of the 

available context window, and it leverages the model's native ability to reason over both 

quantitative and narrative content simultaneously. 

 

5.2 Implementation 

We selected a mid-size decoder-only language model  as the foundation and adapted it to the 

SAR domain using Quantized Low-Rank Adaptation (QLoRA), a parameter-efficient fine-tuning 

technique. This approach updates only a small fraction of the model's parameters, (roughly 2% of 

the total) making training feasible on a single workstation-class GPU. 

 

The training data consisted of temporal SAR sequences paired with structured analyst-style 

assessments. Each training example presented a program's history up to a cutoff point, and the 

target output included the classification, key risk factors, and an explanatory narrative 

referencing specific elements from the input data. 

 

5.2.1 Labeling Logic 

 

The dataset uses directional quantity normalization for cost growth labels: 

1. Quantity increased (scope expansion): Label uses per-unit cost growth 

𝑔𝑟𝑜𝑤𝑡ℎ =  
(𝑓𝑖𝑛𝑎𝑙_𝑐𝑜𝑠𝑡_𝑝𝑒𝑟_𝑢𝑛𝑖𝑡 −  𝑓𝑖𝑟𝑠𝑡_𝑐𝑜𝑠𝑡_𝑝𝑒𝑟_𝑢𝑛𝑖𝑡)

𝑓𝑖𝑟𝑠𝑡_𝑐𝑜𝑠𝑡_𝑝𝑒𝑟_𝑢𝑛𝑖𝑡
 ×  100 

 

2. Quantity decreased, stable, or missing: Label uses raw Funding Total growth 

𝑔𝑟𝑜𝑤𝑡ℎ =  
(𝑓𝑖𝑛𝑎𝑙_𝐵𝑌 −  𝑓𝑖𝑟𝑠𝑡_𝐵𝑌)

𝑓𝑖𝑟𝑠𝑡_𝐵𝑌
 ×  100 

Scope expansions inflate total cost without real per-unit overrun. Scope reductions mechanically 

inflate per-unit cost (fixed costs spread over fewer units) this is not a cost management failure. 

The directional approach only normalizes in the direction where normalization helps. 

 

5.3 What the Model Produces 

The unified model generates structured assessments that include: 

 

- A binary breach/no-breach classification 

- A confidence level (high, medium, low) 

- An estimated PAUC growth percentage 
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- Key factors identified from the SAR history (specific variance categories, schedule 

milestones, quantity changes, spending patterns) 

- A natural-language explanation synthesizing the quantitative and narrative evidence 

 

The explanations reference specific quantitative features from the input rather than producing 

generic boilerplate. For a program classified as breach-likely, the model might cite specific 

production quantity reductions, accelerating cost growth in recent submissions, and particular 

variance categories that have historically preceded breaches in similar programs. 

 

5.4 Results 

 

5.4.1 Evaluation Methodology 

Test set construction. All data splits were performed at the program level: no program appears 

in more than one split. The temporal v4 dataset was divided 70/15/15 into train (624 examples 

from ~153 programs), validation (135 examples from ~32 programs), and test (143 examples 

from ~33 programs), stratified by Service and ProgramType to ensure representative sampling. 

Each test program generates multiple examples at different temporal cutoff points. For a program 

with 8 total SARs, the model might be evaluated on inputs showing SARs 1–2, 1–3, 1–4, and so 

on, with the final SAR reserved exclusively for label computation. This produces multiple 

predictions per program at different lifecycle stages. 

 

Two levels of evaluation. Because the 143 test examples come from only 33 independent 

programs, we report metrics at two levels: 

• Program-level (primary): The latest temporal prediction per program (i.e., the models 

prediction given the longest temporal SAR sequence. This represents the real-world 

question: given everything we know about a program so far, will it breach? With 33 

independent programs, this is the honest measure of generalization. 

• Submission-level (secondary): All 143 temporal cutoff predictions. These are not 

independent samples (multiple predictions per program are correlated), but they reveal 

how predictions improve as more temporal data becomes available. 

 

Classification derivation. The model produces both a text CLASSIFICATION field and a 

numeric COST_GROWTH estimate. These outputs can intentionally disagree; the model may 

predict total cost growth well above 15% while classifying NO_BREACH because its reasoning 

trace identifies the growth as scope-driven rather than a genuine overrun. Across the test set, 16 

of 140 parseable predictions exhibited this deliberate divergence, with the model correctly 

classifying NO_BREACH despite reporting high total cost growth for programs with large 

quantity increases. The reasoning mode enables the model to internalize the dual-metric labeling 

scheme, applying per-unit cost logic for scope expansions and raw total cost logic without 

requiring post-hoc correction. 

 

Inference configuration. Generation uses greedy decoding (temperature 0, no sampling) with 

reasoning mode enabled, allowing the model to deliberate before producing structured output. A 

maximum of 1,024 new tokens accommodates the reasoning trace. Inputs exceeding 8,192 

tokens are truncated using a head-tail strategy that preserves the program header and format 

instructions while trimming middle SAR content. 
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5.4.2 Program-Level, Submission-Level Results  

 

Table 3: Program-level performance (33 test programs), Best Model: 

Class Precision Recall F1-Score Support 

NO_BREACH 1.0 0.85 .92 26 

BREACH 0.65 1.00 0.78 7 

Weighted avg 0.92 0.88 0.89 33 

 

At the program level, BREACH recall is perfect, every true breach program is identified. The 4 

false positives are ADATS (cancelled program), MUOS (borderline, 4.4% true growth), OTH-B 

RADAR (truncated reasoning), and TACTOM (inconsistent scope expansion reasoning). 

 

 

 

 

Table 4: Submission-Level Performance (140 Submissions) 
Class Precision Recall F1-Score Support 

NO_BREACH 0.98 0.81 .89 107 

BREACH 0.61 0.96 0.74 33 

Weighted avg 0.89 0.84 0.85 140 

 

Note: 3 of the 143 submissions in the test set failed to generate correctly. The model’s 

deliberation consumed the token budget without reaching the desired structured output. 

Increasing the generation budget at inference would likely resolve these. 

 

Confusion matrix (program-level): 

 

 
Figure 5: Program-Level Confusion Matrix 
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Table 5: Full Results by Program: 

Program TRUE Pred Seqs True % Pred % (median)   

ADATS (FAADS LOS-F-H) NO_BREACH BREACH 0/4 -60.70% 251.60% X 

ASDS NO_BREACH NO_BREACH 1/2 -59.60% 27.90%  

C-27J NO_BREACH NO_BREACH 1/1 -42.20% -49.00%  

COBRA JUDY REPLACEMENT NO_BREACH NO_BREACH 4/4 10.60% 8.10%  

COMANCHE BREACH BREACH 5/5 1459.60% 164.70%  

CSRL NO_BREACH NO_BREACH 2/2 -18.60% -18.10%  

E-2C REPRODUCTION BREACH BREACH 3/4 36.90% 30.50%  

EFV BREACH BREACH 5/5 2519.90% 6056.00%  

F-22 Inc 3.2B Mod NO_BREACH NO_BREACH 4/4 -6.30% -3.40%  

GBS NO_BREACH NO_BREACH 5/5 -84.70% 124.80%  

HC/MC-130 Recap NO_BREACH NO_BREACH 4.4 -16.90% 58.10%  

IRST NO_BREACH NO_BREACH 2/3 7.40% 3.40%  

JSIMS NO_BREACH NO_BREACH 2/2 -27.50% -1.80%  

JSTARS BREACH BREACH 5/5 508.50% 479.40%  

LCS MM NO_BREACH NO_BREACH 6/6 -23.90% -9.10%  

LHD 1 NO_BREACH NO_BREACH 5/5 -6.50% -6.00%  

M88A2 HERCULES NO_BREACH NO_BREACH 2/2 1.50% 2.60%  

MH-60S BREACH BREACH 4/4 40.20% 88.90%  

MIDS NO_BREACH NO_BREACH 3/5 -40.80% 328.90%  

MINUTEMAN III PRP NO_BREACH NO_BREACH 5/5 -2.70% -12.50%  

MK 48 TORPEDO NO_BREACH NO_BREACH 4/4 -23.40% -20.00%  

MLRS-TGW NO_BREACH NO_BREACH 4/4 -69.70% -69.80%  

MPS NO_BREACH NO_BREACH 3/3 -9.50% -9.30%  

MQ-1C Gray Eagle NO_BREACH NO_BREACH 5/5 -68.20% 8.40%  

MQ-4C Triton BREACH BREACH 4/5 29.00% 19.60%  

MUOS NO_BREACH BREACH 0/5 4.40% 18.70% X 

Mobile Subscriber Equipment NO_BREACH NO_BREACH 4/5 -12.50% -12.50%  

NESP NO_BREACH NO_BREACH 5/5 -27.20% -5.50%  

OTH-B RADAR NO_BREACH BREACH 2/5 1.80% 33.40% X 

Patriot/MEADS CAP NO_BREACH NO_BREACH 5/5 -59.00% -57.60%  

SINCGARS NO_BREACH NO_BREACH 5/5 -30.40% -31.70%  

SRAM BREACH BREACH 5/5 164.40% 478.50%  

TACTOM NO_BREACH BREACH 2/5 7.50% 77.80% X 



Note: The ‘Seqs’ column refers to the number of temporal sequences per program that the model 

correctly classifies. Successful classification is determined by the model correctly classifying 

BREACH in the majority of given samples.  

 

5.4.3 Continuous Cost Growth Estimation 

Beyond binary classification, the model produces a numeric COST_GROWTH estimate. This 

field tracks total program cost growth (raw Funding Total), even for programs where the 

classification label uses per-unit cost. The model predicts total program cost growth with a 

median absolute error of ~9 pp and gets within 15 pp on two-thirds of predictions but struggles 

to resolve programs with per-unit cost normalized cost growth.  

 

5.4.4 Error Analysis 

Cancelled / drastically reduced programs (ADATS, ASDS): These programs had massive 

quantity reductions (ADATS: 4991 > 4, ASDS: 5 > 2). The model sees cost escalation in early 

SARs and extrapolates it forward, but the programs were ultimately cancelled or radically 

descoped. The final cost is far below what the trajectory suggested. This is inherently difficult to 

predict from early data as the model can't know a cancellation is coming. 

 

Scope expansion programs with inconsistent classification (TACTOM, MIDS): These 

programs have enormous raw cost growth (263%, 931%) driven by quantity increases. The 

model correctly classifies some temporal windows as NO_BREACH (recognizing scope 

expansion) but misclassifies other windows. The inconsistency suggests the model's reasoning is 

sequence-dependent; earlier windows with less context may lack the quantity trajectory signal 

needed to trigger the scope-expansion logic. 

 

Borderline programs (MUOS, IRST): MUOS (true growth 4.4%) and IRST (true growth 

7.4%) are close to the 15% threshold. The model slightly overestimates growth in these cases. 

MUOS is the worst offender with 5 sequences all predicted BREACH with growth estimates of 

16-39%. 

 



5.5 Output Examples 

 
Figure 6: Unified Model Example Output 

 
 
 
The model correctly identifies a program with declining total cost driven by a planned 33.8% 

reduction in production quantity. Despite a modest 13.0%-unit cost increase that is approaching 

but not exceeding the 15% threshold, the model assigns high confidence to NO_BREACH, 

recognizing the cost trajectory as intentional scope contraction rather than an overrun. 
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Figure 7: Unified Model Example Output 
 

A comparison of a pair of MQ-4C Triton submissions highlights a key limitation of temporal 

modeling: 

 

With 11 submissions available, the model detects a clear pattern of cost escalation. Total program 

cost grew 27.3% from baseline while production quantity remained stable at 65–66 units, 

indicating genuine cost overruns rather than scope changes. The model cites accelerating base-

year variances and persistent procurement and RDT&E growth as key drivers. 

 

The same program viewed through a later temporal window tells a different story. By the 13th 

SAR, production quantity had been cut from 66 to 22 units, causing total program cost to decline 

14.9% from baseline. The model fixates on this decline and classifies NO_BREACH with high 

confidence — missing that unit costs actually rose 151.3%. This illustrates how late-stage 

quantity reductions can mask underlying cost growth and confound the model. 
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Figure 8: Unified Model Example Output (With Reasoning) 

 
This example showcases the model's capacity for nuanced reasoning. Despite predicting 116.5% 

total cost growth, the model classifies NO_BREACH because it recognizes a dramatic 

production quantity increase drove the total cost up while per-unit cost actually decreased by 

7.2%. The thinking trace reveals explicit deliberation: the model identifies the growth as a 

planned scope expansion and concludes the per-unit metric falls well below the breach threshold. 

 

5.6 Limitations 

Threshold sensitivity. Performance degrades sharply near the 15% decision boundary. On the 20 

test examples with true or predicted growth in the 10–20% range, accuracy drops to 45%—worse 

than chance. The binary threshold creates an artificial hard boundary where the model's 

regression uncertainty (±10–20%) spans both classes. This is inherent to any binary framing of a 

continuous phenomenon. 

 

Context window and truncation. Analysis of the temporal v3 dataset against the 8,192-token 

limit used by encoder-only baselines reveals that 47.8% of all examples exceed this limit, with a 

median truncation of 41% of input content for over-limit samples. Critically, this truncation is 

class-biased: 60% of BREACH samples exceed the limit versus only 29% of NO_BREACH 

samples. Programs experiencing cost overruns tend to have longer histories with more SARs 

(median 11 input SARs for over-limit vs. 8 for under-limit), meaning the encoder baseline 

disproportionately loses context on exactly the cases it most needs to classify correctly. The 

unified decoder's 20K+ context window substantially reduces this problem, though 14% of 

training samples still require truncation. 

 

Small test set. The program-level evaluation is based on 33 independent programs. While this is 

the correct unit of analysis (avoiding the inflated sample sizes from multiple temporal cutoffs per 
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program), confidence intervals on 33 observations are necessarily wide. The 87.8% accuracy 

(29/33) has a 95% binomial confidence interval of approximately 64–93%. This reflects the 

fundamental constraint that only ~300 programs in the SAR database have sufficient data for 

temporal modeling. 

 

Temporal data availability. Most test examples show only 2–3 input SARs due to the lifecycle 

filter (requiring ≥50% of program timeline). The model's performance improves dramatically 

with more temporal context—a pattern visible in per-program analysis where early-cutoff 

predictions are frequently wrong but later-cutoff predictions are correct. For example, the GBS 

program (141% true growth) was predicted at 6.9% with 2 SARs shown, 81.0% with 3 SARs, 

and 141.2% with 4+ SARs. Real-world deployment would typically have more temporal data 

available than the minimum-context scenarios that dominate the test set. 

 

6. Lessons Learned 

 

6.1 Scale Independence Is Non-Negotiable 

The shift from absolute cost targets to scale-independent formulation was the single most 

impactful design decision. It eliminated the systematic bias against small programs that afflicts 

any model trained on raw dollar values. This principle applies regardless of the modeling 

technique: any analysis comparing costs across programs of different sizes must normalize for 

scale. 

 

6.2 Class Imbalance Reflects Real-World Rarity 

The severe imbalance between non-breach and breach programs (roughly 76/24) is not a data 

problem to be solved—it reflects the genuine rarity of Nunn-McCurdy breaches. Aggressive 

reweighting improved breach detection but produced unacceptable false alarm rates. The most 

effective structural solution was collapsing from four Nunn-McCurdy tiers to two, 

acknowledging that the data doesn't support fine-grained threshold discrimination. The decoder-

only approach sidestepped the worst of this problem by framing classification as text generation 

rather than logit-based prediction. 

 

6.3 Domain Adaptation Must Match How Models Are Used 

Our domain-adapted text model showed meaningful improvement on individual SAR 

classification but failed to generalize to temporal sequences. The lesson is broader than our 

specific case: adapting a model to a domain's vocabulary and statistics is necessary but not 

sufficient. The adaptation must reflect the actual inference-time distribution, including how 

inputs are structured and concatenated. 

 

6.4 Reasoning Enables Nuanced Classification 

The most surprising finding from the unified model was that enabling a reasoning trace before 

structured output production allowed the model to internalize complex labeling logic that would 

otherwise require post-hoc correction. Across the test set, 16 of 140 parseable predictions 

exhibited deliberate divergence between the numeric cost growth estimate and the breach 

classification and the model predicted total cost growth well above 15% while classifying 
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NO_BREACH because its reasoning identified the growth as scope-driven rather than a genuine 

overrun. This is not a model error; it is the model applying the dual-metric labeling scheme 

correctly. The implication for the broader defense analytics community is that generative models 

with reasoning capabilities can encode domain logic that would be difficult or impossible to 

capture in a traditional classifier's loss function. 

 

6.5 Temporal Context Is the Dominant Performance Driver 

Per-program analysis revealed that the quantity of temporal data available at inference time is the 

single strongest predictor of model accuracy. Programs evaluated with only 2–3 input SARs were 

frequently misclassified, while the same programs evaluated with 4+ SARs were classified 

correctly. The GBS program illustrates this starkly: predicted at 6.9% growth with 2 SARs, 

81.0% with 3, and 141.2% (against 141% true) with 4+. This has a direct practical implication: 

the model's value increases with program maturity, and early-lifecycle predictions should be 

treated as preliminary assessments with appropriately wider uncertainty bounds. It also suggests 

that real-world deployment, where analysts would typically have more temporal context than the 

minimum-context scenarios dominating our test set, should outperform the metrics reported here. 

 

7. Conclusion 

This paper presented a systematic progression from time-series models through several deep 

learning architectures to a unified system for predicting and explaining defense acquisition cost 

breaches. Each transition was motivated by concrete failures: the time-series model's inability to 

handle program-size variation led to the scale-independence insight that improved R² from 0.50 

to 0.95; the encoder models' poor numerical reasoning and lack of explainability led to a two-

stage pipeline; and the pipeline's error cascade led to the unified generative approach. 

The unified model achieves 100% breach recall at the program level, with every true breach in 

the 33-program test set correctly identified with an overall accuracy of 88% and weighted F1 of 

0.89. The four false positives include a cancelled program whose early trajectory genuinely 

resembled a breach, a borderline case with 4.4% true growth, and two programs where the 

model's scope-expansion reasoning was inconsistent across temporal windows. These are 

instructive failures: they reveal edge cases in the labeling logic and temporal context 

requirements rather than fundamental architectural limitations. 

 

More significantly, the model demonstrates capabilities that no prior approach achieved 

simultaneously. It processes the full content of SAR submissions—quantitative data, categorical 

fields, and narrative text, as a unified input. The model reasons over temporal sequences of 

submissions, detecting patterns that emerge only across multiple reporting cycles. And it 

produces structured, internally consistent explanations that reference specific elements from the 

input data, bridging the gap between prediction and analyst comprehension. 

 

The key contributions of this research are: 

1. A scale-independent formulation for acquisition cost prediction that eliminates 

systematic bias against small programs, with directional quantity normalization that 

correctly handles both scope expansions and scope reductions. 
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2. A text serialization methodology for SAR data that preserves the full information 

content of structured reports in a form amenable to deep learning, with quantitative-first 

ordering that maximizes predictive signal under context constraints. 

3. A unified generative architecture that simultaneously classifies breach risk, estimates 

cost growth magnitude, and generates explanatory analysis in a single inference pass—

eliminating the error cascade inherent in multi-stage pipelines and enabling the model to 

internalize complex domain logic through reasoning. 

4. Empirical evidence that the Nunn-McCurdy framework's four statutory tiers collapse to 

two statistically distinguishable categories, with direct implications for how the cost 

estimation community frames risk assessment. 

5. A comprehensive record of what failed and why, providing transferable design 

principles for any effort to apply advanced analytics to defense acquisition data: 

normalize for scale, match adaptation to inference conditions, prioritize quantitative 

features in serialization, and prefer unified architectures over pipelines. 

 

Defense acquisition cost forecasting is a domain where model explanations are as important as 

predictions. The unified approach represents a step toward systems that can serve as genuine 

decision-support tools for acquisition professionals—providing both early warning of cost 

breaches and the analytical context needed to act on those warnings. The model does not replace 

analyst judgment; it augments it, screening portfolios at scale, flagging emerging risk patterns, 

and articulating the evidence behind its assessments in terms that practitioners can evaluate and 

challenge. 
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