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Abstract 
Estimating efficacy is contingent on high-quality data, ideally from official databases that have 

been validated with data health checks. But what happens when these checks fail to holistically 

diagnose inconsistencies, leaving estimators to deal with the symptoms of unreliable data? The 

Department of Energy’s real property database of record has many such checks but fails to 

pinpoint the root cause of its data’s inconsistencies, raising questions surrounding its reliability. 

Instead of disregarding these inconsistencies or avoiding the database altogether, this paper 

presents a centralized error-tracking dashboard that locates these issues by identifying both 

unreliable and, more critically, reliable data. This allows analysts to filter out unpredictable 

parameters in the data, improving data quality and reliability of estimates. This paper will then 

provide recommendations for conducting similar external validation on any database, and lessons 

learned for database owners to supplement data health checks and improve database utility.  
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1 Introduction – Diagnosing Data for Decision Confidence 
Data-driven decisions shape how government resources are allocated and programs are 

evaluated. That makes decision-grade data non-negotiable: it must be reliable and validated 

through data health checks that catch inconsistencies before they show up in a briefing book or 

budget justification. Yet many organizations rely on data produced from databases, where checks 

can be narrow or fragmented. The databases may flag anomalies in isolation, but could fail to 

connect patterns across fields, years, or processes, leaving analysts to treat the symptoms of 

unreliable data rather than healing the source of the problem. 

All government agencies are expected to be responsible stewards of public funds by making 

transparent data-driven decisions that deliver mission outcomes efficiently and meet oversight 

requirements. However, for the National Nuclear Security Administration (NNSA), efficiency is not 

only good stewardship; instead, it directly affects national and international security (Reference 

1).  

1.1 National Nuclear Security Administration 
NNSA’s efficiency is crucial because it is a semi-autonomous organization within the Department 

of Energy (DOE) that is primarily responsible for designing and delivering a safe, secure, and 

effective nuclear deterrent. Not only that, but it is responsible for preventing the spread of nuclear 

and radiological materials across the globe while protecting against nuclear terrorism and nuclear 

proliferation.1 To allocate scarce resources, modernize aging infrastructure, and manage 

enterprise risk, data-driven decisions need to be informed and streamlined (Reference 1). 

Therefore, these decisions must first come from verified and validated data. 

To date, there are over nine databases that analysts use for studies to support program offices in 

the agency.2 These data sources provide information ranging from equipment acquisition costs to 

facility size, as well as earned value and accounting data at the laboratories, plants, and sites. 

With an annual budget portfolio of approximately $25 billion, the NNSA must collect this 

information to ensure transparency and accountability for the massive modernization effort being 

undertaken. To assist with this effort, the Office of Programming, Analysis, and Evaluation (PA&E, 

NA-MB-90) analysts have begun quarrying cost data to develop cost estimating relationships for 

operations and sustainment (O&S) of an asset for a complete life-cycle cost estimate (LCCE) 

model. 

During the first phase of this LCCE development effort, analysts realized that the Facilities 

Information Management System (FIMS) database was not conducting any cross-validation on 

its cost data, causing inconsistencies with other sources and reducing confidence in the analyst’s 

ability to leverage FIMS as a cost estimating database, as documented in the ICEAA paper “Dr. 

Strangedata, Or: How I Learned to Stop Worrying and Love Operations and Support Data 

Validation” (Reference 2). “Dr. Strangedata,” presented during ICEAA’s 2025 conference, inspired 

 

1 Please note the NNSA also directly supports the Navy’s nuclear propulsion program. 
2 Generation 2 (G2) Program Management System, BUILDER Sustainment Management System, Project Assessment 

and Reporting System (PARS), Facilities Information Management System (FIMS), Budget Execution Analysis and 

Status Tool (BEAST), Programmatic Recapitalization Working Group (PRWG), Capital Acquisitions Analytical Toolkit 

(CAAT), Cost Execution (CostEx), and Standard Accounting and Reporting System (STARS). 



2 

 

this paper and underscored the importance of database users validating data themselves, rather 

than assuming the published data was accurate by default. 

1.2 Facilities Information Management System 
FIMS is primarily used to fulfill the statutory requirements for the Federal Real Property Profile 

(FRPP) data submission via the Federal Property Management Reform Act of 2016 (Reference 

3) and the Federal Assets Sale and Transfer Act of 2016 (Reference 4).  The data management 

requirements are mandated internally by DOE Order (O) 430.1C, Real Property Asset 

Management (Reference 5). Each site has several subject matter experts (SMEs) that report data 

to the FIMS site representative whose primary responsibility is reporting the data from the SMEs 

to the DOE Office of Asset Management (MA-50). This data undergoes a validation and 

verification (V&V) process prior to publishing internally (Reference 6). Anomalies are flagged in 

FIMS for further administrator review when certain conditions are met, such as when the source 

document is out of date, the data submission does not match the source documentation, or a 

discrepancy is observed during a physical visit. Anomalies do not always equate to data errors. 

More information on this will be provided in later sections. 

Following the V&V, data in FIMS is submitted to the General Services Administration to satisfy the 

FRPP statute. Once the data has been submitted, the information is published and available to 

analysts and decision makers in a virtual environment.  

1.3 Performing Diagnostics 
As discussed above, FIMS undergoes a V&V process or a data health check to flag 

inconsistencies. However, even with robust validation, databases such as FIMS can still 

accumulate errors over time. If these issues, which may be unknown to the database owners, are 

not communicated to users, they can undermine analyses and lead to misguided decisions.  

A way to meet this challenge is for analysts to perform their own diagnostics. Users should not 

accept these data flaws but instead develop their own database validation rules to check for errors 

and inconsistencies. By developing a tool, the database user can identify the unreliable or faulty 

data, but more importantly identify the reliable or high-quality data that exists in the repository. 

Analysts can develop their own validation rules to use previously unsuitable databases, adding 

further value and increasing confidence in their results.   

Given NNSA’s need to make data-driven decisions in a dynamic global environment, our team 

outlines an approach and methodology to develop a custom tool that increases government 

efficiency and trust in decision-making. We outline different types of validation rule types and their 

potential root causes and apply this logic to analyze FIMS’ existing validation rules and posit our 

own augmented validation rules that identify blind spots the database owners may not have 

considered. Lastly, there will be an emphasis on next steps and broader applicability, including 

considerations for extending this approach. Our paper demonstrates how a structured error-

tracking tool can strengthen data validation efforts in the cost estimating community and beyond. 
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2 Approach & Methodology 

2.1 Database Application 
As the database user, it is critical to know if—but more likely where—any data discrepancies exist. 

So instead of outsourcing the process or taking a database export at face value, our team decided 

to build it ourselves. Anytime we reference our team’s dashboard in this paper, it will be referred 

to as “custom dashboard” or “custom tool.” While dashboards can be built on any platform (e.g., 

PowerBI, Power Apps, Tableau, html), we decided to use R Shiny, since R’s pointblank package 

makes it simple to methodically validate data against rule-based conditions (Reference 7).  

Pointblank supports customizable, rule-based validation conditions that can be tailored to an 

analyst’s desired preferences. Rules can be simple, such as checking for negative values, or 

more complex, such as multi-part conditional logic that depends on multiple fields within a dataset. 

Either way, pointblank streamlines the process and allows users to define a validation “agent” and 

then evaluate, or “interrogate”, the dataset using preexisting functions.3 

Think of pointblank as an agent that systematically interrogates the suspect (i.e., data): it executes 

the validation rules across different cases, flags discrepancies, and summarizes what is reliable 

versus what needs further review. The goal is not necessarily to accuse the data of being wrong, 

but rather to pressure test it and document where it holds up and where it does not. By identifying 

these ‘weak points’ across the data, the user has a grasp on what variables or timeframes are 

worth using for developing the analyst’s analytical product, such as a cost estimate.  

Pointblank uses the term “fail” or “failure” to indicate when a value does not pass the validation 

rule threshold. This language will be used throughout the paper synonymously with the term “flag.” 

Fail or failure is not meant to be harsh language indicating an error per se, rather it points out an 

inconsistency that deserves additional confirmation and verification from the user. 

2.2 Variable Types Identification 
To reiterate, this paper is not meant to provide the reader with a template to create a dashboard 

or perform in-depth data cleaning.4 Rather, this paper aims to provide an analytical approach for 

others to conceptually think through the potential dilemmas they experience with databases and 

apply this logic moving forward.  

Without getting into the technicalities, the initial build begins with conceptualizing what type of 

variables the user is interested in. A simplified suggestion is breaking it down into “dynamic” and 

“static” variable types. Dynamic variables have an expectation of movement and are assumed to 

change year-over-year, while unchanged values may be suspicious and present concern in the 

data (e.g., continuous variables). Static variables have an expectation of stability, where they 

should not change, or if they do, it should only be for rare, well-defined events (e.g., categorical 

variables).  

 

3 See link here for a list of potential functions. 
4 Other papers and/or presentations have already broached these topics in more depth. A few of these include “Data 

Cleaning in Python for Beginners” (Reference 8), “Tales from the Trenches – Challenges of Data Analytics in a 

DevSecOps Program” (Reference 9). 

https://rstudio.github.io/pointblank/articles/VALID-I.html
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Identifying dynamic and static variables in the database sets the expected behavior over time. By 

understanding the data and its values first, one avoids misinterpreting validation rules and thereby 

eliminates false errors that punish normal behavior. For example, if one applies dynamic-style 

rules (e.g., year-over-year change is expected) to a static field, albeit the field is numerical, the 

lack of changes will be flagged and present stability as failures. Therefore, by setting the variable 

expectations early, the user can map the behavior of the variables and assign admissible anomaly 

types for both static and dynamic variables.  

2.3 Validation Rules 
Once the analyst identifies the dynamic and static variables and there is an understanding of the 

relationships between them, the next step is to identify validation rules. These validation rules are 

tests that help determine whether the data is consistent, plausible, and ultimately ready to support 

analysis. Our approach organizes validation rules by where the checks originate and how their 

results are used together to determine data readiness, leading to three complementary rule 

themes: 

1) Established: Validation checks already implemented by the database owners as part of 

the standard data-entry and system controls.  

2) Augmented: Additional checks introduced by analysts to address gaps not covered by 

established rules. 

3) Holistic: Interpretation of the combined rule set (established and augmented) to evaluate 

overall data health and fitness for the intended use.  

To make these distinctions more tangible, consider a medical diagnostic analogy that is in line 

with the “health” emphasis of this paper: 

1) Established screening corresponds to routine vitals and a standard screening panel, 

which are baseline measurements collected consistently for every patient. These tests 

would be considered very standard and difficult to interpret on their own. 

2) Augmented diagnostics add targeted tests when the standard screen cannot explain an 

observed symptom or additional risk. These tests are getting into the weeds and aiming 

to pin-point a specific issue that was not initially apparent. 

3) Holistic synthesis corresponds to integrating all findings into a coherent working 

diagnosis and a fitness-for-purpose decision (e.g., cleared to return to play, cleared with 

restrictions, or not cleared pending follow-up). In the same way, the holistic view of 

validation results looks across individual rule outcomes to judge whether the data is 

suitable for the analysis at hand, and what constraints or caveats should apply if not. 

The sections that follow expand on each theme in turn. We begin with established rules, since 

they form the baseline controls embedded in the database and provide the first signal of whether 

the data meets expected standards. 

2.3.1 Established Rules 
With the analogy in mind, established rules are those that can be found in a user guide, reference 

manual, data dictionary or similar guidebook that databases provide to assure data quality for the 

users. Ideally, the database should have documented quality control steps such as a set of 
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validation rules used to authenticate data before publishing. These control steps would be the 

database’s “standard screening panel” used to confirm baseline measurements, that catches 

common issues early and makes all subsequent diagnostics interpretable. Therefore, the more 

validation rules that exist prior to publication, the more reliable the data should be to the users. 

Even as the Government Accountability Office (GAO) GAO-20-283G guide, Assessing Data 

Reliability, points out, data testing may be needed to confirm whether the data is consistent with 

its documentation (Reference 10).  

Databases should have already performed data tests for reliability, some of which include but are 

not limited to the following, as quoted from page 21 of GAO guidance: 

• “checking total number of records provided against agency totals;  

• testing for missing data, either entire missing records or missing values in key data 

elements;  

• looking for duplicate records;  

• looking for invalid or duplicate identifiers;  

• testing for values outside a designated range;  

• looking for dates outside valid time periods or in an illogical progression;  

• looking for unexpected aspects of the data — for example, extremely high values 

associated with a certain geographic location;  

• testing relationships between data elements, such as whether data elements 

correctly follow a skip pattern from a questionnaire; and  

• verifying that computer processing is accurate and complete, such as testing a 

formula used in generating specific data elements, or testing to ensure that edit 

checks or validations are working correctly (Reference 10).” 

Once the established validation rules are identified, each can be verified using pointblank by 

constructing the same logic within the package’s preset functions. This would thereby present 

counts of inconsistencies throughout the data and verify secondhand if the proper process has 

been observed and the data can be relied upon. The primary question the user should ask oneself, 

“Is the system doing what it is supposed to do, according to its own rules?” 

2.3.2 Augmented Rules 
The second angle comprises augmented or new rules; these are the validation rules that the 

database owners did not necessarily think of, but probably should have, or those that were simply 

in the database owners’ blind spots (i.e., additional diagnostics and targeted tests). This 

understanding comes from the analysts themselves that are privy to the day-to-day use and 

application of the type of data in question. Analysts may have a greater understanding of what 

the data can be used for and how it is linked to other variables. The primary question the user 

should be asking is “What critical rules or checks are missing from the existing database 

framework?”  

The user is in a unique position, often possessing a greater understanding of a dataset’s potential, 

seeing applications beyond its initial design. Previous work from a paper introduced at the ICEAA 

2023 Workshop, “Vega: Shining a Light on the Battles of Data Collection and Management,” 

further touches on this concept and highlights that many of the existing data systems and 

databases throughout DOE/NNSA did not have express purposes related to cost estimating, but 

they ultimately provide some cost estimating value despite being oriented to program 
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management, real-time monitoring, accounting, finance, or just a system of record to fulfill other 

Federal statutes (Reference 11). This paper underscores that databases often evolve and should 

evolve beyond their original intended purposes to encompass greater analytical uses. 

Consequently, validation rules that may have sufficed for the initial purpose may fall short for 

advanced applications such as cost modeling, forecasting, or operational planning. Often, 

established validation rules are schema-focused rather than logic-focused, failing to ensure cross-

field consistency. For instance, merely looking for invalid or duplicate identifiers does not address 

whether the data is plausible for analysis.5 Therefore, augmented validation rules tend to be logic-

oriented, focused on identifying gaps and unforeseen conditions arising from unsubstantiated 

data. 

2.3.3 Holistic View 
The third angle is less a classification of a validation rule, but rather a holistic examination of all 

the rules together. To reiterate the analogy, it is a coherent working diagnosis that feeds a fitness-

for-purpose decision based on all the standard panels and targeted diagnostic testing. For the 

holistic view, it is important to look across all the rule outcomes to judge whether the data is fit for 

the analysis. 

The user should ask oneself: “Are the rules sufficient and strong enough to ensure the data is fit 

for its intended high-stakes analytical uses?” This holistic lens looks at it from the view that the 

‘whole is greater than the sum of the parts’, suggesting that, taken individually, we cannot 

understand the validity of the data, but when combined together, a clear picture emerges. Perhaps 

a specific variable is inherently unreliable, the asset itself raises concern, or data in a given year 

had more discrepancies than others. This comprehensive view provides a clearer understanding, 

offering either a justification for using the data, or perhaps the opposite, which is more informative 

than simply receiving raw data directly from the database. This holistic perspective is crucial for 

facilitating a root cause analysis of inherent discrepancies within a database. 

2.3.4 Root Cause Analysis 
Root cause analysis is about deciphering the problem’s origin, identifying appropriate corrective 

measures, and developing a method to prevent future occurrences (Reference 12). By 

implementing feasible solutions to an underlying problem, root cause analysis leads to more 

efficient operations in the future. 

When taking established, augmented, and holistic rule themes together, root cause is not just 

about expanding the rule list. Rather, it creates a triangulation that makes the validation outputs 

interpretable. Each rule theme helps to pinpoint what the likely root causes are.  

Checking the established rules reveals whether the database is violating its own explicit checks 

and balances, while the augmented (analyst-derived rules) determines whether the data is 

behaving the way it should and reveals any emerging anomalies. Together, the holistic view is a 

pattern of failure interpretation, looking at all the validation rules together and seeing collectively 

where, when, and how the system may be flawed and to what degree. 

 

5 Based on a rule outlined in the GAO guide GAO-20-283G, Assessing Data Reliability (Reference 10). 
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The list below aims to map out the rule themes and potential root causes based on the validation 

outputs. It is worth noting that these root causes are not inclusive of all possible options; these 

are a select few identified for the purpose of this paper. Under each overarching theme is what 

the root causes likely cluster around: 

1) Established rules 

a. Data entry or process non-compliance, where people or upstream systems bypass 

standards or interpret them differently. 

b. Integration / ETL (extract, transform, load) mapping errors, where fields swapped, 

units lost, or joins duplication. 

c. Control failures, where there is no required field enforcement. 

2) Augmented rules 

a. Uncaptured business logic or blind spots, where real-world exceptions are not 

encoded. 

b. Latent structure issues, where unit changes, re-baselining, recording, or silent 

schema shifts have implications for the historical data. 

c. Reporting artifacts, where resets, backfills, timing differences, or partial-year 

values occur. 

3) Holistic view 

a. System pipeline breakpoints, where a migration, rewrite, or integration change 

caused multiple rule types to spike all at once. 

b. Unit/scale /coding regime shifts, where a broad recoding or classification remap 

showed clustered anomalies. 

c. Organizational inconsistency, where one site and/or office and/or program 

produces a distinct cluster of anomalies. 

d. Cascaded errors, where one upstream defect triggered downstream failures (e.g., 

mislabeled status impacted the hours of operation per week). 

To reiterate, applying the established, augmented, and holistic lenses in combination enables root 

cause analysis by separating violations of known requirements from emergent anomalies and 

specification gaps. This separation is what turns validation results into actionable 

recommendations for enterprise controls and future system architecture to improve the enterprise.  

Other analysts can apply this logic for their own use cases and create their own applicable 

validation rules for the databases they use daily. To assist in the logic application for others, this 

paper demonstrates how this was applied to our specific use case for FIMS, providing rule theme 

examples for others to use as inspiration. 
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3 Results & Assessment 

3.1 Case Study 
This section provides specific examples of the established, augmented, and holistic rule themes 

that were discussed in Section 2.3: Validation Rules. To help the reader interpret the dashboard 

outputs, below is a deliberately straightforward, illustrative example drawn from our team’s custom 

R Shiny dashboard (Figure 1). The purpose of this example is not to present a comprehensive 

findings narrative, but to demonstrate how a dashboard could be easily organized, with its metrics 

and drilldowns. 

FIMS, as outlined in the introduction, is NNSA’s corporate real property inventory system. It stores 

asset data at the real property unique identifier (RPU) level, where each RPU is a system-

generated identifier for a single asset record (e.g., a specific building, structure, or parcel of land). 

Because each site contains many RPUs, validation can be evaluated at two related levels: (1) 

whether an RPU has any flagged value in the period examined, and (2) how many individual cells 

(RPU-by-year datapoints) are flagged. 

Figure 1 illustrates this logic using one example rule (missing values for annual actual 

maintenance [AAM]). In this extract, the dashboard evaluates 11,492 RPUs across all sites 

between 2007 and 2025 (121,815 possible cells for this field).6 For the example rule shown, 502 

RPUs have at least one flagged value and 2,799 cells fail the rule threshold, corresponding to a 

4.4 percent RPU flag rate and a 2.3 percent cell flag rate. This rule is presented as a possible 

augmented example created for the purpose of this paper, chosen because it is easy to interpret 

and makes the dashboard’s summary metrics intuitive.  

As the summary chart in Figure 1 shows, sites may vary in both the number of flagged cells and 

the percent flagged across years, reflecting site-specific data entry practices and methodological 

differences. While this variability provides important context, it is not the primary focus of this 

paper (see “Dr. Strangedata” for additional discussion of site-to-site differences in maintenance 

cost collection [Reference 2]). Returning to the dashboard, the year-by-year view highlights 

whether flags are concentrated in specific periods, which is often a useful first signal when forming 

hypotheses about underlying causes.  

 

6 2007 to 2025 are the only available years to exist in FIMS.  
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Figure 1. FIMS Custom Error Tracker Dashboard7 

The different validation rules can be selected one-by-one to examine whether the established 

rules were built according to the blueprint and if there are any augmented rules that should have 

been considered by the database owners. An example of an established validation rule is 

presented first, followed by an example of an augmented rule that could be incorporated into FIMS 

through a Change Request to the FIMS Advisory Committee and Facilities Data Development 

Committee. After which, the holistic view will present a different lens of the custom tool aimed at 

examining the validation rules altogether.  

3.1.1 Established Rules 
The established rules come from FIMS’ supplemental FIMS User’s Guide that outlines a list of 

anomaly checks FIMS performs on the data (Reference 6). In the FIMS’ User’s Guide, anomaly 

checks are meant to scan the records for potential data problems, pinpointing values that look 

inconsistent, incomplete, or otherwise off with what they would be expected to be. These anomaly 

reports are described as a fiscal year-end check that are generated at DOE Headquarters to 

review the site’s data before the annual FRPP reporting. When these anomaly reports run, “all 

anomalies identified by these reports have to be addressed as correct or incorrect” (Reference 

6). In summary, when something is flagged, the expectation is that each site reviews the listed 

anomalies and either fixes the data for next year’s submission through a corrective action plan or 

validates the underlying data as correct. Realistically, this expectation is not consistently met, as 

discussed below.  

Consider the following example taken directly from the 2025 FIMS User’s Guide (Reference 6). 

Of the 21 anomaly checks that are intended to be run, one is focused on operating assets with 

 

7 All sensitive information has been scrubbed for publication. This is a beta version of the dashboard and is subject to 

change.  
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AAM equal to $0.8 Said differently, when an asset is considered operational, there would be an 

expectation that the asset has maintenance performed on it within a given year. While this 

anomaly may not indicate an immediate error in the data, it does prompt a course of action to 

either update the AAM value or verify the accuracy of the status, as denoted in the FIMS User’s 

Guide (Reference 6).  

To verify this example, this established validation rule was constructed into the dashboard under 

a dynamic variable type, given AAM is expected to change year-over-year. Of the 11,492 total 

RPUs that existed between 2007 to 2025, there were 7,807 RPUs with at least one discrepancy 

across the years examined.9 This resulted in a 68 percent RPU flag rate. In total, there were 

46,091 flagged cells between 2007 to 2025, as broken down in Figure 2. The cell flag rate across 

all the years was nearly 38 percent. 

 

 

Figure 2. Anomaly check for operating assets with an annual actual maintenance equal to $0 

Anomaly reports for the current year are accessible on FIMS’ database portal, facilitating a direct 

comparison between discrepancies identified by our team and those reported by FIMS for 2025, 

which results in a particularly insightful comparison.10 For context, using the custom tool, in 2025 

there were 7,102 total RPUs reported on FIMS, of which, 34 percent (2,387) failed to meet the 

established validation rule threshold.  

However, upon review of FIMS’ official anomaly report for 2025, there were 2,564 anomalies 

reported, approximately seven percent higher than what was identified in the custom tool (see 

2025 in Figure 2).11  

While initially this would point to a positive outcome since it appears that changes were made 

before publishing, the reality is the opposite. This “Anomaly 08” published in the Excel file on 

FIMS’ database portal, mistakenly includes standby status, so there are an additional 177 RPUs 

 

8 Anomaly check number 08. 
9 This is based on the latest FIMS update from December 15, 2025. 
10 Historical anomaly reports are not available on FIMS, which further complicates historical data validation. 
11 Last access to anomaly report on January 20, 2026 (Reference 13). Access to the site is only granted with credentials. 
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that are erroneously flagged based on FIMS’ own specifications within its FIMS User’s Guide, 

accounting for this seven percent increase in anomalies (Reference 6).12 When standby is 

removed, the number of anomalies with operating statuses and an AAM of $0 is the same 2,387 

identified in the custom tool.  

At first, since the same number of RPUs were flagged as our custom tool, it feels like our concerns 

are assuaged and FIMS is in fact performing these checks since the numbers align. However, 

nothing appears to be done once these ‘anomalies’ are identified, although a course of action is 

expected to be made. Ideally, the number of flags for this validation rule on the custom tool would 

be less than the number identified in the anomaly reports, suggesting that corrections and 

verifications were made to the data before publishing. 

Additionally, the high flagged rate for operating assets with AAM costs of $0 (e.g., 34 percent), 

particularly given that these were not revised prior to publication, points to a systemic issue. It 

suggests that these anomaly checks are merely a check the box exercise, rather than a 

mechanism for actual data correction and improvement. The flagged items do not appear to 

trigger a feedback loop to the relevant sites for revision. Instead, these significant anomalies are 

simply flagged (often not visibly unless actively sought out on the database) and allowed to persist 

within the system. 

This lack of remediation is a critical problem because it undermines the data integrity, leading to 

potentially inaccurate classification of assets and ultimately unreliable cost estimates that may 

contribute to flawed financial reporting and a misallocation of resources. If core datapoints, such 

as maintenance costs, are reported incorrectly and not addressed, it may have a ripple effect 

throughout the organization it is reported within. While an anomaly check can appear minute, its 

practicality and rigor can persist way beyond the confines of its initial purpose which will be 

discussed further in Section 4: Another Application – NNSA PPBE and Beyond. 

3.1.1.1 Established Root Cause 

When considering this specific example of an established validation rule, the root cause begins 

to become apparent. The issue stems from a systemic breakdown in adherence to established 

protocols. FIMS, the database entity, did not enforce its own guidelines for the Anomaly Report. 

Specifically, the inclusion of standby status alongside operating status was an erroneous deviation 

from the prescribed procedure. Despite the anomalies, the data is published without correction 

and hopefully corrected for the following year’s submission. This exemplifies a case of data entry 

or process non-compliance, as highlighted in Section 2.3.4: Root Cause Analysis. 

The significance of identifying the root cause here is paramount. Without a thorough 

understanding of why these failures occurred, corrective actions could be superficial and 

temporary, merely addressing symptoms rather than the underlying problems. In this instance, 

the sites themselves did not adhere to the course of action requirements explicitly outlined in the 

FIMS User’s Guide (Reference 6), effectively bypassing the standards designed to ensure 

positive data health. Concurrently, FIMS demonstrated a lack of enforcement by not compelling 

or incentivizing the sites to address the identified anomalies. This dual dilemma highlights a rooted 

 

12 Standby indicates that an asset is temporarily shut down, either undergoing modification, awaiting a future need, 

awaiting transfer to another site, awaiting excess screening to shutdown (Reference 14). Access to FIMS data requires 

credentials. 
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issue that, if left unaddressed, could lead to continued data inaccuracies, thereby undermining 

the credibility of the anomaly reporting system and integrity of the database.  

3.1.2 Augmented Rules 
A way for the analysts to further check the integrity of the database is by creating their own 

validation rules. One augmented rule that is useful for the practicality of databases is ‘categorical 

stability’. This validation rule is built to check all the assigned static variables and review whether 

those values change year-over-year. An example that presented interesting results was the 

variable “year built.” Year built is supposed to describe a single historical fact about an asset, 

specifically the year the facility was originally constructed. Once a building exists, that original 

construction year should not move over time the way condition, status, costs, or size might. 

Despite this, 794 RPUs (i.e., assets) had at least one error between 2007 and 2025, resulting in 

a nearly seven percent flag rate. In total, there were 911 total flagged cells with individual values 

that changed year-to-year. The concentration of discrepancies that resulted in a changed year 

built value are heavily in 2018 and 2019, as seen in Figure 3. Nearly 63 percent of the changes 

occurred in 2018 and 2019, which prompted an exploration into the root cause. 

 

 

Figure 3. Categorical stability of year built from 2007 to 2025 

Upon additional desktop research, there appeared to be two potential causes for this 

concentration of flags in 2018. First, FIMS updated the data validation reporting forms and outlier 

report to include year built (Reference 15). This inclusion would have increased scrutiny and 

cleanup pressure on year built values. Second, FIMS explicitly changed the year built definition 

for buildings and trailers from fiscal year to calendar year to be consistent with other structures 

and facilities (OSF) and FRPP reporting (Reference 16). Therefore, assets accepted at the end 

of the calendar year (October to December) would shift by one year if sites were previously 

entering the fiscal year. Since many of the changes were to buildings (77 percent), this aligns with 

the release memo’s logic (Reference 16). 

In 2019, another release memo noted definition changes to year built and clarified how to report 

the variable for grouped OSF assets (e.g., the year representing when the largest 
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sections/additions were built). This could cause grouped OSFs, or those with the same RPU, to 

be updated to a later (or otherwise different) year than a simple oldest piece interpretation 

(Reference 17). This does seem to align with the data in the custom tool, given that all but one 

were OSF and the year built seemed to increase, indicating a lower asset age than what had 

previously been marked. 

While these clarification changes are important and should still be done to reflect accurate data, 

values such as year built should auto-populate in the system. If anyone attempts to change the 

values in the system from the previous record, a change order should be in place, and that 

updated value should take precedent and be corrected historically.  

FIMS currently does not support backcasting historical values, which has ramifications on data 

analysis. While these changes mentioned above were documented by FIMS through release 

memos, the previously inaccurate values in the database were not correspondingly changed. 

Overall, this has negative implications that go past the intent of the database. For example, 

analysts may need to use year built to compute asset age in a time series, but inconsistent values 

for a single asset can introduce artificial variability and bias trend results. 

3.1.2.1 Augmented Root Cause 

Without performing one’s own validation rules and visualizing the discrepancies in a dashboard, 

this exploration into root cause would not have been possible. It is only by thinking through and 

visualizing the validation rules can you start to ask the question “why did this happen?” Otherwise, 

the data cannot tell a story on its own.  

This issue with categorical stability for year built points to a reporting artifacts root cause, in which 

an initial timing difference between fiscal year and calendar year had implications on when the 

value was recorded. The importance of identifying this root cause cannot be overstated. Since 

our team possessed an understanding of the data and was able to meticulously review historical 

documentation, this nuance in the data revealed a root cause. Otherwise, this discrepancy could 

easily have been misconstrued as an inherent data mistype, thereby failing to capture the entire 

picture. 

Without a robust system for tracking and investigating these discrepancies, a user could readily 

accept this data at face value. This is especially problematic if the user’s analysis relies on 

historical data, as an unaddressed root cause could lead to fundamental misinterpretations of 

long-term trends. Identifying the root cause provides not only a technical explanation but also 

critical context, enabling more informed decision-making. This will be discussed further in Section 

4: Another Application – NNSA PPBE and Beyond. 

3.1.3 Holistic View 
The last approach is the holistic view. This section intends to provide a high-level summary of all 

validation rules, assessing the overall suitability of data beyond individual checks. While typical 

validation rules are applied to a single column or variable, the holistic view allows for examining 

data annually, either broken down by each variable or each validation rule. This lens can reveal 

patterns, such as a specific variable being repeatedly unreliable, a flawed asset, or an entirely 

erroneous year. Visualizing this data in a dashboard facilitates deeper understanding, enabling 

users to pinpoint root causes.  
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Consider the categorical stability validation rule that was introduced as an augmented rule. 

Initially, only the year built variable was examined. However, categorical stability involves more 

than just year built; other variables in this paper’s analysis include site name, property name, 

usage code, status, size, and hazard category, to name a few. The 911 flags identified for year 

built constituted only 2 percent of the 41,778 flags across the 15 variables considered for this 

validation rule. While some of these categorical variables may naturally undergo year-over-year 

changes, their implications should be understood. 

One such variable is hazard category, a mission data code that identifies the safety hazard 

designation of a facility structure (Reference 14). Although assets can change their safety hazard 

designations over time, this should often be accompanied by substantial refurbishment, safety 

basis documentation changes, or changing missions. In other words, changes should be both 

scarce and traceable. Consider Figure 4 that visualizes the validation rule categorical stability and 

the corresponding flag counts by variable name for an undisclosed site. The area chart is all 

variables (including hazard category), whereas the stacked bar charts omit hazard category, 

highlighting hazard category’s impact in 2014 at the selected site. Without seeing the counts 

stacked year-over-year, isolating a single variable would not have emphasized 2014. From this 

holistic perspective, it becomes apparent that hazard category, while typically stable, experienced 

some of the most changes in 2014, accounting for 49 percent of all flagged cells in that year (e.g., 

space between top of area chart and bar chart). But even when omitting categorical stability from 

the bar chart, 2014 still registers the most flags, suggesting a sitewide impact that year. This 

suggests a heightened emphasis on data revision and comprehension during that year, which 

could come from external pressure for improved data V&V. 

 

Figure 4. Categorical stability flag counts by variable13 

 

13 This is a site-specific example. 
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Given the 2014 data, our team performed desktop research to identify specific reasons for this 

emphasis on changing categorical variables. A DOE Office of Inspector General audit report that 

was issued in April 2014 explicitly made references to FIMS and discusses variances in site-

submitted data, honing in on the importance of accurate reporting (Reference 18). The report 

criticizes the sites’ approach to data validation as minimally compliant, noting that validation was 

performed only annually or in response to ad hoc requests during the fiscal year—an approach 

that did not allow discrepancies to be promptly identified (Reference 18).  

Because of the severity of this finding in the audit report, it is reasonable to expect that FIMS and 

the sites would strengthen their validation practices in subsequent years through their anomaly 

reporting system. If the anomaly reports were used for their intended purposes, they would 

translate over time into better data quality at the sites and a measurable decline in the number of 

anomalies. 

To assess whether the audit translated into improvements in site-level data validation, our team 

zoomed out further and looked at the set of established validation rules that specifically pertained 

to FIMS’ anomaly reports.14 Figure 5 summarizes these specific validation rules at the aggregate 

site-level, tallying the anomalies that should have been flagged through the anomaly reporting 

system.  

The pattern in the figure does not reflect sustained improvement. Aside from intermittent declines 

between 2015 and 2025, the overall volume of established validation rule flags and the total 

number of RPUs remains relatively stable over the last decade (Figure 5: bar shows flags and 

gray area shows total RPUs). Taken together, this suggests that the flag burden is not decreasing 

in proportion to the portfolio; simply put, the system is not steadily converging toward fewer 

anomalies per RPU over time. 

This persistence has important implications; it suggests that the audit may not have resulted in 

systemwide changes in data quality. Instead, a stable flag count for established validation rules 

posits that anomaly reporting, while useful for identifying issues, is functioning as a recurring 

detection mechanism rather than a corrective feedback loop that prevents the same discrepancies 

from reappearing, as briefly aforementioned in Section 2.3.1: Established Rules. One could also 

suppose that if a threshold is met for the number of flags raised, then the rest of the data could 

be trustworthy. 

 

14 Please note these are just a few examples of FIMS’ anomaly reports as there are 21 in total. 
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Figure 5. Cumulative established rules flag count by validation rule 

Despite these discrepancies in FIMS, the dashboard enables our team to identify variables, sites, 

and years of concern. This allows us to proceed with analysis, providing an ongoing working 

diagnosis and a fitness-for-purpose decision of cleared with restrictions, while explicitly 

acknowledging the associated risk. Importantly, the risk is now informed rather than implicit.  

3.1.3.1 Holistic Root Cause 

The persistence of flags across the established validation rules used by the database owner 

indicates that analysts should be conducting their own health checks on databases. The examples 

shown in Section 3.1.1 Established Rules and 3.1.2 Augmented Rules are just a small set of 

validation rule examples that could be applied on a database. Cost analysts have the subject 

matter expertise to understand the contextual errors that database owners may not necessarily 

see, so it is up to the analyst to determine what is more valuable to quantify. These checks, paired 

with contextual awareness, further facilitate the ability to identify root causes of these issues. 

The persistence of anomaly flags over time suggests that discrepancies are being repeatedly 

detected but not systematically prevented. Within the root-cause framework outlined in Section 

2.3.4, a flat trend is most consistent with various root causes. These include (1) ongoing process 

non-compliance or weak enforcement (established rules), (2) definition/structure drift or timing 

artifacts that preserve a stable background level of flags (Augmented rules), and/or (3) site-level 

inconsistency and cascaded defects that offset localized improvements (holistic view). Together, 

these identify the pain points of the database and ultimately places for improvement, which is 

further outlined in the next section.   

3.2 Next Steps 
This paper demonstrates that analysts do not have to (and should not) accept a database at face 

value. By building an error-tracking dashboard, they can proactively validate records, identify 

where discrepancies concentrate, and most importantly separate reliable data from values that 

may be too inconsistent to support defensible estimates. In that sense, the dashboard serves as 
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analyst-derived due diligence; it reduces the risk of quietly propagating flawed values into program 

office decision-making and also provides a structured way to hypothesize root causes rather than 

merely documenting symptoms.  

However, analyst-side validation is a control, not a permanent solution. Yes, it improves the 

reliability of downstream analysis, but it does not change the upstream conditions that produced 

the discrepancies in the first place. If the flagging system remains confined to the individual 

analysts or teams, the agency may end up in a costly loop: each new project re-discovers the 

same issues, workarounds become normalized, and the database continues to drift away from 

being a trusted system of record.  

The intended next step is to treat the custom dashboard as an evidence package for the database 

owner. Instead of just reporting data quality concerns in vague terms, analysts can bring quantified 

finds such as affected fields, impacted records, where problems cluster (e.g., site, time period, 

variable), and whether patterns indicate particular root causes (refer to Section 2.3.4: Root Cause 

Analysis). This shifts the conversation from anecdote to diagnosis, making it easier for database 

owners to prioritize interventions and justify resourcing. 

At which point, responsibility appropriately transfers from the analyst to the database owner, who 

is uniquely positioned to implement durable corrective action. Target interventions may range from 

improved training, clearer communication of protocols, to more robust enforcement mechanisms.  

The custom analyst dashboard should not be viewed as a competing quality program, but rather 

a decision support tool for database stewardship. It exists to pinpoint where to invest improvement 

efforts for maximum improvement in reliability. The long-term value is realized when the database 

owner uses analyst findings to (1) correct the underlying discrepancies, (2) update protocols and 

documentation so expectations are consistent, and (3) implement controls that reduce the 

likelihood of recurrence. If a feedback loop is established between analyst detection, owner 

intervention, and re-validation, the database can progressively converge toward a more reliable 

and trusted system of record. Analysts will thereby spend less time compensating for data issues 

and more time producing decision-quality insights. 

4 Another Application – NNSA PPBE and Beyond 
The prior section posits that analysis-developed flagging tools are the most valuable when 

elevated to the database owner for targeted interventions, but the downstream implications are 

broader than just data cleaning. When discrepancies are detected and traced to potential root 

causes, the dashboard becomes a decision-support asset. This protects the integrity of planning 

and resourcing processes that depend on the database, not just the integrity of a single analysis. 

For NNSA, the strongest opportunity to use an analysis-developed flagging tool is for Planning, 

Programming, Budget, and Evaluation (PPBE); the same mechanisms used to isolate unreliable 

parameters in FIMS can be generalized to improve confidence in the data analysis and 

justifications that inform NNSA’s multi-year plans. NNSA’s PPBE construct is explicitly cyclical and 

continuous, where planning, programming, budget formulation, budget execution, and evaluation 

overlap across multiple fiscal year horizons.  
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Figure 6. Visual overview of the PPBE process 

Each phase depends on the credibility of prior phase data products, but also the ability to trace 

how an attribute was generated, transformed, and used. In practice, PPBE data flows are 

fragmented, and information is produced across many systems, frequently extracted and 

manually re-entered elsewhere. This creates risks for estimators and decision makers, including 

undetected errors and inconsistencies that propagate forward into programming decisions, 

budget estimates, and, ultimately, execution. 

In that environment, a discrepancy-identification dashboard would not merely be a health check 

supplement, but a control layer for PPBE-relevant data. This kind of dashboard would enable 

parameter governance (e.g., which fields are stable enough over time to use in models) and 

selective reliability (e.g., identifying the records that are internally consistent enough to support 

planning, prioritization, or cost estimating). While parameter governance is important, the 

selective reliability this dashboard provides is especially valuable in PPBE cycles because 

decisions cannot pause while data owners modernize systems. Rather, analysts must defend 

which data were used, why, and with what limitations. 

Although the prototype described in this paper is tailored to FIMS (i.e., a real property database 

that feeds infrastructure analyses), the same approach can apply to many other data sources 

called out across NNSA PPBE phases.15 The point is not to recreate the enterprise systems, but 

to provide an analyst-centered, transparent tripwire that highlights where PPBE narratives and 

numbers may be at risk before they reach leadership or external reviewers. 

 

15 Please see the Introduction – 1.1 National Nuclear Security Administration for the list of other NNSA relative 

databases. 
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This tripwire matters because PPBE is not just a framework, it is also a mechanism for agencies 

to earn credibility with oversight bodies and meet regulatory requirements through articulation of 

needs and resource requests over time. NNSA is required to implement a structured, multi-year 

PPBE process and produces a forward-looking plan that links objectives, activities, and resources 

to support congressional oversight. Therefore, tools—such as the one presented in this paper—

that strengthen data reliability, could contribute directly to improved confidence all the way from 

the individual data sources to the President’s Budget Request. 

While this work is NNSA-focused and FIMS may even be directly used by NNSA’s PPBE process, 

this applicability extends beyond DOE real property. PPBE is a governance approach used by 

other agencies outside of DOE. These agencies may include but are not limited to the Department 

of Defense, Department of Homeland Security, National Aeronautics and Space Administration, 

Department of Health and Human Services, and the Department of Veteran Affairs (Reference 

19, Reference 20, Reference 21, Reference 22).16 Data inconsistencies are not unique to FIMS 

and NNSA; this is a problem across agencies. Sometimes, a more comprehensive process is 

necessary for databases, where analysts do not have immediate access to the data infrastructure 

responsible for ingesting and publishing the data for users. An analyst-derived dashboard is a 

way to add credibility to published data, strengthening the justification chain from secondary data 

sources to resource decisions and ultimately increasing oversight confidence and support 

decisions for mission needs and priorities.  

5 Lessons Learned 
Despite the positive impact that this analyst-derived discrepancy tool can have, some high-level 

lessons emerged from developing and applying the dashboard described in this paper.  

First, this is not a “one-size-fits-all” solution. Every database has a different intended purpose, 

validation rules, definitions, and thresholds. As a result, while the high-level dashboard logic 

transfers, the specific flags and root cause hypotheses must be tailored to the database and to 

the analytical decisions the data is supporting.  

In practice, this means that analysts would still have to build the tool to fit to each new dataset. 

The upside is that the analysts have a greater understanding of the data they intend to use. 

Therefore, they will be able to create the augmented validation rules that are more applicable to 

their use cases, going beyond the generic database health checks. 

Second, the dashboard is a decision aid, not the source of truth. It should be treated as a warning 

and prioritization system that identifies where discrepancies are and which records or fields are 

most reliable. The dashboard cannot adjudicate whether every flag represents an error versus an 

exception. Human judgement here remains essential: users must understand the processes that 

generate the data, the meaning of key fields, and the conditions under which deviations are 

legitimate, which is why this paper outlined a thought exercise for analysts to follow (e.g., identify 

dynamic vs static variable types before one begins).  

Lastly, this dashboard is only one step towards upward change. A custom tool can expose issues 

and aid in identifying root causes, but sustainable change requires action by the database owner 

 

16 Some agencies may be following a PPBE adjacent process. 
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themselves. The dashboard creates visibility and accountability but does not repair upstream 

processes (Section 3.2: Next Steps). 

The main takeaway is that this dashboard will not fix a database, but it can quickly show where 

the data is dependable, where it is not, and what to investigate further. If analysts pair that visibility 

with follow-through, where they route recurring issues to the database owners, the tool becomes 

a consistent way to reduce avoidable churn and prevent data problems from undermining 

downstream decisions.  

6 Conclusion 
Estimating efficacy depends on high-quality, officially sourced data that is routinely validated 

through rigorous data health checks. Yet when those checks stop at flagging errors, without 

diagnosing their root causes, analysts are left managing the systems of unreliable data rather 

than resolving the drivers of inconsistency. The DOE’s real property database of record illustrates 

this challenge: while FIMS contains numerous internal checks, persistent inconsistencies remain 

difficult to interpret and even harder to trust, which could lead to undermined confidence in cost 

and performance estimates. 

Rather than abandoning imperfect data, this paper argues for strengthening usability through 

transparent, external validation. An error-tracking dashboard helps distinguish stable from volatile 

data, enabling analysts to filter unreliable fields and improve the defensibility, repeatability, and 

overall reliability of their estimates.  

These methods and insights extend beyond FIMS to any enterprise database. External validation 

can complement existing governance checks, reveal systemic issues that internal rules miss, and 

provide a clearer pathway from just ‘error detection’ to ‘error understanding’. The 

recommendations and lessons learned offer database owners practical steps to augment health 

checks, prioritize remediation, and ultimately increase database utility for both the analysts and 

decision makers who rely on it. 
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