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What are we going to see (1)

• Combination of machine learning techniques and traditional 
parametric estimating to enhance driver discovery and stabilize 
parameter estimation.

• Extensions which provide transparent, explainable outputs that 
quantify coefficient uncertainty and improve sensitivity analysis 
credibility.

• Demonstration of practical value through a step-by-step 
calibration example integrating regularized regression and Monte 
Carlo simulation *time permitting.



What are we going to see (2)

• Disciplined, governance-aligned 
process that estimators can integrate 
into existing CER workflows without 
sacrificing traceability.

• A series of concepts that could enhance 
your estimation process
• Not a deep dive into every addition
• gustavo@ferryfieldgroup.com

mailto:gustavo@ferryfieldgroup.com
mailto:gustavo@ferryfieldgroup.com


AI as Traditional Machine 
Learning

• AI methods reviewed from 
Machine Learning

• Doesn’t mean you cannot
use GenAI to replicate these 
techniques



Agenda

1. Context and Motivation
2. Traditional Parametric Estimating Foundations
3. AI-Augmented Driver Discovery
4. Machine Learning for Parameter Stabilization
5. Probabilistic Coefficient Modeling
6. Framework Architecture
7. Step-by-Step Walkthrough Example
8. Conclusions



Section 1
Context and Motivation 



The Estimating Landscape Is Changing

• Parametric estimating 
has been the backbone 
of cost analysis.
• CERs and regression-

based calibration
• Historical Information
• Expert judgment 

refinement
• Deterministic validation

• Modern systems 
demand enhanced 
calibration tools.

RMSE: $6.75M - R2: 0.88

Model Coefficients:

P1 -459,570.92
P2 599,277.77
P3 33,922.03
P4 -70,282.29
P5 -87,926.33
P6 -54,917.49
P7 529,337.31
P8 -425,758.26
P9 1,104,594.23
P10 -69,408.39
P11 -87,742.16
P12 613,622.75
P13 367,349.15
P14 98,352.56

Weight_kg 284,193.02
LOC 54.52
Complexity 2,094,680.08
Supplier Maturity -3,124,678.76
TRL -1,592,374.29
Intercept 48,156,742.33



The Core Problem

• Models often fail 
due to unstable 
parameter 
estimation



Unstable parameters: Multicollinearity

• Examples
• Var1, Var2 and Var3 have a high 

correlation coefficient
• Affecting negatively to the 

stability of the model
• Review VIF index < 5

The Variance Inflation Factor (VIF) is a diagnostic 
tool used in regression to quantify the severity of 
multicollinearity. 

A high VIF indicates that your variables (e.g., weight 
and power) are overlapping so much that the model 
cannot accurately distinguish their individual impacts 
on the resulting variable (e.g. cost). 



Unstable parameters: Multicollinearity
VIF 
Value

Interpretation Action Required

1.0 No Correlation None
1.0 – 5.0 Moderate correlation – 

considered acceptable
Generally none; 
monitor for stability.

5.0 – 10.0 High correlation.  
Could be problematic.

Further investigation 
required.

> 10.0 Severe 
multicollinearity.  
Results likely 
unreliable

Correction (e.g.
removing a variable)

•Inflated Variance: A high VIF 
means the variance of your 
estimated coefficients is "inflated."

•Unstable Estimates: Small 
changes in data can lead to wild 
swings in the estimated 
coefficients, sometimes even 
resulting in "nonsensical" signs 
(e.g., a model suggesting that 
increasing weight decreases cost).

•Statistical Significance:
Multicollinearity can make 
significant predictors appear 
statistically insignificant by 
artificially increasing their p-values.



Interaction Effects
• When the impact of one 

cost driver depends on the 
value of another driver.

• Why this is a problem.  A 
CER may assume that each 
variable affects cost 
independently, but in real 
systems variables often 
reinforce or weaken each 
other.



Interaction Effects
• Example.  Vehicle cost may not 

increase only with weight or 
speed separately.  Cost impact 
of additional weight may be 
much higher when the vehicle 
also requires higher speed, 
stealth, or advanced materials.

• Risk for the estimate.  If 
interactions are ignored, the 
model can underestimate or 
overestimate cost, especially 
when estimating outside the 
range of historical data.

Practical implication
Estimators should test interaction 
terms, segment the data, or use 
AI/ML tools to detect nonlinear 
relationships while keeping expert 
judgment and traceability in the 
process.



Parameters: Small Samples unstability

• Examples
• When the number of samples is small, high unstability 

is expected

Small samples can make a model unstable
because a few unusual observations can overly 
influence the coefficients, making the model 
change significantly when new data is added or 
removed.

In parametric estimation, this reduces 
credibility because the model may look 
statistically valid but fail to generalize beyond 
the limited dataset



• Coefficients 
fluctuate across 
samples

• Sensitivity ranking 
becomes unstable

• Confidence 
intervals widen

Parameters: Small Samples unstability



Parameter Uncertainty

• Parameters should be 
estimated using a 
protocol that will 
decrease its uncertainty 
as a whole
• Depending on the number 

of samples
• Benchmarks
• Correlation

• A N(100,5) should be 
challenged
• Validate the mean 

expected is effectively 100



Research Objective
• Given all 

these 
shortcomings



Section 2  
Traditional Parametric Estimation – The beginning



Traditional CER Workflow

1. Select drivers

1
2. Fit OLS 
regression

*Ordinary Least 
Squares

2
3. Remove 
insignificant 
variables

3
4. Validate 
residuals

4
5. Apply 
deterministically

5



Numerical Example

Variable Description Hypothesis
X1 Installed Capacity (MW) Strong driver
X2 Steel Price Index Medium driver
X3 Labor Productivity Index Medium driver
X4 Distance to Site (km) Possibly weak

Cost=β0+β1X1+β2X2+β3X3+β4X4

1. Select Drivers



Numerical Example

After running regression #1:  
Cost=2.5 + 1.8X1 + 0.9X2 − 0.7X3 + 0.05X4, R2=0.87

Variable Coefficient p-value
Intercept 2.5 0.03
X1 1.8 0.0001
X2 0.9 0.01
X3 -0.7 0.02
X4 0.05 0.41 

2. Fit OLS Regression



Numerical Example

Variable Coefficient p-value
Intercept 2.5 0.03
X1 1.8 0.0001
X2 0.9 0.01
X3 -0.7 0.02
X4 0.05 0.41 

3. Remove insignificant variables



Numerical Example

Variable Description Hypothesis

X1 Installed Capacity 
(MW) Strong driver

X2 Steel Price Index Medium driver

X3 Labor Productivity 
Index Medium driver

X4 Distance to Site (km) Possibly weak

After running regression #2: Cost=2.6+1.82X1+0.91X2−0.72X3 , R2=0.85

Validation
- Residual mean is 

approximately 0
- Normality *Shapiro test p=0.21 
- Multicollinearity (VIF<5), X1 = 

1.8, X2 = 2.2, X3 = 1.6

4. Validate Residuals

5. Apply Deterministically



Numerical Example
Using the Regression Equation

𝐶𝑜𝑠𝑡 =2.6+
(1.82×50)+
(0.91×1.10)     
−(0.72×0.95) 

𝐶𝑜𝑠𝑡 = 2.6 + 91 + 1.00 − 0.68
𝑪𝒐𝒔𝒕 ≈ 𝟗𝟑. 𝟗𝟐million USD



Numerical Example

Interpretation for Estimators
•Capacity (X1) is the dominant driver.
•Steel and labor matter, but less.
•Distance had no statistical effect — removed.
•Clean residual diagnostics increase credibility.
•Deterministic application produces a defendable baseline.

This is Ideal World



How can this process be improved?

This is exactly where AI can enhance the process:
• Automated driver discovery

• Feature importance ranking
• Nonlinear transformation testing
• Interaction detection
• Cross-validation

1. Select drivers 1
2. Fit OLS 
regression 2

3. Remove 
insignificant 

variables
3

4. Validate 
residuals and 

indicators
4

5. Apply 
deterministically

AI improves steps 1–3 Human skills validates steps 4–5

Human judgment validates the Complete Process



8 Tools that could enhance your estimations…



Section 3 
Enhance Driver Discovery Enhance driver discovery

Stabilize parameter estimation
Quantify parameter uncertainty
Integrate Monte Carlo simulation
Maintain governance and auditability



Driver Discovery Using ML

• Besides the typical 
expert elicitation 
approach for driver 
inclusion
• Decision Trees (CART 

+ Random Forest 
importance features)

• Clustering

• Purpose: structural 
insight

Visible Drivers

Hidden Drivers



Driver Discovery Using ML

• This complements traditional 
cost approach
• ML suggests nonlinear and 

interaction effects
• To unveal the relationships 

between variables
• Use the Relative Importance 

diagrams as tornado charts
• Not necessary to run a 

prediction at the moment



Driver Discovery Using ML
• Relative Importance 

Diagrams
• That could be compatible 

or not with the Tornado 
charts obtained later with 
Simulation

• Feature importance
ranks which input 
variables contribute most 
to splitting data and 
improving prediction, 
helping identify the 
strongest cost drivers or 
hidden patterns.



CART and Random Forest
• CART and RF permit generation of Key Drivers graphics

Variable CART 
Importance

Random Forest 
Importance

X1 0.9913 0.9716

X3 0.0031 0.0099

X4 0.0028 0.0102

X2 0.0028 0.0083

CART and Random Forest relative 
importance calculation show X1 as the 
main driver of the model.



Clustering Before Modeling

• Clustering unveals hidden 
relationships between variables
• K-Means segmentation
• Hierarchical clustering
• Program category identification
• Learning curve segmentation



Clustering Before Modeling

• K-Means segmentation
• Applied to example
• Shows clearly how the model is 

segmented according to X1’s 
magnitude

• Not always like this 

K-Means groups similar observations 
into clusters, helping reveal segmented 
behavior where different cost drivers 
may matter more for different types of 
systems or projects.



Initial Insights

•Both Supervised and unsupervised models
• CART + Random Forest, and K-means
• They together bring information about drivers that is 

often overlooked
• This usually guides the analysis to look for non/linear or

disruptive relationships
• Add correlations
• Improve model logic
• Include variables not originally considered

Tool #1: Enhanced Drivers Analysis



Section 4 
Parameter Estimation with ML

Enhance driver discovery
Stabilize parameter estimation
Quantify parameter uncertainty
Integrate Monte Carlo simulation
Maintain governance and auditability



Improved Method: Regularized Regression
• Lasso and Ridge regression
• Reduces overfitting and stabilizes coefficients

• Can improve R2 or not

Variable OLS Ridge Lasso
X1 105.47 104.95 104.49
X2 0.64 0.64 0.00
X3 -0.71 -0.69 0.00
X4 3.41 3.42 2.42

Multiple linear regression fits all 
predictors normally; ridge keeps all 
predictors but shrinks coefficients to 
reduce overfitting, while lasso can 
shrink some coefficients to zero, 
effectively selecting the most 
important variables for a clearer CER

Tool #2: Ridge / Lasso Regression



Cross-Validation

• Split data into folds
• Train/test repeatedly
• Measure coefficient stability
• Improves robustness 

confidence

Diagram of k-fold cross-validation with k = 10. Image from Karl Rosaen Log 
http://karlrosaen.com/ml/learning-log/2016-06-20/

Tool #3: Cross-Validation



Use ML as a Diagnostic Test for CER Structure



Rebuild the CER with What ML Reveals

OLS CER ML 
Challenger

Error 
Comparison

Pattern 
Discovery

Interpretable 
CER 2.0

• Build the interpretable model: an OLS-based CER. 
• Then use ML as a challenger model. 
• If the challenger significantly reduces RMSE, that is evidence that the cost 

behavior is not fully linear or additive. The next step is not to use the black 
box blindly, but to learn from it

Tool #4: ML Challenger



Section 5 
Probabilistic Parameter Modeling

Enhance driver discovery
Stabilize parameter estimation
Quantify parameter uncertainty
Integrate Monte Carlo simulation
Maintain governance and auditability



Probabilistic Parameter Modeling

• Instead of one fixed value for 
each model parameter, we 
represent uncertainty using 
probability distributions.

• Include:
• Parameters are often estimated from 

limited data or expert judgment. 
• Probabilistic parameters allow Monte 

Carlo simulation to explore many 
possible outcomes. 

• Useful when model inputs are 
uncertain but materially affect results. 



Coefficient Distributions

• A coefficient can also be uncertain. Instead of one 
fixed regression or CER coefficient, we model it as 
a distribution.

• Include:
• Coefficients come from data, expert 

calibration
• Small samples, noisy data, and structural 

changes create coefficient uncertainty.   
• Each iteration samples a new coefficient 

value. 
• Produces a range of possible model outputs.

Tool #5: Coefficient Uncertainty



Bayesian Update
Why Bayesian Updating Matters in Parametric Estimation

• Traditional Approach (Frequentist)
• Fit regression
• Produce single estimate
• Assume parameters fixed

• Bayesian Approach
• Treat parameters as uncertain
• Continuously update as new data arrives
• Produce full probability distributions

Experience + Evidence=Improved Decisions

Bayesian methods 
formalize how 
professionals already 
think — but 
mathematically and 
transparently.



Bayesian Updating
Frequentists ask, “what would happen over many repeated samples?”, while Bayesians 
ask, “how should our belief change after seeing this data?”



Bayesian Update
Cost Estimation Example

• What happened?
• Estimate shifted 

upward (data 
influence)

• Uncertainty reduced 
(more information)

• Bayesian updating 
balances experience 
and data.

Step 1

Prior Belief
• Suppose we 

believe:
• Project Cost ~ 

Normal(100M
, 10M)

• This reflects 
historical 
experience

Step 2

New Data 
(Market 
Shock)
• Recent bids 

suggest 
higher costs:

• Observed 
sample mean 
= 108M

• Likelihood 
variance = 8M

Step 3

Posterior 
Result
• After 

Bayesian 
update:

• Posterior 
mean ≈ 105M

• Posterior 
variance < 
Prior variance



Bayesian Update
How did we calculate the number

• The model does not simply average 100MM and 108MM. 
• Bayesian updating uses a weighted average, where the estimate with less 

uncertainty gets more weight.

The simplified calculation is:
Posterior ≈ 39% × 100MM + 61% × 108MM
Posterior ≈ 39MM + 66MM = 105MM

• 105MM comes from blending our estimate of 100MM with the new market evidence of 
108MM. 

• Since market data is less uncertain than our prior belief, Bayesian updating gives it more 
weight. That is why the posterior estimate moves upward, closer to 108MM.



Bayesian Update
Graphical Explanation

• Left curve → Prior belief (mean = 100, wider 
uncertainty)

• Middle curve → Likelihood (new observed 
data centered at 108)

• Right curve → Posterior distribution 
(updated belief)

Numerical result:
•Prior mean = 100
•Posterior mean ≈ 104.88

Interpretation
•The posterior shifts toward the new data.
•The posterior is tighter (lower variance).
•The update balances historical experience and new 
evidence.

Tool #6: Bayesian Update



Assisted Distribution Fitting

• Besides Bayesian 
Update
• Having historical or 

sample data do help
• Detect skewness
• Identify heavy tails
• Improve input 

distribution 
selection

Tool #7: Distribution Fitting



Expert Elicitation

• Additional to Data 
Fitting
• Gather together

experts and calibrate 
them

• Give them weights
• Let them respond 

anonymously to 
each question and 
build integrated 
distributions

Tool #8: Expert Elicitation



Section 6
Full Architecture

Enhance driver discovery
Stabilize parameter estimation
Quantify parameter uncertainty
Integrated Framework
Maintain governance and auditability



Integrated Framework

Traditional CER Model

• Data, OLS-Model
• Expert opinion

ML Driver Discovery

• CART + RF
• K-means

Regularized CER

• Lasso and Ridge 
Regression

• Cross Validation

Parameter 
Distributions
• Bayesian Update
• Distribution Fitting
• Expert Elicitation

Monte Carlo

• Run simulation
using Regressions
equation

Probabilistic Output
• Histograms and CDFs
• Tornado Chart to

validate initial findings



Tools and Objectives
Tool Balanced driver 

influence Reduced volatility Improved prioritization

1. Enhanced Drivers Analysis 
(CART, K-Means) Indirect Indirect Yes

2. Ridge / Lasso Regression Yes Yes Yes

3. Cross Validation Indirect Yes Yes

4. ML Challenger Indirect Indirect Yes

5. Coefficient Uncertainty Indirect No Yes

6. Bayesian Update Yes Yes Yes

7. Distribution Fitting No Indirect Yes

8. Expert Elicitation Indirect No Yes



Section 7
Walkthrough Example 
Time Permitting



Example Context

• Estimate 
development cost 
of an avionics 
subsystem

• Dataset: 15 
programs

• Drivers: Weight, 
LOC, Complexity, 
Supplier Maturity, 
TRL



Baseline OLS Model

• Top 5 Dominating Factors 
from Combined Regression 
Equation: 
• SupplierMaturity: -3,1 Bln
• Complexity: 2,1 Bln
• TRL: -1,6 Bln
• Weight_kg: 285K



ML Driver Ranking
• Using both CART and Random 

Forest
• Weight_kg importance increased
• LOC maturity and Complexity are now 

significant
• Interaction effects detected



Regularized Regression Results

• Applied Lasso and Ridge 
regression
• Lasso regression didn’t 

introduce any improvement
• Ridge regression improved 

results marginally

Lasso Regression Model Performance: 
RMSE: 6,757MM R2: 0.87 

Ridge Regression Model Performance: 
RMSE: 6,756MM  R2: 0.87

Combined Linear Regression 
RMSE: 6,757MM
Combined Linear Regression R2: 0.87



Distribution Assignment

• Applied Distribution fitting for 
all distributions\
• Weight → Lognormal / Burr
• Complexity → Beta
• TRL → Discrete
• LOC → InvGauss

• Correlations can also be 
added if historical information 
is available



Running the model

• By using the same refined regression equation
• Applying Distributions to all variables
• Applying Correlations *if available

• 10,000 scenarios can be added
• Which will reflect running the model thousands of times

• The model was used without any program disaggregation
• It will work for all models
• Had R2 = 0,80



Monte Carlo Simulation - Cost of Projects

• After 10,000 iterations
• Traditional Regression 

• P50=$80M, P80=$95M

• Should I run another 
regression?
• It depends
• As the improvements using 

Lasso and Ridge were 
marginal there is no need to 
run a new regression model



Sensitivity Comparison

Variable Before 
Simulation

After 
Simulation

Weight 75% 69%
LOC 20% 16%
Complexity 10% 3.5%
Supplier 
Maturity

4% -6%

TRL 4% -4%

Before Simulation
Random Forest

After Simulation
% Contribution to Risk



Section 8
Decision Impact and Conclusions



Decision Impact

• By improving the 
Parameter calibration 
Methodology we 
expect



The New Layer

A new layer 
should be added 
as a best 
practice
Machine Learning
should be part of 
the process



ICEAA Alignment

• The methodology should 
always comply with
• Transparency
• Repeatability
• Traceability
• Defensible uncertainty 

quantification



Key Takeaways

• AI+ML improves discovery and calibration
• Monte Carlo quantifies uncertainty
• Governance ensures trust Human 

expertise

Machine-assisted 
calibration

Probabilistic 
discipline



Q&A + Closing 
Thoughts

Final summary and open floor for 
questions.

Contact: 
Gustavo@ferryfieldgroup.com
Visit us at www.ferryfieldgroup.com
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