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Counting the Cost of Bias

Bias is not only a fairness issue; it is a forecasting and 
estimate-integrity risk that can quietly distort decisions.

As cost teams adopt analytics and AI, bias can scale faster 
and become harder to notice because outputs look 

polished and “executive-ready.”

This session connects bias in traditional cost work to bias 
in AI systems, then translates the topic into repeatable 

steps you can use immediately.

Presented at the ICEAA 2026 Professional Development & Training Workshop - www.iceaaonline.com/nfk2026/

http://www.iceaaonline.com/nfk2026/
http://www.iceaaonline.com/nfk2026/
http://www.iceaaonline.com/nfk2026/


4

Workshop Abstract: What This Talk Promises

• This session explains hidden biases that affect both AI systems and 
traditional cost datasets, including biases rooted in judgment, 
sampling limits, and historical inequities.

• We will show how unrecognized bias can distort forecasts and 
decisions, including how AI trained on broad internet data can 
magnify societal and institutional patterns.

• You will leave with actionable steps that improve fairness, accuracy, 
and transparency in both AI-enabled and traditional estimating 
workflows, ensuring models serve analysis rather than shape it.
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Disclosure of AI Assistance: Transparency as a Control

This work was co-authored with an AI language model used to draft candidate 
text, analogies, and checklists, and to suggest public sources.

Human accountability remains with the author for technical accuracy, verification, and 
policy compliance, and the paper documents that accountability explicitly.

The point of disclosure is not novelty; it is governance, because 
hidden process decisions are a pathway for bias.
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What This Work Adds: Three Deliverables

• First, it provides a cost-estimating-oriented map of bias entry 
points that mirrors how estimates are actually built and 
revised.

• Second, it provides a lightweight bias audit checklist that can 
be embedded into GR&A and peer review without creating a 
new bureaucracy.

• Third, it introduces a working demonstration tool, the AI Bias 
Sandbox, that makes bias pathways visible and discussable 
early.
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Bias: A Practical Definition for Cost Analysts

• In analytical work, bias is a repeatable influence that pushes an estimate or model 
output away from what a transparent, representative, and well-calibrated process would 
produce.

• This definition covers fairness bias (uneven error allocation) and forecasting bias 
(systematic optimism, survivorship-biased histories, anchoring to low-fidelity numbers).

• Bias is not automatically bad faith; it can be structural, data-driven, or cognitive, which 
means it can be managed with the right controls.
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Bias vs. Uncertainty vs. Error

Uncertainty is the spread of plausible outcomes given what we know, 
and it exists even in an honest, high-quality process.

Error is the difference between an estimate and the realized outcome 
for a single case, and it can happen even without bias.

Bias is the systematic component of error, where misses have direction 
and repeat as a pattern across time, programs, or segments.
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Where Bias Hides in Traditional Cost Estimating

• Bias can enter through requirements and framing because scope 
boundaries shape what stakeholders perceive as “reasonable.”

• Bias can enter through data selection and conditioning when messy 
cases are removed or WBS mappings are inconsistent across sources.

• Bias can enter through SME elicitation, model structure/validation, and communication/ 
governance, especially when time pressure and social incentives are present.
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Turning Injection Points into Controls (Artifacts + Challenges)

For framing, the control is a scope lock and assumptions register 
that clearly states boundaries, exclusions, and decision context.

For data selection, the control is a data pedigree and inclusion/
exclusion log that shows what you did not use and why.

For SME elicitation and modeling, the controls are an SME protocol record and a 
model CARD-style writeup that documents limits, diagnostics, and failure modes.
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Anchoring: The Quiet Killer in Estimate Updates

Once a number is shared, even with caveats, stakeholders can
 become psychologically anchored to it and treat it as evidence.

Anchoring often explains the recurring question: “Why isn’t it X 
like last time?” even when the new estimate is more defensible.

Managing when and how early numbers are released is a 
bias-mitigation action, not just a communication preference.
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SME Elicitation Under Pressure: Script It

• SME inputs are valuable, but elicitation is vulnerable to both:
• Motivational biases (pressures/incentives that push an estimate toward a preferred outcome)
• Cognitive biases (mental shortcuts that skew judgment under uncertainty)

• A practical control is to treat elicitation like a 
scripted method, not an informal conversation, 
with a deliberate sequence and documentation.

• Best practice is to calibrate judgment with historical context without using history to 
bludgeon the SME or unintentionally anchor responses.

Source: Joint Agency Cost Schedule Risk and Uncertainty Handbook (JA CSRUH), Table 2-7
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Cost Data Bias: Selection, Measurement, Coverage

Selection and survivorship bias occur when only certain projects 
persist in the record, while messy or unsuccessful cases disappear or 
are excluded.

Measurement bias occurs when definitions, mappings, and 
WBS alignments differ across programs, vendors, and time.

 Coverage bias occurs when phases, subcontractor costs, integration, 
and rework are inconsistently captured, creating a structurally 
optimistic history.
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How Bias Shows Up in AI (and Why It Feels Objective)

AI can amplify bias because it 
scales decisions across many 
cases, which magnifies small 

distortions into large impacts.

AI can seem objective 
because its internal workings 
are hard to interpret, making 

bias difficult to detect 
without deliberate testing.

For cost teams, AI adds a new 
failure mode: persuasive 

narrative and clean tables 
that create a false proxy for 

correctness.
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Common AI Bias Pathways (Mechanisms)

• Training data bias occurs when groups, conditions, or cases are underrepresented or 
labels are skewed, causing systematic performance differences.

• Historical inequity can be encoded 
as signal, where the model learns 
patterns from past decisions and 
reproduces them.

• Proxy variables and objective-function bias can produce unequal error rates, while 
feedback loops can make predictions self-fulfilling over time.

Presented at the ICEAA 2026 Professional Development & Training Workshop - www.iceaaonline.com/nfk2026/

http://www.iceaaonline.com/nfk2026/
http://www.iceaaonline.com/nfk2026/
http://www.iceaaonline.com/nfk2026/


16

Internet-Trained AI: “The Dataset Is the Culture”

• Internet-scale data reflects uneven representation, 
repeated narratives, stereotypes, and inconsistent truth 
standards, which can be encoded into outputs.

• “It’s on the internet” does not mean it is representative, 
correct, or unbiased, and the model can sound 
authoritative while encoding training-distribution bias.

• Cost analysts should treat LLMs like sophisticated 
regression models with domains and limits, especially 
because many cost artifacts are not publicly available.
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The AI Pipeline: Where Bias Enters

• Bias can enter at problem definition and success metrics, 
because what you optimize shapes what errors you tolerate.

• Bias can enter at dataset creation, training, and evaluation, 
especially through what is not tested and what is underrepresented.

• Bias can enter during deployment through monitoring gaps and 
feedback loops, which can institutionalize drift and invisible failure modes.
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The “LLM Illusion” in Cost Work

• Automation bias is the tendency to favor automated outputs over non-automated 
judgment—even when the error rate is worse—so review pressure drops when AI text 
‘sounds right.’*

• Narrative anchoring occurs when AI drafts the story first, and the team unconsciously 
fits numbers to the narrative or to an affordability target.

• Hallucination bias is when an LLM generates content that is plausible and well-formed 
but not grounded in evidence (or is factually wrong).**

• In cost work, hallucination bias shows up as fake citations, invented requirements, 
confident but unsupported assumptions, and clean narratives with no traceability.

*Google ML Crash Course – Fairness: Types of Bias 
**Anh-Hoang, D., et. Al. (2025). Survey and analysis of hallucinations in large language models.
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Credible Case Studies: Mechanisms and Estimating Parallels

Criminal-justice risk scoring cases show that a model can appear acceptable 
overall while allocating errors unevenly in ways that matter to outcomes.*

The Amazon recruiting example shows how historical patterns can be 
learned and reinforced, even when they encode undesirable bias.**

Gender Shades and NIST demographic testing show that performance can 
vary across groups when training and benchmark datasets are unbalanced.***

*Angwin, J. et al., “Machine Bias,” ProPublica (2016) 
**Dastin, J., “Amazon scraps secret AI recruiting tool that showed bias against women,” Reuters (2018)

***Buolamwini, J. & Gebru, T., “Gender Shades,” Proceedings of Machine Learning Research (2018)
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Detecting Bias: Make It a Workflow Step

• Bias detection should be embedded into GR&A, 
model validation, and peer review as a standard 
step, not as an afterthought.

• The checklist is designed to identify top risks, 
define mitigation actions, and capture leadership 
residual risk statements in plain language.

• This should be a repeated methodology rather than a one-and-done activity, because 
bias pathways change as scope, data, and incentives change.

Knowledge at Wharton Podcast - Detecting Bias in AI Image Generators
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Bias Audit Checklist (1–4): Inputs and Early Failure Modes

Framing and incentives must be checked explicitly, because teams can drift toward 
approval instead of accuracy under schedule and governance pressure.

Data representativeness must be proven, because what is missing or excluded can 
repeat as a directional error in the output.

Segmentation tests must be required, because overall performance can hide systematic 
failure across mission type, vendor, site, maturity, or contract type.

Anchoring risk must be named, because prior numbers and affordability targets can be 
treated as evidence even when they are only references.

 

 

 

 
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Bias Audit Checklist (5–7): Outputs, Review, Traceability

Uncertainty realism must be assessed, because tight ranges can be a symptom of bias 
rather than confidence grounded in evidence.

Independent challenge must be enforced, because dissent that is socially penalized 
becomes invisible bias in the final product.

Documentation quality must be audit-ready, because if a new reviewer cannot 
reconstruct the logic, the estimate becomes narrative-driven rather than evidence-
driven.

 

 

 
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Mitigating Bias: Practical Countermeasures as a Control Loop

• Bias mitigation is a control loop, because the goal is not perfection but detectability, 
documentation, and reduced exposure over time.

• Process controls include structured estimating, independent review, 
outside-view comparisons, and pre-mortems that force System 2 thinking.

• Data controls include audits, WBS/definition alignment, and segmentation 
tests, because bias concentrates in subsets before it shows up in totals.

• Model controls include realistic validation, human-in-the-loop oversight, 
and transparent artifacts like assumptions logs, model cards, and dataset datasheets.

• These controls also align with how oversight/audit reviews evaluate estimate 
defensibility: traceability, documentation quality, and independent validation (e.g., GAO 
reliability characteristics).

*GAO Assessing the Reliability of Computer-Processed Data (2009)
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AI Bias Sandbox: What It Is and What It Is Not

• The AI Bias Sandbox is a rules-based educational tool that profiles bias exposure when AI 
is used in the cost workflow, such as SOW summarization, BOE drafting, mapping 
suggestions, or anomaly checks.

• The sandbox is not a cost model and does 
not generate dollar values, because its 
purpose is governance and risk visibility 
rather than estimation.

• The intended use is to identify likely bias pathways, recommend mitigations, and support 
GR&A and peer-review conversations before assumptions harden into “the number.”
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Sandbox Outputs: What “Low Score” Means

• Outputs include a Bias Exposure score, a Reliability 
score (hallucination/traceability proxy), and a 
Governance readiness score, plus a radar chart, top 
drivers, likely failure mode, and mitigation suggestions.

• A lower Bias Exposure score indicates stronger bias 
controls were applied, but it does not prove bias is 
eliminated or certify correctness.

• The sandbox axes mirror the bias-audit logic—framing, 
representativeness, anchoring, independent challenge, 
and documentation—so it reinforces existing 
estimating discipline instead of creating a new process.
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How to Use the Sandbox (Real Cost Conversation Pattern)

• Run the sandbox early, before beginning your task with AI assistance, and capture the 
output as a screenshot that shows radar and drivers.

• Translate the top drivers into GR&A language as explicit risks, assumptions, and 
limitations, then assign one mitigation action per driver.

• Re-run the sandbox and document the before/after delta as evidence that controls were 
applied, not as proof of fairness.

• Recommended talk track: “We are not using this score to claim fairness; we’re using it to 
prove we applied controls before relying on AI-enabled outputs.”
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Mini-Example: AI Drafting Assumptions (High-Risk Setup)

• Scenario: a cost team uses AI to summarize 
SOW/requirements and draft assumptions and 
early BOE language under schedule pressure while 
an affordability target is present.

• High-risk conditions include loose prompting, no 
grounding, explicit must-fit constraints, no 
evaluation, no hallucination controls, no human-in-
the-loop approval, and no logging or 
documentation posture.

• The expected failure mode is “confident but 
untraceable assumptions” and an “anchored 
narrative,” where the team unconsciously fits 
decisions to the story or to the target.
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Mini-Example: Controlled Setup (Low-Risk Pattern)

• Lower-risk conditions include strict prompting, 
retrieval with citations (RAG) or tool-based 
verification, evaluation rigor (benchmarks or red-
teaming), and gated release with human approval.

• Documentation posture improves when teams 
require model cards, dataset datasheets, and 
change logs, because traceability reduces 
narrative-driven drift.

• Even after controls reduce exposure, anchoring 
and must-fit pressure can remain elevated, which 
is why residual risk must be documented rather 
than ignored.
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Closing: Models Must Serve Analysis, Not Shape It

• Bias will always exist in complex acquisition environments, but the risk is letting it 
become systematic, invisible, and institutionalized.

• The practical objective is disciplined decision-making: precise scope, representative 
data, explicit assumptions, and validation strong enough to withstand schedule and 
must-fit pressures.

• Operational checklist: Name anchors, prove representativeness, segment before you 
trust, require traceability, enforce independent challenge, and use the AI Bias Sandbox as 
a control prompt—not a score to defend.
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Questions?

Patrick Casey 
LinkedIn

AI Bias Sandbox

Appendix Slides (optional, time permitting)
• Appendix A — Pilot Validation (Lightweight, Practical)
• Appendix B — How the Sandbox Was Built with ChatGPT (Responsible Pattern)
• Appendix C — Sandbox Limitations and Intended Use (So No One Misuses It)
• Appendix D — Sandbox Bias Glossary + Sources
• Appendix E — Pros and Cons of Hosting an Educational Tool on GitHub Pages
• Appendix F — Full References
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Appendix A — Pilot Validation (Lightweight, Practical)

• Purpose: Sanity-check that the Sandbox behaves coherently 
and produces review-useful drivers/mitigations 
(not to “prove” true bias).

• Method: Run paired configurations (High-Risk vs 
Controlled) across a few scenarios with several 
practitioners; capture the KPI + top drivers/mitigations.

• Measures & Limits: 4 Likert items (Face Validity, Driver Relevance, 
Actionability, Confidence/Utility) + comments. No certification and 
no empirical measurement of real-world bias magnitude.

5-Point Likert Scale
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Appendix B — How the Sandbox Was Built with ChatGPT (Responsible Pattern)

• The sandbox was created through iterative co-authoring to 
demonstrate a repeatable pattern: define the decision problem, map 
assumptions to risks, and package the result into a shareable tool.

• The iterations included defining bias categories, designing a one-page 
experience with a radar “bias fingerprint,” implementing and 
debugging, and then publishing on GitHub Pages with a QR code.

• Representative prompt patterns focused on scope definition, high-
impact assumptions, mobile-friendly UI, and error-checking to keep 
the tool stable.
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Appendix C — Sandbox Limitations and Intended Use (So No One Misuses It)

• The sandbox is a simplified proxy for bias exposure rather 
than a measurement of bias magnitude, and it depends 
on honest inputs and thoughtful interpretation.

• It should be treated as a risk indicator that triggers 
mitigations and documentation, not as a certification of 
fairness, compliance, or analytic correctness.

• It is intentionally not a cost model; it does not produce 
dollar outputs, and coefficients are illustrative heuristics 
for transparency rather than empirically calibrated 
parameters.
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Appendix D — Sandbox Bias Glossary + Sources

Full APA citations in paper; axes are rules-based for training/demos.

Sandbox Axis One-sentence definition Cost/estimating example Trusted sources (short)

Representation
The evidence/training data is not representative of where the 
workflow will be applied, so performance or conclusions shift by 
segment.

Dataset dominated by one mission type/vendor; 
model works “overall” but fails for a subset you care 
about.

Google ML Crash Course—Types of Bias; GAO 
Cost Guide (credibility/assumptions)

Selection / 
Coverage

Important cases or phases are missing, so the workflow has 
structural blind spots (survivorship/omitted segments).

Data excludes rework, integration, subcontract costs, 
or cancelled programs → optimistic baseline.

Google ML Crash Course—Types of Bias; JA 
CSRUH (bias in elicitation/uncertainty context)

Measurement / 
Label

Features/labels are inconsistently defined or encode process 
artifacts, producing systematic distortion.

“Labor hour” definition differs across programs; WBS 
mapping inconsistent; labels reflect policy, not reality.

Google ML Crash Course—Types of Bias; GAO 
Cost Guide (documentation/traceability)

Anchoring Early numbers or targets become reference points that pull later 
judgments and updates even when evidence changes.

Affordability cap or prior ROM sets the narrative; later 
update “adjusts” but not enough.

Tversky & Kahneman (anchoring); JA CSRUH 
Table 2-7

Confirmation Evidence is sought or interpreted mainly to support a preferred 
conclusion rather than to test it.

Picking only analogies that support the desired 
number; ignoring disconfirming cost drivers.

Nickerson (confirmation bias); JA CSRUH 
(motivational/cognitive bias framing)

Automation Bias People over-trust automated outputs because they are 
automated, reducing review rigor even when cues suggest errors.

Treating AI-drafted assumptions/BOE text as 
“standard” without verifying traceability.

Parasuraman & Riley (use/misuse of 
automation); Google ML Crash Course (bias 
concepts)

Hallucination
The model generates plausible but unsupported 
claims/citations/assumptions that appear credible because they 
are fluent.

Invented citations, fabricated requirements, or 
confident but ungrounded assumptions in BOE 
narrative.

Ji et al. (hallucination survey); Maynez et al. 
(faithfulness/factuality)

Overconfidence Expressed certainty exceeds what evidence/validation justifies (a 
calibration failure).

Unjustifiably tight ranges; “executive-ready” narrative 
implies certainty despite weak validation.

Moore & Healy (overconfidence); GAO Cost 
Guide (credibility/risk realism)

Presented at the ICEAA 2026 Professional Development & Training Workshop - www.iceaaonline.com/nfk2026/

http://www.iceaaonline.com/nfk2026/
http://www.iceaaonline.com/nfk2026/
http://www.iceaaonline.com/nfk2026/


35

Appendix E — Pros and Cons of Hosting an Educational Tool on GitHub Pages

• Using GitHub Pages made the AI Bias Sandbox easy to share 
because it publishes a stable public URL and supports QR-code 
distribution with zero installation for attendees.

• Version control is a major advantage because every change is 
tracked, and you can revert quickly if a new update introduces an 
error or changes the behavior you demoed.

• The tradeoff is that a public site can create governance and 
perception risks, so you must be explicit that this is an educational 
tool, not a cost model, and you must avoid putting sensitive data 
or program-specific details into the repository.

• GitHub is ideal for static web apps, but it is not ideal for tools that 
require authentication, controlled access, or ingestion of restricted 
datasets, which may require a different hosting approach.
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