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DISCLOSURE OF AI ASSISTANCE 

This paper was co-authored using an AI language model (ChatGPT, GPT‑5.2 Thinking). 

The AI system was used to: 

• Generate a structured outline aligned to the accompanying slide deck, 

• Draft candidate explanatory text, analogies, examples, and checklists, 

• Summarize and integrate concepts from three ICEAA papers provided as inputs, and 

• Suggest publicly available sources and citations. 

Human authorship and accountability: Patrick Casey provided the initial outline and core 

goals, determined the intended audience and tone, supplied the three referenced ICEAA papers, 

defined the “AI Bias Sandbox” demonstration deliverable, and added personal experience and 

information related to cost estimation and AI. The human author retains responsibility for 

technical accuracy, verification of citations, completeness of disclosure, and compliance with 

organizational and conference policies. 

Identification and accountability. This paper was developed through iterative co-

authoring: the AI produced candidate drafts and structural suggestions, and the author 

substantively revised text, inserted original examples, and verified technical claims and citations. 

Transparency is provided through this disclosure and a section-level summary of contributions 

and verification (see Appendix C). The human author remains responsible for accuracy, 

attribution, and compliance. 

 

WORKSHOP ABSTRACT (AS SUBMITTED) 

As cost analysts increasingly rely on data analytics and AI, understanding bias has 

become essential to maintaining the integrity of estimates. This session explores hidden biases 

that permeate both AI systems and traditional cost datasets: biases rooted in human judgment, 

sampling limitations, and historical inequities. Real-world examples, from biased algorithms to 

cost models trained on incomplete project data, illustrate how unrecognized bias can distort 

forecasts and decisions. Attendees will learn how AI trained on internet data can magnify 

existing societal and institutional biases, creating a false sense of objectivity.  
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The session connects these insights to common pitfalls in cost estimating, offering 

frameworks for detecting and mitigating bias through better data practices, validation checks, 

and human-in-the-loop oversight. Participants will leave with actionable steps to improve 

fairness, accuracy, and transparency in AI-enabled and traditional cost-estimating workflows, 

ensuring that models serve analysis rather than shape it. 

 

EXECUTIVE SUMMARY 

Bias is not only a fairness issue but also a forecasting and integrity risk that can quietly 

skew estimates, create false precision, and mislead decisions in both traditional cost workflows 

and AI-enabled analysis. This paper translates “bias” into a practical, cost-analyst-friendly frame 

spanning (1) human judgment, (2) data limitations, and (3) incentive and governance pressures. 

It maps where bias enters (framing → data → judgment → model → communication), illustrates 

recognizable mechanisms using credible public cases, and provides repeatable countermeasures 

that align with how cost teams actually work: segmentation tests, independent challenge, outside 

view checks, and structured judgment practices. These countermeasures align with established 

AI risk-management guidance (e.g., National Institute of Standards and Technology AI Risk 

Management Framework [17] and ISO/IEC 23894 [11]) and with behavioral decision research 

on debiasing forecasts through reference-class (“outside view”) comparisons. 

 

A central contribution is the AI Bias Sandbox, a lightweight, rules-based web tool 

designed to make bias pathways visible early. The sandbox is not a cost model and does not 

generate dollar values; it profiles bias exposure based on conditions such as data 

representativeness, anchoring pressure, grounding/verification, evaluation rigor, documentation 

posture, and human-in-the-loop (HITL) controls. A mini example demonstrates how an everyday 

use case (AI drafting assumptions from requirements) can shift from “high risk” to “lower risk” 

through governance and validation controls. The paper closes with a concise bias-audit checklist 

and a practical call to ensure models serve analysis, not shape it. 
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How to use this paper on Monday: 

1. Before drafting the BOE narrative, run the AI Bias Sandbox for the planned AI use case 
and governance conditions. Save a screenshot (radar + drivers). 

2. Convert the top drivers into GR&A/peer-review language (explicit risks, assumptions, 
and limitations). 

3. Assign one control per driver (e.g., grounding/citations, independent check, 
segmentation test, HITL sign-off, logging/change control). 

4. Re-run the sandbox and document the before/after delta as evidence of applied controls 
(not “proof of fairness”). 

5. Carry the controls forward into the estimate package: assumptions log, limitations 
statement, and review artifacts. 

 

1 INTRODUCTION: WHY BIAS HAS BECOME A COST PROBLEM 

Bias is not new to cost estimating. Every estimate is built from assumptions, limited 

observations, imperfect measurements, and stakeholder judgment. What is new is the speed at 

which AI and data-driven tools can scale those imperfections, often with a convincing veneer of 

objectivity. In both AI and traditional estimating, bias tends to surface as: 

• Systematic estimate distortion (consistently optimistic, pessimistic, or structurally 

skewed results) 

• Misleading confidence (tight ranges that do not reflect real uncertainty), and 

• Unintended incentives (models and processes drifting toward what is “measurable” 

rather than what is “true”). 

For program managers and engineers, bias is a schedule and performance risk. For cost 

analysts, it is an integrity risk: when bias goes unmeasured, it can become embedded in baseline 

estimates, propagated through updates, and normalized as “the number.” 

 Bias is an everyday part of our work as cost analysts, as we collect valuable requirements 

inputs that enable us to develop complex cost estimates. With every input, we are taught to 

question its source and the potential risks associated with using it as a point estimate. One of the 

best ways, in my experience, to capture qualitative risks is to consider all the potential biases 

associated with the input (e.g., anchoring, overconfidence). Pairing these qualitative sources of 
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uncertainty with numerical highs and lows will help you explain to leadership why the mean, 

including risk dollars, is the appropriate budgeting position. The last thing I want is to be told, 

“There are no risks, so the estimated output should be last year’s total exactly.” 

 Biased AI is something I encounter often as an avid AI user. A prompt as silly as 

“Provide funny cost estimation titles for the actors in this ICEAA Workshop play/presentation” 

provided me output where all men in the play/presentation were titled “Doctor” and all females 

were something magical like “Oracle” or “Wizard”. I try to take time to think about bias 

whenever I use an AI tool. Even in drafting this paper, I had to be mindful that OpenAI (the 

company that owns ChatGPT) might not want its AI to list all the biases that degrade the quality 

and fidelity of its output. To mitigate biases in preparing this paper, I included ICEAA papers on 

bias in my prompt. I also instructed ChatGPT to refer to established government cost 

documentation (e.g., JA CSRUH and DoDI 5000.73). Finally, I did not rely on AI to author the 

entire paper. As stated, I have been “in the loop” from the start, have validated all information 

(reducing bias), and have added personal experience and perspective (increasing quality and 

relevance). 

 

1.1 Contribution (what this paper adds) 

This paper does not attempt to “solve bias” as a philosophical problem. Its aim is 

practical: to translate bias into repeatable, defensible steps that cost teams can apply. Three 

contributions are emphasized: 

1. a cost-estimating-oriented map of bias entry points (framing → data → judgment → 

model → communication), 

2. a lightweight bias audit that can be embedded into GR&A and peer review, and 

3. a working demonstration tool, the AI Bias Sandbox, that makes bias pathways visible 

and discussable early. 

The structure aligns with the accompanying presentation to support workshop delivery 

and ensure a consistent attendee takeaway.
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2 BIAS: A PRACTICAL DEFINITION FOR COST ANALYSTS 

In everyday language, “bias” often implies unfairness toward a group. In analytical work, 

bias has a broader, more actionable meaning: a systematic tendency to deviate from a true value 

or a defensible representation of reality. 

2.1 Bias vs. cognitive bias 

Glauser [9] distinguishes deliberate bias from cognitive bias (unintentional, heuristic-

driven). Cognitive biases operate unconsciously and often undermine rational judgment under 

uncertainty. In project estimation, these biases skew judgments and compromise reliability. 

2.2 A working definition used in this paper 

Bias is any repeatable influence that pushes an estimate (or model output) away from 

what would be produced under a well-calibrated, transparent, and representative process. 

That definition captures: 

• Bias that creates unfairness (e.g., uneven error rates across demographic groups), and 

• Bias that creates poor forecasting (e.g., survivorship-biased cost histories, anchoring to 

an early low-fidelity estimate). 

2.3 Bias vs. uncertainty vs. error  

In cost analysis, teams often use “bias,” “uncertainty,” and “error” interchangeably. They 

are related but not the same. Uncertainty is the spread of plausible outcomes given what we 

know; it exists even in a perfectly honest process. Error is the difference between an estimate and 

the realized outcome for a specific case. Bias occurs when errors have a direction: a process or 

dataset creates a repeatable tendency to miss high or low values. In statistical terms, bias is the 

systematic component of error (a persistent offset), not the random component (noise). 

Cost-analyst translation: the same estimate can be “wrong” (error) without being 

biased. Bias becomes a problem when we observe repeated patterns, such as early estimates 

consistently being optimistic, sustainment consistently being underscoped, or certain 

mission/contract types repeatedly being underestimated because they were underrepresented (or 

excluded) in the historical record. 
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What bias is NOT (quick guardrails): 

• Bias is not “bad faith” by default; it can be structural (process incentives), data-driven 

(selection effects), or cognitive (anchoring). 

• Bias is not solved by adding a bigger contingency; risk dollars can hide an underlying 

directional problem. 

• Bias is not purely a fairness topic; fairness bias and forecasting bias share the same 

mechanics: systematic deviation from a defensible target. 

Practical test: if you cannot explain why the estimate moved (new scope, new data, 

revised assumptions), and it only moved to match a target or last year’s number, that is a bias 

signal, not “refinement.” 

 

3 WHERE BIAS HIDES IN TRADITIONAL COST ESTIMATING 

Traditional cost estimation already contains multiple “injection points” at which bias can 

enter and persist. The following view is intentionally practical: it mirrors how estimates are 

actually built, briefed, and revised. 

3.1 Bias injection points 

A. Requirements & framing - What problem are we estimating? What counts as scope? 

What counts as “done”? - Framing influences what stakeholders perceive as “reasonable.” 

B. Data selection and conditioning - Which programs are included/excluded? - Are “messy 

cases” removed (and are they messy for a reason that repeats)? - Are cost elements aligned 

consistently with the WBS and definitions? 

C. SME elicitation under time pressure - Are SMEs asked for answers on the spot (System 

1: fast, intuitive judgments), or given time to prepare (System 2: slower, deliberate 

reasoning)? 

D. Model structure and validation - Do we omit key drivers because they are hard to 

measure? - Do we treat uncertainty as a box-check (narrow ranges, little correlation)? 

E. Communication & governance - Are early numbers released before fidelity is sufficient, 

creating anchors? - Are dissenting views structurally welcomed, or socially penalized? 
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Cost-risk translation: SME “bounds elicitation” is a bias pathway in itself. The Joint 

Agency Cost Schedule Risk and Uncertainty Handbook (JA CSRUH) [18] notes that elicitation 

is difficult and subject to both motivational (e.g., social pressure, groupthink, wishful thinking, 

project advocacy) and cognitive (e.g., availability/recency, representativeness, anchoring and 

adjustment, inconsistency) biases.  

Practical control: Treat elicitation like a scripted method, not an informal conversation. 

JA CSRUH best practices include (1) having historical mins/maxes/averages ready, but not 

sharing them initially to avoid unintended anchoring; (2) using multiple experts; (3) eliciting 

low/high bounds first and explicitly discussing tail risk (e.g., “the value with a 1-in-5 chance of 

being lower / exceeded”); (4) getting the most-likely value near the end; and (5) selecting 

distribution shape based on skew/firmness (with lognormal as a default absent strong rationale).  

In the absence of better information, JA CSRUH [18] also recommends treating SME 

bounds as roughly a 70% interval (e.g., 15/85 interpretation for symmetric cases) and then cross-

checking against relevant historical examples, using history to calibrate judgment, not to 

“bludgeon” the SME. 

3.1.1 Turning injection points into controls 

The injection points above are only useful if they translate into observable artifacts and 

repeatable controls. A practical way to put this into practice is to pair each injection point with 

(1) what you should capture in documentation and (2) what you should challenge during review. 

A. Requirements & framing → “Scope lock + assumptions register” 

1. Capture: definition of done, boundaries, exclusions, and decision context. 

2. Challenge: “What changed since last time?” “What is being implicitly assumed as 

‘free’?” 

B. Data selection/conditioning → “Data pedigree + inclusion/exclusion log” 

1. Capture: what data you did not use and why; missingness patterns (which fields are 

blank, where the gaps cluster); WBS mapping rules. 

2. Challenge: “Are exclusions systematic?” “Are we deleting ‘messy’ cases that are 

messy for a repeatable reason?” 
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C. SME elicitation under pressure → “SME protocol + time-to-respond record” 

1. Capture: who provided what, when, under what constraints, and how inputs were 

reconciled. 

2. Challenge: “Did we force System 1 answers?” “Did one SME become the anchor?” 

D. Model structure/validation → “Model card for CERs (fit + limits + failure modes)” 

1. Capture: domain limits, diagnostics, segment tests, and known weak regions. 

2. Challenge: “Where does this model fail?” “Are we ignoring a driver because it’s hard 

to measure?” 

E. Communication & governance → “Release discipline + anchor controls” 

1. Capture: what numbers were shared early, with what caveats, and what changed later. 

2. Challenge: “Are we explaining variance or negotiating to an anchor?” 

Key point: if you already produce a CARD/GR&A package, you already have a home 

for these controls; this is a plug-in, not a new process. 

Porter’s “Psychology of Cost Estimating” [21] is especially blunt about why it matters: 

humans are inconsistent judges of complex information, and the acquisition environment is 

uniquely complex. Porter also highlights a substantial body of research comparing statistics 

vs. subjective prediction, emphasizing that when data are available, statistical approaches 

typically outperform subjective judgment. 

 Working in a fast-paced, acquisition-focused environment, PMs often come to me 

requesting estimates for prior efforts and begin the conversation with, “It cost X $M last time.” 

While historical information on previous acquisitions is helpful, I often find that, no matter how 

thoroughly I develop an estimate with fully vetted inputs, risk, and inflation, after delivery, I am 

asked, “Why isn’t it X $M like last time?” While frustrating, this clearly highlights anchoring 

bias and how even the best estimate can appear ‘wrong’ if anchored to a ‘should cost’ target.  

A similar anchoring dynamic is evident in early contractor rough order-of-magnitude 

(ROM) inputs. Even when a ROM is explicitly labeled “low fidelity,” it often becomes a 

reference point in leadership discussions; later, higher-fidelity estimates can be judged against 

the ROM rather than against the updated scope, assumptions, and risk. The control is the same: 
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keep early numbers as ranges, document the conditions under which they were produced, and 

manage when/how they are released. 

Our role as cost analysts is to guide our leadership through the cost estimation process. It 

is increasingly important to examine how the bias injection points above affect the point estimate 

and to define the risk multiplier to account for the uncertainty these biases introduce. However, 

note that our numerical risk injection typically focuses on our SME’s responses to estimate input 

requests. Additional risk arising from framing, data selection, validation, and communication 

could be quantified (or captured through GR&As) to enhance the fidelity of your estimates. 

3.1.2 Motivational and Cognitive Bias (JA CSRUH taxonomy) 

A recurring challenge in cost estimating is that teams can recognize that “bias exists,” yet 

still struggle to describe the specific bias at play and why it surfaces under real schedule and 

governance pressure. A practical way to strengthen estimating discipline is to adopt a defensible 

taxonomy that separates the drivers of biased judgment. The Joint Agency Cost Schedule Risk 

and Uncertainty Handbook (JA CSRUH) provides a useful, estimating-oriented split by 

separating elicitation errors into motivational and cognitive biases. This separation is valuable 

because the two mechanisms produce distinct failure modes and require distinct controls. 

 

 
Table 1: JA CSRUH Table 2-7 Motivational and Cognitive Bias 
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In this paper, motivational bias refers to pressures and incentives that steer judgment 

toward a preferred conclusion. Motivational bias often arises when the estimate becomes a tool 

for persuasion rather than prediction, including situations in which social pressure, advocacy, or 

competitive dynamics reward a “good story” over an accurate forecast. The broader decision 

science literature describes this phenomenon as motivated reasoning, in which individuals 

selectively recruit assumptions and evidence that support the outcome they want to be true. 

In contrast, cognitive bias refers to systematic errors arising from mental shortcuts in 

uncertain situations. Cognitive bias is not primarily about intent; it is about how humans simplify 

complex problems when time, data, and attention are limited. In practice, cognitive bias often 

arises when teams generalize from a small or unrepresentative set of projects, overweight vivid 

or recent experiences, or anchor on an early number and fail to adjust sufficiently even after new 

evidence becomes available. 

The JA CSRUH table lists illustrative examples of both categories. Motivational factors 

commonly surface during live briefings, integrated product team discussions, or when estimate 

updates occur under tight timelines. The cognitive items often surface when teams interpret 

limited histories, choose reference classes, or extrapolate from prior efforts without sufficient 

segmentation. This taxonomy provides a credible foundation for the controls proposed later in 

this paper by linking specific bias types to observable artifacts such as elicitation protocols, 

documentation posture, independent challenge records, and segmentation tests. 

3.2 Anchoring as the “quiet killer” in estimate updates 

Anchoring is a persistent challenge in cost work: once a number is shared (even if 

explicitly labeled “low fidelity”), stakeholders can become psychologically anchored to it. Porter 

[21] explicitly describes this pattern, drawing on common stakeholder reactions to updated 

estimates, and explains why low-fidelity numbers can create persistent friction. 

Example: an early contractor ROM is provided for planning and quickly becomes “the 

number” used in downstream discussions. Months later, after the scope is clarified, the WBS 

definitions align, and risk is added, the updated estimate moves, yet the update is interpreted as 

“growth” rather than “refinement.”  
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Practical implication: managing when and how early numbers are released can be a 

bias-mitigation action, not just a communication preference. When a ROM must be shared, 

present it as a range with explicit assumptions/conditions, record it in the GR&A (or assumptions 

register), and pre-brief stakeholders that changes in scope, data, and risk are expected to move 

the estimate. 

3.3 Structured judgment (JAS/WOA) as a cost-team control 

Malone and Snyder [23] propose structured group-decision methods that translate well to 

estimating teams: 

• Judge–Advisor System (JAS): a designated “judge” integrates input while advisors 

provide recommendations. 

• Weight-of-Advice (WOA): inputs are deliberately weighted based on assessed quality, 

relevance, and expertise. 

They outline a practical sequence: define context, gather advice, assess quality, assign 

weights, integrate, and recommend. The intent is not to eliminate judgment, but to prevent 

dominance effects and improve transparency. 

 

4 HOW BIAS SHOWS UP IN AI (AND WHY IT FEELS OBJECTIVE) 

AI systems can amplify bias for two reasons: 

1. Scale: They operationalize decisions across thousands or millions of cases. 

2. Opacity: Many models are challenging to interpret, making bias harder to detect without 

deliberate testing. 

4.1 Common AI bias pathways 

A. Training data bias - under-represented groups, missing cases, or skewed labels. 

B. Historical inequity encoded as “signal” - models learn patterns that reflect prior 

decisions and institutional realities. 

C. Proxy variables - neutral-seeming features correlate with protected attributes. 

D. Objective-function bias - optimizing for accuracy, throughput, or profit can yield 

unequal error rates. 
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E. Deployment feedback loops - model outputs influence future data (self-fulfilling 

predictions). 

A concise taxonomy of “data bias” is useful because it prevents the term from becoming 

a catch-all label. The Google Machine Learning Crash Course [10] describes several common 

data-bias types that map cleanly to both AI training datasets and traditional cost datasets. 

First, selection bias occurs when the sampled data does not represent the population on 

which the model will be used. In cost terms, this can look like a dataset dominated by one 

mission type, one acquisition strategy, one prime contractor environment, or only “successful” 

efforts that remain visible in the record.  

Second, reporting (observability) bias occurs when what is recorded differs from what 

actually occurs, which is common when rework, informal scope changes, integration burdens, or 

defect drivers are unevenly captured across programs. 

Third, measurement bias occurs when features are systematically measured with error or 

when definitions shift over time. In cost analysis, this can include inconsistent labor-hour 

definitions, changing burden practices, inconsistent inflation handling, or shifting WBS 

mappings across data sources. 

Finally, label bias occurs when the target variable reflects human judgment, policy, or 

process artifacts more than the objective truth. When labels encode historical practices, the 

model can learn the process rather than the underlying phenomenon. The practical value of this 

taxonomy is that each bias type can be converted into explicit controls, sampling checks, 

definition locks, documentation of inclusion/exclusion rules, and independent review of label 

construction, before any algorithm is selected. 

4.2 Internet-trained AI: why “the dataset” is the culture 

Large language models and many modern AI systems learn from broad internet-scale 

data. That data reflects: 

• Uneven representation (some groups and viewpoints are over-/or undersampled). 

• Historical inequities embedded in text and records. 

• Stereotypes and culturally repeated narratives. 
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• Inconsistent labeling and truth standards. 

Key point for cost analysts: “It’s on the internet” does not mean “it’s representative, 

correct, or unbiased.” Internet-trained AI can produce outputs that sound authoritative while 

encoding biases present in its training distribution. 

In my other AI presentations, I have consistently described LLMs as, in effect, 

sophisticated statistical pattern-matching systems: they learn relationships from historical text 

and tend to perform best when the question remains within the data and assumptions on which 

they were trained. For practical cost work, the right mental model is similar to how we treat 

CERs: you use them within scope, you pressure-test their assumptions, and you do not treat a 

clean-looking output as proof of validity. If a CER was created with a domain of 10 to 1,000 

units, you would not use it to predict the cost of 5 or 5,000 units. Similarly, asking a commercial 

closed model to solve specific estimating tasks can yield biased or brittle answers when the 

relevant program context is unavailable (e.g., CUI-restricted details) and when the model’s 

training distribution does not represent the decision environment. 

A plethora of “cost estimating gone wrong” stories are readily available online, which 

could lead AI to produce pessimistic estimates or adopt a negative view of cost estimation. At 

the time of writing, I could not access the Joint Agency Cost Risk and Uncertainty Handbook on 

my personal computer via the web (fortunately, I always keep a digital copy close by). If AI 

cannot access one of the central handbooks that prescribe how to do our job, it could be vastly 

underestimating the work we do. Similarly, if an AI has not been trained on the ICEAA CEBoK, 

I would not trust it entirely to perform any part of cost estimation. 

4.3 The AI pipeline: where bias enters 

Bias can enter at every stage: 

1. Problem definition and success metrics, 

2. Dataset creation and labeling, 

3. Model training and feature choices, 

4. Evaluation (including what is not tested), 

5. Deployment, monitoring, and feedback loops. 
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This pipeline mirrors cost-estimating workflows: bias is rarely a single error; it is often a 

system of small choices that compound upon each other.  

4.4 The “LLM illusion” in cost work: why bias is harder to notice 

For cost teams, LLM outputs are uniquely risky because they often arrive in the most 

persuasive format: confident narrative, clean tables, and “executive-ready” wording. That polish 

creates a false proxy for correctness. The result is a modern version of a familiar failure mode: 

we confuse presentation quality with analytic validity. 

Three patterns show up repeatedly in AI-enabled cost workflows: 

1. Automation bias (overreliance): reviewers stop challenging assumptions because the 

text “sounds right.” 

2. Narrative anchoring: once AI drafts the story (scope, drivers, rationale), the team 

unconsciously fits the numbers to the narrative or the narrative to an affordability target. 

3. Proxy drift: the model optimizes for what it can generate cleanly (best practices) rather 

than what is true for your program (your WBS, constraints, environment, actuals). 

Cost-estimating parallel: this is the same error as taking a high-R² CER and trusting it 

without segmentation. With AI, segmentation failures are often hidden because the answer is 

presented as a single coherent story. Practical implication: AI-generated assumptions and draft 

BOE language should be treated as hypotheses to verify, not starting points to defend. 

4.5 Hallucination risk (fabricated-but-plausible output) 

In this paper, hallucination risk refers to an AI system generating statements, 

explanations, assumptions, or citations that are not supported by the evidence provided, while 

presenting them in fluent and confident language. The defining feature is not “nonsense,” but a 

believable output that appears rigorous because it is coherent. This behavior has been 

documented in natural language generation and is especially common when systems summarize, 

infer beyond the input, or are asked to supply sources without grounding. 
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Hallucination risk is uniquely hazardous in cost analysis because cost work already 

operates under uncertainty, narrative pressure, and time constraints. A hallucinated assumption 

can look like a reasonable engineering judgment, and a hallucinated citation can look like due 

diligence, even when both are untraceable. The result is a false sense of objectivity: reviewers 

can confuse the quality of the writing with the quality of the evidence. In other words, 

hallucination risk converts ordinary uncertainty into hidden bias by injecting unsupported “facts” 

into the estimate narrative. 

Mitigation is procedural as much as technical. Teams should treat AI outputs as draft 

hypotheses and require traceable support for key claims. Grounding controls include restricting 

outputs to controlled sources (program artifacts, curated repositories, approved cost databases), 

requiring citations for factual statements, and using retrieval-based methods when available. 

Verification controls include independent checks of key drivers and assumptions, explicit 

reviewer sign-off, and a “show-your-work” posture where the chain of evidence is 

reconstructable. Finally, transparency controls, such as logging prompts, model settings, and 

cited sources, reduce the risk that hallucinated content becomes institutionalized through 

copy/paste and iterative reuse. 

 

5 CREDIBLE CASE STUDIES (AND THEIR ESTIMATING PARALLELS) 

The goal of these cases is not to litigate any one domain; it is to highlight mechanisms 

that cost analysts should recognize. 

5.1 Criminal-justice risk scoring (“Machine Bias”) 

ProPublica [1] reported disparity patterns in a widely used risk tool, including different 

error behaviors across demographic groups. The lesson for cost analysts is structural: a model 

can have acceptable overall performance while still allocating errors in ways that matter to 

outcomes. 

Estimating parallel: a CER can appear “good” overall (e.g., high R²) but may 

systematically fail for a subset (e.g., a specific platform variant, site, or maturity category). If 

you never segment, you never see the failure. 
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5.2 Amazon recruiting tool 

Reuters [5] reported that an internal resume-screening tool trained on historical hiring 

patterns learned to penalize signals associated with women. 

Estimating parallel: if historical programs were systematically under-budgeted early 

and “rescued” later, your dataset may embed a pattern that normalizes early underestimation (and 

treats cost growth as inevitable rather than diagnosable). 

5.3 Facial analysis and demographic effects 

Peer-reviewed work (“Gender Shades”) [4] and NIST testing (FRVT demographic 

effects) document that algorithm performance can vary across demographic groups, particularly 

when training and benchmark datasets are unbalanced. 

Estimating parallel: if your dataset under-represents certain mission types, contract 

types, or operational contexts, the model may be “accurate” for the majority but unreliable in the 

areas where the organization most needs insight. 

 As any cost analyst versed in database analysis knows, the objective is stratification. A 

CER that fits every point in a dataset (even with strong fit statistics) can often fail for specific 

inputs (e.g., unique platforms, locations, mission sets, contract types). It is important to 

remember that most AI offerings lack the cost estimation expertise you bring. The more specific 

a cost estimation task is, the more difficult it will be for AI. 

 

6 BIAS IN MAJOR PROGRAMS: COST GROWTH AS A SYMPTOM (NOT PROOF) 

Cost growth is not automatically “biased.” It can reflect fundamental uncertainty, 

changing requirements, or poor early knowledge. However, cost growth can also be a symptom 

of structured optimism, anchor effects, and governance incentives. 

The F‑35 program is frequently cited in discussions of bias because public reporting 

highlights the magnitude of life-cycle costs and the growth in sustainment costs over time. GAO 

reports indicate that the DoD estimates the program will cost approximately $1.7T [6] over its 

lifetime and that sustainment cost estimates have increased materially in recent updates. 
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Estimating parallel: large programs illustrate how early anchors and optimistic 

assumptions can persist through multiple budget cycles, particularly when estimates are used to 

justify decisions rather than to inform them. 

 

7 DETECTING BIAS: A REPEATABLE “BIAS AUDIT” FOR ESTIMATES AND AI TOOLS 

This section translates “bias” from an abstract concern into a workflow step that can be 

embedded into GR&A, model validation, and peer review. The following checklist should be 

used at all stages of cost estimation to identify and address potential sources of bias. Top risks 

should be identified, along with mitigation actions and leadership's residual risk statements. This 

should be a repeated methodology, not a ‘one and done’ activity. 

7.1 A lightweight bias audit checklist 

(1) Framing and incentives - Who benefits from a lower (or higher) estimate? - Are we 

optimizing for “approval” instead of “accuracy”? 

(2) Data representativeness - What is missing? What is overrepresented? - Are the excluded 

cases systematically different? 

(3) Segmentation tests - Do results change materially across key segments? - contract type, 

mission set, site/location, platform variant, maturity level, vendor, etc. 

(4) Anchoring risk - What prior number exists (budget, earlier estimate, “back of napkin”)? - 

Are we treating it as evidence or merely as a reference point? 

(5) Uncertainty realism - Are ranges defensible and calibrated? - Are correlations and 

common-mode risks considered? 

(6) Independent challenge - Was an independent review conducted? - Were dissenting views 

captured and addressed? 

(7) Documentation quality - Are key decisions and rationales traceable? - Can a new 

reviewer reconstruct the logic? 

In my experience, the best way to ensure that you address all potential sources of bias is 

to provide full justification and documentation of inputs and assumptions in a consolidated, 

usable format. One of the best examples I have seen of this utilizes Agile Roadmapping [13], 
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which leverages content-driven roadmaps and takes the form of a CARD (Cost Analysis 

Requirement Document). In this format, you can capture the full pedigree of an estimate in one 

document. A good CARD outlines the inputs required to estimate the entire agile program, with 

a focus on staffing forecasting. Historical effort actuals are used in novel ways, enabling the 

estimator to have candid conversations with engineers and developers during which potential 

biases can be openly discussed. Discussions with your engineers and developers can now focus 

on reviewing completed historical tasks (used to project workforce requirements for future 

efforts). This framework makes it easy to walk through the audit checklist above. 

7.2 Alignment with oversight and audit expectations 

Many of the controls recommended in this paper are not “new bureaucracy.” They align 

with the expectations that oversight and independent review communities apply when evaluating 

whether an estimate is defensible. For example, widely used estimating guidance emphasizes that 

credible estimates are transparent, well-documented, and supported by evidence, with clear 

traceability of assumptions and a realistic treatment of uncertainty. These characteristics are 

consistent with the bias-audit checklist proposed here, which prioritizes documentation posture, 

representativeness checks, independent challenge, and validation rigor. 

In practice, audit and review discussions frequently probe for exactly the artifacts implied 

by the checklist: stable definitions across data sources, rationale for exclusions, evidence of 

segmentation and sensitivity testing, and documentation that allows a new reviewer to 

reconstruct the logic without relying on informal tribal knowledge. When these artifacts are 

missing, bias becomes easier to institutionalize because the estimate shifts from evidence-driven 

to narrative-driven. Importantly, this alignment is also strategic for the profession: bias controls 

are not only quality improvements, they are a practical way to demonstrate why human 

accountability and defensibility remain essential even as AI drafting tools become more 

common. 
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8 MITIGATING BIAS: PRACTICAL COUNTERMEASURES FOR COST ANALYSTS, PROGRAM 

MANAGERS, AND ENGINEERS 

Bias mitigation is not a one-time cleanup effort. It is a control loop. In practice, the most 

effective mitigations are those that attach to existing estimating gates (GR&A, peer review, brief 

rehearsal, leadership read-ahead) rather than relying on individual discipline. The goal is not to 

eliminate bias, but to make it detectable, discussable, and harder to institutionalize, especially 

under schedule and must-fit pressures. 

8.1 Process controls 

• Structured estimating processes and independent reviews: follow proven processes 

and insist on challenge functions. 

• Reference class forecasting / outside view: counter optimism bias by comparing to 

distributions of similar projects. 

o “Outside view” forecasting is a documented debiasing method: replace inside-

view narratives with base rates from comparable efforts, then reconcile 

differences through explicit assumptions. 

• Pre-mortems and scenario analysis: force System 2 (slow, deliberate) thinking by 

asking, “How could this go wrong?” 

 

8.2 Data controls 

• Data audits: document inclusion/exclusion criteria; justify outlier handling. 

• WBS and definition alignment: standardize cost-element definitions so comparisons are 

real. 

• Segment and test: if bias concentrates in a subset, break the problem down (e.g., by 

WBS element, vendor, location, time period, complexity tier, or data source) and 

compare error/fit and assumptions across segments. Use segmentation when audit 

questions indicate heterogeneity, systematic exclusions, uneven missingness, clustered 

outliers, or definition mismatches, rather than doing it for every estimate by default. 
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8.3 Model controls (AI and traditional) 

• Validation on realistic conditions: test where the model will be used. 

• Human-in-the-loop oversight: keep decision authority with accountable humans. 

• Transparent documentation: assumptions logs, model cards for AI-enabled tools [15], 

datasheets for datasets [8], and reproducible artifacts to support auditability and 

repeatable peer review. 

 

9 AI BIAS SANDBOX (RULES-BASED EDUCATIONAL TOOL FOR COST WORKFLOWS) 

The AI Bias Sandbox is a rules-based educational tool designed to 

help cost teams anticipate and reduce bias exposure when AI is used in 

the cost workflow (e.g., summarizing SOW/requirements to draft 

assumptions, generating WBS/mapping suggestions, drafting BOE 

narrative, labor rate banding/market scan support, risk identification, or 

anomaly/data QA suggestions). 

It is not a cost model and does not produce cost values. Instead, it profiles risk created by 

how AI is configured and governed, including: 

• Training data provenance and domain representativeness 
• Prompt discipline 
• Grounding method (none vs Retrieval Augmentation Generation vs verification) 
• Anchoring/must-fit pressure 
• Evaluation rigor (none through red-teaming) 
• Hallucination controls 
• Monitoring/drift detection 
• Human-in-the-loop requirements 
• Access environment 
• Documentation posture (none through full SOP/audit trail). 

Outputs include an AI Bias Exposure Score, a Reliability score, Governance readiness 

score, a likely failure mode, a bias radar visualization (0–100 rules-based axes), drivers, and 

mitigation suggestions written in DoD/ICEAA phrasing.  

Image 2: AI Bias Sandbox QR Code 

https://pcasey5216.github.io/AI_Bias_Sandbox.html
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9.1 Key terms used in the AI Bias Sandbox (radar axes) 

The AI Bias Sandbox uses eight control categories as the axes of its radar visualization. 

Each axis is intentionally framed as an implementable control area rather than an abstract slogan. 

This design choice is deliberate: it prevents the tool from becoming a novelty score and instead 

makes it a structured prompt for mitigations that can be documented in GR&A packages, peer 

reviews, or internal model governance. 

Representation Bias (data representativeness) captures whether the examples the AI 

relies on (training data, retrieved context, 

or the analyst’s provided inputs) are 

representative of the real-world population 

the estimate is intended to describe. Over- 

or under-representing key strata (e.g., 

contract type, program maturity, mission 

area, skill level, clearance, location, 

vendor, or time period) can quietly distort 

base rates and drive estimates toward the 

“average of the wrong reference class.” 

Selection/Coverage Bias (missing segments / blind spots) captures whether relevant 

segments are missing entirely from the data or context used to support a conclusion (e.g., only 

successful efforts, only one vendor’s history, only recent years, only one contract vehicle, or only 

a subset of WBS elements). A model (or analyst) can appear precise while being systematically 

blind to the very cases that most influence cost risk, tail outcomes, or transferability.  

Measurement/Label Bias (inconsistent definitions and “what counts”) captures bias 

introduced when the variables, labels, or “ground truth” used to train, evaluate, or interpret 

outputs are inconsistently defined across sources, time periods, or organizations. In cost work, 

this often appears as mismatched WBS mappings, inconsistent labor category definitions, 

shifting “done” criteria, or blended cost elements (e.g., mixing O&S with procurement, or labor 

with travel) that create the illusion of comparability when the underlying definitions differ. When 

the AI (or analyst) learns from or summarizes data with inconsistent labels, the model can 

Image 3: AI Bias Sandbox - Bias Radar 
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produce confident outputs that are systematically skewed, because it is optimizing against a 

moving target. Practically, reducing this bias requires a data dictionary, documented 

inclusion/exclusion rules, version control for definitions, and explicit checks that like is being 

compared with like before drawing conclusions or transferring estimates. 

Anchoring and narrative lock-in capture whether early numbers, targets, or storylines are 

driving the analysis rather than evidence. In cost work, this often appears as must-fit constraints, 

affordability caps, or repeated reuse of low-fidelity ROMs that become treated as truth. 

Anchoring risk tends to persist across updates unless teams explicitly manage release strategy 

and document why the current estimate differs. 

Confirmation and selective reasoning capture whether the workflow is structured to 

challenge itself or primarily to justify a preferred conclusion. In cost work, this includes cherry-

picking analogies, choosing a convenient reference class, or privileging assumptions that support 

approval narratives. Strong countermeasures include independent challenge, explicit capture of 

dissent, and segmentation tests that reveal where convenient assumptions fail. 

Automation bias (overreliance) is the tendency to overweight automated outputs simply 

because they are automated, even when signals indicate they may be wrong. In cost work, 

automation bias can arise when teams reduce review rigor because AI-generated text appears 

clean or when AI-generated assumptions are treated as “industry standard” without traceable 

support. The practical control is to maintain consistent review standards and require evidence for 

high-impact claims. 

Hallucination risk captures the possibility that an AI system produces plausible but 

unsupported content, including invented citations, fabricated requirements, or ungrounded 

assumptions. In cost work, hallucination risk is dangerous because it can blend into ordinary 

uncertainty and become institutionalized through reuse. Controls include grounding 

requirements, verification steps, and logging that makes the chain of evidence reconstructable. 

Overconfidence and calibration capture whether the workflow’s confidence level 

matches the true strength of its evidence. In practice, overconfidence shows up when the 

narrative reads certain, ranges are narrow, or point estimates are treated as “the answer” even 

though inputs are incomplete, assumptions are weakly supported, or validation is limited. In cost 
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work, this often appears as compressed uncertainty to satisfy briefing preferences, “false 

precision” driven by clean-looking tables, or unchallenged optimism about productivity, 

learning, or rework. Strong countermeasures include forcing explicit uncertainty rationale (why a 

range is tight or wide), using outside-view/reference-class checks to recalibrate confidence, and 

requiring segment-based validation so the workflow does not appear accurate overall while 

failing in the cases that matter. 

These axis definitions ensure consistency across the Sandbox outputs, the bias audit 

checklist, and the mitigation framework in this paper. The same controls that reduce bias 

exposure in the Sandbox also tend to strengthen defensibility in real-world reviews because they 

are observable, documentable, and testable. 

Crosswalk: the sandbox axes intentionally mirror the paper’s bias-audit logic (framing, 

representativeness, anchoring, independent challenge, documentation). That keeps the sandbox 

from becoming “a new thing” and instead makes it a repeatable prompt that reinforces existing 

estimating discipline. 

AI Bias Sandbox – Tool Card 

Tool type: Educational + workflow 
support (bias-risk profiler) 

Governance: Human review required; 
outputs documented as risk indicators; 

decisions remain with accountable analysts 

Intended use: Identify likely bias 
pathways; recommend mitigations; 

support GR&A/peer review conversations 

Not intended for: Producing cost 
estimates; certifying fairness; replacing 

independent review; evaluating individuals 

Inputs: Estimating conditions and choices 
(data representativeness, anchoring 

pressure, schedule pressure, segmentation, 
uncertainty realism, review structure, etc.) 

Outputs: Bias profile (radar/star); top 
drivers; qualitative distortion risk; 

recommended controls 

Scoring meaning: “Lower score” indicates 
stronger bias controls were applied (not 

that bias is eliminated) 

Limitations: Heuristic mapping; simplified 
taxonomy; depends on honest inputs; does 

not quantify bias magnitude 
Table 2: AI Bias Sandbox – Tool Card 
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9.2 How to use the sandbox in a real cost conversation 

The sandbox is most useful when it is treated as a structured pre-brief: a way to surface 

bias pathways before assumptions harden into “the number.” The following pattern is 

intentionally lightweight and aligns with how cost teams already operate. 

Step 1 – Run it early (before drafting the narrative): enter the planned AI use case and 

governance conditions. Take a screenshot of the output (radar + drivers). 

Step 2 – Translate drivers into GR&A language: convert the top 3–5 drivers into explicit 

risks/assumptions (e.g., “anchoring pressure present,” “no grounding/citations”). 

Step 3 – Assign mitigations as actions, not intentions: pick one control per driver 

(RAG/citations, HITL sign-off, holdout test/red team, logging/change control). 

Step 4 – Re-run and document the delta: the value is not the score, it’s visible 

before/after showing what controls reduced exposure. 

Recommended talk track (one sentence): “We are not using this score to claim 

fairness; we’re using it to prove we applied controls before relying on AI-enabled outputs.” 

9.3 Mini-example: AI Drafting Assumptions 

A cost team is using AI to summarize SOW/requirements → draft assumptions and 

generate early BOE language for a cloud modernization effort. Leadership has shared an 

affordability target, and the team is under schedule pressure. 

“High Risk” Sandbox settings: 

• AI task: Summarize SOW/requirements → draft assumptions 

• Output style: Tables/structured output (looks “precise”) 

• Decision impact: High (directly influences dollars/decisions) 

• Training data provenance: Closed model (unknown training mix) 

• Prompt discipline: Loose (“just answer”) 

• Grounding method: None (pure model response) 

• Anchors provided: Prior estimate/target shown + Must-fit constraint stated 

• Evaluation rigor: None 

• Hallucination controls: None 

• Monitoring & drift detection: None 
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• Human-in-the-loop: None (auto-use allowed) 

• Documentation posture: None 

• Policy guardrails: “No unaudited numbers / No Citations required / No Logging.” 

 
Image 4: AI Bias Sandbox Output – High Risk 

Expected Sandbox outputs 

• Bias Exposure, Reliability, and Governance readiness worsen. 

• Likely failure mode becomes “confident but untraceable assumptions” / “anchored 

narrative.” 

• Drivers call out weak grounding/eval + anchor/must-fit pressure. 

• Mitigations recommend tightening prompt discipline, grounding (RAG), 

verification/HITL, and documentation. 

 

“Low Risk” Sandbox settings: 

• Output style: Bullets with sources + confidence tags 

• Training provenance: RAG over curated internal corpus or Gov/DoD controlled corpus 

• Prompt discipline: Strict (role, scope, constraints, cite sources) 

• Grounding: RAG (retrieval with citations) or Tools + verification steps 

• Evaluation: Benchmarks + holdout set or Red-teaming + adversarial tests 

• Hallucination controls: Verification step or Gated release + human approval 
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• Monitoring: Auto monitoring + alerts + rollback 

• HITL: Required (review + sign-off) 

• Documentation: Model card + data sheet + change log (or full package SOP/audit trail) 

• Policy guardrails ON: No unaudited numbers / Citations required / Logging 

 
Image 5: AI Bias Sandbox Output – Low Risk 

 If my leadership had requested that I complete this task using AI, the two previous 

screenshots would be sufficient to tell the whole story. An initial assumption list could be 

generated using open-source AI with little to no bias controls. However, as seen in the ‘High 

Risk’ screenshot, the risk of untraceable assumptions and other biases affecting the outcome is 

too high. Using the controls implemented in the “Low Risk” example (RAG, human-in-the-loop, 

etc.), we can significantly reduce AI bias. It is important to note that, although we reduced risk, 

anchoring and must-fit pressures still drive confirmation and anchoring upward, thereby 

increasing risk. 

 I believe this kind of interactive dashboard creation is the future of our work as cost 

analysts. More than crunching numbers, our work has always centered on telling the story behind 

the numbers. Creating custom interactive interfaces can help tell our stories in new and unique 

ways, never before possible. By making the sandbox, I learned more about HTML, AI Coding, 

and GitHub hosting. I strongly encourage others to develop their own interactive applications to 

enhance the fidelity of their cost estimation narratives. 
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9.4 Pilot validation (lightweight sanity-check) 

The AI Bias Sandbox is a rules-based profiler, so “validation” is not about proving the 

true magnitude of bias; it is about demonstrating that the tool behaves predictably, aligns with 

practitioner expectations, and produces outputs that are useful for GR&A and peer-review 

conversations. This section documents a lightweight internal micro-pilot focused on face validity 

and decision utility, i.e., whether the sandbox surfaces review-relevant drivers and mitigations in 

a way that practitioners recognize and can use in normal estimating workflows.  

Pilot objective. The pilot sought to confirm that paired configurations (High Risk vs. 

Controlled) behave coherently across common cost-workflow tasks: (1) higher-risk governance 

conditions should generally increase exposure and shift “likely failure mode” language in the 

expected direction, (2) standard controls (grounding/citations, HITL, evaluation, logging/change 

control) should generally reduce exposure, and (3) the top drivers surfaced by the tool should 

align with what reviewers would document as GR&As or peer-review findings.  

Pilot design (performed). Four internal practitioners completed a micro-pilot comprising 

three scenarios with paired configurations (six total scenario/config pairs). The intended time-on-

task was 25–40 minutes.  

The scenario set was loaded directly within the sandbox (via the “Load micro-pilot 

scenarios” function) and included: S1 (BOE drafting support), S2 (market scan / labor 

benchmarking), and S3 (anomaly triage), each run as High Risk (HR) and Controlled (CTL).  

For each scenario/config, participants recorded the overall exposure (or equivalent KPI), 

reviewed the top drivers and mitigations, and then answered four Likert-scale items (1 = strongly 

disagree, 5 = strongly agree): face validity, driver relevance, actionability, and confidence/utility 

in review conversations. Free-text feedback was also solicited via a “missing driver” prompt. 

Consistent with the pilot guidance, results are reported in aggregate (no names) and do not 

involve proprietary program data.  

Results summary: Four internal practitioners (n = 4) completed six scenario/config 

evaluations each (three scenarios scored under a High-Risk and a Controlled configuration), 

yielding 24 evaluations total. Each evaluation included four Likert questions (1 = strongly 
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disagree, 5 = strongly agree): Face Validity, Driver Relevance, Actionability, and 

Confidence/Utility, for 96 item-level ratings total. 

The following table summarizes the aggregate results. Overall, ratings were favorable, 

and the tool behaved directionally as intended: Controlled configurations tended to feel more 

defensible (higher Face Validity), while High-Risk configurations made failure pathways more 

salient, which increased perceived Driver Relevance and Actionability. This is a desirable 

training characteristic: when controls are intentionally weakened, the tool should surface clearer 

“what to fix” drivers and mitigations, even if the setup is less defensible as a real-world 

operating condition. 

 
Table 3: Micro-Pilot Results 

At the scenario level, the S3 (anomaly triage) pair produced the strongest separation in 

practical usefulness: the High-Risk configuration scored Confidence = 4.25 and Actionability = 

4.25, compared with the Controlled configuration, which scored Confidence = 2.75 and 

Actionability = 2.75. This pattern is consistent with how reviewers experience anomaly triage in 

practice: when controls are weak, risks become more salient and the mitigations become more 

concrete (e.g., documentation/logging, verification steps, independent challenge). Conversely, in 

more controlled configurations, some participants appeared to want additional framing to 

understand why the tool still shows residual drivers (e.g., anchoring pressure, confirmation 

pressure) even when governance is improved. 

Interpretation and the primary usability takeaway. The pilot reinforced a practical 

point: the sandbox can be credible and useful while still being non-intuitive on first exposure. 

Early feedback indicated that the interface and terminology benefit from immediate, in-context 

explanation, especially for non-specialist users and for practitioners who have not historically 

Average of 
Face 

Validity

StdDev of 
Face 

Validity

Average of 
Driver 

Relevance

StdDev of 
Driver 

Relevance
Average of 

Actionability
StdDev of 

Actionability
Average of 

Confidence
StdDev of 

Confidence
S1 Controlled 4.8 0.5 3.8 1.3 2.5 1.3 3.3 1.5
S1 High Risk 3.5 1.0 4.0 0.8 3.8 1.5 3.5 1.0
S2 Controlled 4.3 0.5 4.0 1.4 3.3 2.1 3.8 1.5
S2 High Risk 3.5 1.0 3.8 1.0 3.5 0.6 4.0 0.8
S3 Controlled 3.5 1.9 3.3 1.3 2.8 1.7 2.8 1.5
S3 High Risk 3.3 1.0 4.8 0.5 4.3 0.5 4.3 0.5
Grand Total 3.8 1.1 3.9 1.1 3.3 1.4 3.6 1.2
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used “bias” language in estimate-review vocabulary. In response, the sandbox was improved to 

(1) add hover-over definitions for each bias axis and key terms and (2) add clearer framing so 

users interpret “drivers” and “mitigations” as review prompts rather than outputs to defend. This 

aligns with the paper's core claim and the presentation: bias is easiest to manage when it is made 

explicit, legible, and tied to controls that map to standard estimating artifacts (assumption logs, 

GR&As, peer-review notes, and traceability evidence). 

What this pilot does not claim. This micro-pilot does not certify fairness, compliance, 

or “correctness” of any AI output. It does not measure the magnitude of real-world bias, nor does 

it validate the sandbox as a statistical estimator. Its purpose is narrower: to confirm that the 

rubric is coherent, repeatable, and useful as a control prompt in estimate review conversations, 

consistent with the tool’s intended use and limitations.  

Limitations and next steps. The current results reflect a small internal sample and 

should be treated as indicative rather than definitive. As additional responses are collected, the 

same analysis can be repeated to check stability of means, scenario-to-scenario consistency, and 

whether certain axes/controls reliably drive the same “review-relevant” outputs. A reasonable 

follow-on step would be to calibrate rubric weights using retrospective cases in which 

documentation shows which controls were actually applied, thereby improving realism without 

turning the sandbox into a cost model or implying empirical measurement of bias. 

 

9.5 How the sandbox was built with ChatGPT (high-level) 

The AI Bias Sandbox was created through iterative co-authoring with an AI language 

model. The intent was to demonstrate a repeatable pattern: define a decision problem, convert 

expert judgment into explicit assumptions, map assumptions to risks, and package the result into 

a lightweight tool that is easy to share (web link + QR code). The process emphasized rapid 

prototyping paired with human review: the AI accelerated drafting and implementation, while 

the human author defined scope, validated logic, and controlled the narrative to prevent the tool 

from being misinterpreted as a cost model. 
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Iteration 1: define the bias model. The initial work focused on identifying bias 

categories relevant to cost estimating (anchoring, optimism, survivorship/selection, confirmation, 

group dynamics, false precision) and mapping them to common estimating assumptions. 

Iteration 2: design the user experience. The goal was a one-page dashboard that makes 

bias intuitive. A radar/star chart was selected to show a “bias fingerprint” at a glance. 

Iteration 3: implement and debug. ChatGPT was used to draft and refine the 

HTML/CSS/JavaScript implementation, including layout and mobile-friendly behavior. 

Iteration 4: publish and distribute. The tool was hosted on GitHub Pages, allowing 

access via a link and a QR code. 

Representative prompt patterns used to create the sandbox: - “Create an interactive 

webpage that helps cost analysts explore how assumptions create bias; use a radar chart and 

include toggles.” - “List the assumptions that have the biggest impact on creating bias (making 

the star graph more populated).” - “Make it mobile-friendly and suitable to link via QR code in a 

presentation.” - “Error-check and fix the code; remove features that aren’t needed to keep it 

stable.” 

The purpose of including this build path is not to claim that AI should replace 

engineering or analysis, but to demonstrate a practical model: AI can accelerate prototyping and 

iteration when paired with clear human intent, review, and validation. 

 

9.6 Limitations 

A key limitation is that the sandbox is a simplified, rules-based proxy for bias exposure 

rather than a measure of bias magnitude. The scoring reflects a transparent mapping from user-

selected conditions (e.g., anchoring pressure, grounding method, evaluation rigor, documentation 

posture, and HITL controls) to likely bias pathways and failure modes. As a result, the tool’s 

usefulness depends on honest input and thoughtful interpretation. The output should be treated as 

a risk indicator that triggers mitigations and documentation, not as a certification of fairness, 

compliance, or analytic correctness.  
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Importantly, the sandbox is intentionally not a cost model: it does not produce dollar 

outputs, it does not validate CERs, and it cannot replace independent review. Its value is the 

structured conversation it forces early, before assumptions harden into “the number.” 

Furthermore, while candidate equations for bias and risk scoring are provided (Appendix B), 

they are illustrative heuristics intended for transparency and discussion, not statistically 

estimated parameters. The coefficients are not empirically calibrated and should be interpreted 

only as tunable settings for repeatable comparisons across scenarios. 

9.7 Defending the Profession 

Rather than replacing cost analysts, AI increases the need for them. AI systems can 

produce plausible outputs quickly, but they can also scale hidden bias and false precision when 

trained on unrepresentative data or deployed without validation and monitoring. The analyst’s 

role evolves toward assurance: verifying data fitness, testing segmentation failures, challenging 

anchors and incentives, documenting limitations, and ensuring human accountability.  

The AI Bias Sandbox is a practical way to make that assurance visible, turning “trust me” 

into “here are the controls we applied.” This is consistent with risk-management frameworks that 

treat bias and human-AI interaction failures (e.g., overreliance/automation bias) as risks that 

require governance, measurement, and documentation. 

 
10 THE FUTURE OF CO-AUTHORING AND ANALYSIS WITH AI 

AI tools can help cost analysts move faster, but only if used with discipline. The same 

bias risks discussed throughout this paper apply to AI-assisted writing and analysis. 

10.1 What AI changes 

• Speed of drafting: faster outlines and iteration. 

• Breadth of synthesis: easier cross-domain analogy and example collection. 

• Risk of confident error: plausible text can hide mistakes. 

10.2 A responsible pattern for AI-assisted workshop papers 

A governance pattern consistent with estimating discipline is: 

1. Humans define claims, boundaries, and audience. 
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2. AI drafts candidate structure and language. 

3. Humans validate claims, add domain context, and verify citations. 

4. AI supports revision for clarity and coherence. 

5. Human signs the work and discloses AI assistance. 

As someone who uses AI almost daily, I see this as the natural evolution of AI usage. In 

math class, as a child, I heard “no calculators” all the way through college. At some point, we 

realized that calculators are a valid tool and available in our pockets. As a result, the way we 

teach math had to change. The focus shifted from “you need to memorize the formulas” to “you 

need to understand when and why to use the formula (that you can find in your calculator).” 

Similarly, saying “no AI” does not seem realistic in the modern age. Again, I think we are due 

for another change in perspective. An AI-related curriculum focused on ethical and thoughtful 

use needs to become standard. I believe it is paramount that AI be used as a tool, not as a 

replacement for thinking. I hope this paper has shown how AI can be used collaboratively and 

transparently to create value for the cost estimating profession. 

 

 

11 CONCLUSION: ENSURING MODELS SERVE ANALYSIS, NOT SHAPE IT 

Bias will always exist in complex acquisition environments; the real risk is allowing bias 

to become systematic, invisible, and institutionalized. For cost analysts, program managers, and 

engineers, the practical objective is not perfection; it is to reinforce disciplined decision-making: 

a more precise scope, more representative data, explicit assumptions, and validation strong 

enough to withstand schedule and “must-fit” pressures. 

This paper’s recommended posture is simple: treat bias as a managed risk with repeatable 

controls. Use segmentation to reveal hidden failure modes. Apply independent challenge and 

outside-view comparisons to counter optimism and anchoring. Structure group judgment to 

reduce dominance effects and groupthink. When AI is used, it requires grounding, logging, and 

human accountability, because AI can scale both productivity and error with equal speed.  
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Checklist takeaway (operational, not aspirational): 

 Name the anchor(s): identify any prior estimate, target, budget, or “should-cost,” and 
explicitly constrain how it may be used. 

 Prove representativeness: document what’s missing/overrepresented and why exclusions 
won’t repeat as bias. 

 Segment before you trust: test results across key slices 
(platform/site/vendor/maturity/contract type). 

 Require traceability: assumptions, sources, rationale, and changes must be reconstructable. 
 Enforce independent challenge: capture dissent and adjudicate it transparently. 
 Use the AI Bias Sandbox as a control prompt: treat the output as a bias-risk indicator that 

triggers mitigations, not as a “score to defend.” 



 

 

 

 

 

Counting the Cost of Bias: Unveiling 
Hidden Bias in AI and Cost Data 

Quantech Services Inc. 
For ICEAA 2026 Workshop 

Page 34 
 

APPENDIX A: REFERENCES 
1. Angwin, J. et al., “Machine Bias,” ProPublica (2016). Retrieved from  

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing  

2. Asch, S. E. (1955). “Opinions and social pressure,” Scientific American, 193(5), 31–35. Retrieved 

from https://doi.org/10.1038/scientificamerican1155-31 

3. Brookings Institute, “Algorithmic Bias Detection and Mitigation,” (2019). Retrieved from 

https://www.brookings.edu/articles/algorithmic-bias-detection-and-mitigation-best-practices-and-

policies-to-reduce-consumer-harms/  

4. Buolamwini, J. & Gebru, T., “Gender Shades,” Proceedings of Machine Learning Research (2018). 

Retrieved from https://proceedings.mlr.press/v81/buolamwini18a/buolamwini18a.pdf 

5. Dastin, J., “Amazon scraps secret AI recruiting tool that showed bias against women,” Reuters 

(2018). Retrieved from https://www.reuters.com/article/world/insight-amazon-scraps-secret-ai-

recruiting-tool-that-showed-bias-against-women-idUSKCN1MK0AG/  

6. GAO Report GAO-24-107177, “F-35 Joint Strike Fighter: More Actions Needed to Explain Cost 

Growth and Support Engine Modernization Decision”, 12Dec2023. Retrieved from 

https://www.gao.gov/products/gao-24-107177  

7. GAO (Government Accountability Office). (2020). “GAO cost estimating and assessment guide: Best 

practices for developing and managing program costs,” (GAO-20-195G). U.S. Government 

Accountability Office. Retrieved from https://www.gao.gov/products/gao-20-195g 

8. Gebru, T., Morgenstern, J., Vecchione, B., et al., “Datasheets for Datasets,” Communications of the 

ACM, 2021. Retrieved from: https://dl.acm.org/doi/10.1145/3458723  

9. Glauser, B., “Biases in Project Estimating and Mitigation Strategies,” ICEAA Workshop 2025. 

Retrieved from https://www.iceaaonline.com/atl25sessions/  

10. Google. (n.d.). “Types of bias. In Machine Learning Crash Course,” Retrieved from 

https://developers.google.com/machine-learning/crash-course/fairness/types-of-bias 

11. ISO/IEC 23894:2023, “Artificial intelligence — Guidance on risk management,” International 

Organization for Standardization (ISO), 2023. Retrieved from: 

https://www.iso.org/standard/77304.html 

12. Ji, Z, et. Al. (2023). “Survey of hallucination in natural language generation,” ACM Computing 

Surveys, 55(12), Article 248. Retrieved from https://doi.org/10.1145/3571730 

13. Marquette, K. & Blackthorn J., “From Zero to Hero: Roadmapping in an Agile World”, ICEAA 

Workshop 2025. Retrieved from https://www.iceaaonline.com/atl25sessions/  

14. Maynez, J., Narayan, S., Bohnet, B., & McDonald, R. (2020). “On faithfulness and factuality in 

abstractive summarization,” In Proceedings of the 58th Annual Meeting of the Association for 

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
https://doi.org/10.1038/scientificamerican1155-31
https://www.brookings.edu/articles/algorithmic-bias-detection-and-mitigation-best-practices-and-policies-to-reduce-consumer-harms/
https://www.brookings.edu/articles/algorithmic-bias-detection-and-mitigation-best-practices-and-policies-to-reduce-consumer-harms/
https://proceedings.mlr.press/v81/buolamwini18a/buolamwini18a.pdf
https://www.reuters.com/article/world/insight-amazon-scraps-secret-ai-recruiting-tool-that-showed-bias-against-women-idUSKCN1MK0AG/
https://www.reuters.com/article/world/insight-amazon-scraps-secret-ai-recruiting-tool-that-showed-bias-against-women-idUSKCN1MK0AG/
https://www.gao.gov/products/gao-24-107177
https://www.gao.gov/products/gao-20-195g
https://dl.acm.org/doi/10.1145/3458723
https://www.iceaaonline.com/atl25sessions/
https://developers.google.com/machine-learning/crash-course/fairness/types-of-bias
https://www.iso.org/standard/77304.html
https://doi.org/10.1145/3571730
https://www.iceaaonline.com/atl25sessions/


 

 

 

 

 

Counting the Cost of Bias: Unveiling 
Hidden Bias in AI and Cost Data 

Quantech Services Inc. 
For ICEAA 2026 Workshop 

Page 35 
 

Computational Linguistics (pp. 1906–1919). Association for Computational Linguistics. Retrieved 

from https://doi.org/10.18653/v1/2020.acl-main.173 

15. Mitchell, M., Wu, S., Zaldivar, A., et al., “Model Cards for Model Reporting,” FAT* ’19 (ACM), 

2019. Retrieved from: https://dl.acm.org/doi/10.1145/3287560.3287596  

16. Moore, D. A., & Healy, P. J. (2008). “The trouble with overconfidence,” Psychological Review, 

115(2), 502–517. Retrieved from https://doi.org/10.1037/0033-295X.115.2.502 

17. National Institute of Standards and Technology (NIST), “Artificial Intelligence Risk Management 

Framework (AI RMF 1.0),” NIST AI 100-1, Jan 2023. Retrieved from: 

https://nvlpubs.nist.gov/nistpubs/ai/nist.ai.100-1.pdf 

18. Naval Center for Cost Analysis.  (2013).  “Joint Cost Schedule Risk and Uncertainty Handbook,” 

Retrieved from https://mosaicprojects.com.au/PDF-Gen/CSRUH.pdf  

19. Nickerson, R. S. (1998). “Confirmation bias: A ubiquitous phenomenon in many guises,” Review of 

General Psychology, 2(2), 175–220. Retrieved from https://doi.org/10.1037/1089-2680.2.2.175 

20. Parasuraman, R., & Riley, V. (1997). “Humans and automation: Use, misuse, disuse, abuse,” Human 

Factors, 39(2), 230–253. Retrieved from https://doi.org/10.1518/001872097778543886 

21. Porter, R., “Psychology of Cost Estimating,” ICEAA Workshop 2025. Retrieved from 

https://www.iceaaonline.com/atl25sessions/  

22. Snyder, C. et al., “Cost Estimation: A Psychological Framework for Mitigating Bias,” ICEAA 

Workshop 2025. Retrieved from https://www.iceaaonline.com/atl25sessions/  

23. Snyder, C. et al., “From Overconfidence to Realism: Overcoming Bias in Early Cost Forecasting,” 

Focus: SPA Perspectives 2025. Retrieved from https://www.spa.com/focus-from-overconfidence-to-

realism-overcoming-bias-in-early-cost-forecasting/  

24. Tversky, A., & Kahneman, D. (1974). “Judgment under uncertainty: Heuristics and biases,” Science, 

185(4157), 1124–1131. Retrieved from https://doi.org/10.1126/science.185.4157.1124 

 

 

 

  

https://doi.org/10.18653/v1/2020.acl-main.173
https://dl.acm.org/doi/10.1145/3287560.3287596
https://doi.org/10.1037/0033-295X.115.2.502
https://nvlpubs.nist.gov/nistpubs/ai/nist.ai.100-1.pdf
https://mosaicprojects.com.au/PDF-Gen/CSRUH.pdf
https://doi.org/10.1037/1089-2680.2.2.175
https://doi.org/10.1518/001872097778543886
https://www.iceaaonline.com/atl25sessions/
https://www.iceaaonline.com/atl25sessions/
https://www.spa.com/focus-from-overconfidence-to-realism-overcoming-bias-in-early-cost-forecasting/
https://www.spa.com/focus-from-overconfidence-to-realism-overcoming-bias-in-early-cost-forecasting/
https://doi.org/10.1126/science.185.4157.1124


 

 

 

 

 

Counting the Cost of Bias: Unveiling 
Hidden Bias in AI and Cost Data 

Quantech Services Inc. 
For ICEAA 2026 Workshop 

Page 36 
 

APPENDIX B: AI BIAS SANDBOX SCORING RUBRIC 

B.1 Purpose and scope 
The AI Bias Sandbox is an educational, rules-based dashboard intended to help cost 

analysts explore how common AI usage choices (data provenance, prompting discipline, 
grounding, evaluation rigor, HITL, and governance) can increase or reduce predictable 
bias/failure modes in cost-estimating workflows. The rubric is not a statistical estimator of 
“true” bias; it is a transparent scoring system for discussion, training, and scenario comparison. 

B.2 Bias axes (radar chart) 
The sandbox computes eight bias exposure scores 𝑆𝑆𝑘𝑘on a 0–100 scale for: 

1. Representation Bias 
2. Selection / Coverage Bias 
3. Measurement / Label Bias 
4. Anchoring Bias 
5. Confirmation Bias 
6. Automation Bias (over-trust in AI outputs) 
7. Hallucination Risk (fabricated/unsupported claims) 
8. Overconfidence Risk (miscalibrated certainty / “looks precise”) 

B.3 Core scoring form 
Each axis score starts from a task baseline and applies additive adjustments from user-

selected assumptions, then applies a stakes multiplier and clamps to [0, 100]: 

𝑆𝑆𝑘𝑘 = clip0,100 �round �𝑚𝑚stakes ⋅ �𝐵𝐵𝑘𝑘(task) + � Δ𝑘𝑘,𝑖𝑖𝑖𝑖 ��� 
Where: 

• 𝐵𝐵𝑘𝑘(task)is the baseline for axis 𝑘𝑘given the selected AI task (Section B.4). 
• Δ𝑘𝑘,𝑖𝑖are adjustments driven by settings (Section B.5). 
• 𝑚𝑚stakes ∈ {0.85,1.0,1.18}for low/medium/high decision impact. 

B.4 Task baseline profiles 𝑩𝑩𝒌𝒌(task) 
Baseline scores by AI task (values shown as: Rep / Sel / Meas / Anchor / Confirm / Auto / Halluc 
/ Overconf): 
 

• Summarize SOW / draft assumptions: 14 / 16 / 12 / 18 / 22 / 18 / 30 / 18 
• Generate WBS / mappings: 16 / 18 / 12 / 14 / 18 / 20 / 32 / 18 
• Draft estimating approach (BOE support): 14 / 16 / 12 / 20 / 26 / 24 / 36 / 22 
• Labor rate banding / market scan: 18 / 22 / 16 / 18 / 18 / 18 / 28 / 18 
• Risk identification / register drafting: 12 / 14 / 12 / 14 / 18 / 16 / 24 / 16 
• Anomaly detection / data QA: 12 / 12 / 20 / 10 / 12 / 14 / 18 / 14 
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B.5 Additive adjustments 𝚫𝚫𝒌𝒌,𝒊𝒊(most load-bearing coefficients) 
Let the following normalized variables be defined from sliders: 

• Representativeness 𝑟𝑟 = repr/100 
• Recency 𝑐𝑐 = recency/100 
• Label quality 𝑞𝑞 = labelq/100 
• Temperature 𝑡𝑡 = temp/100 
• Persuasion risk 𝑝𝑝 = persuade/100 
• Bias testing coverage 𝑏𝑏 = biastest/100 
• Automation level 𝑎𝑎 = auto/100 
• Incentive pressure 𝑢𝑢 = incent/100 

B.5.1 Output style 
• Narrative output: +6 Automation, +6 Overconfidence 
• Table/structured output: +4 Automation, +8 Overconfidence 

B.5.2 Data representativeness / recency / label quality 
• +30(1 − 𝑟𝑟)Representation 
• +20(1 − 𝑟𝑟)Selection/Coverage 
• +10(1 − 𝑐𝑐)Hallucination 
• +28(1 − 𝑞𝑞)Measurement/Label 

B.5.3 Training data provenance 
• Closed/unknown training mix: +8 Representation, +8 Selection, +6 Hallucination 
• Fine-tuned on internal data: +6 Confirmation, +4 Selection 
• RAG over curated corpus: −10 Hallucination, −4 Overconfidence 
• Gov/controlled corpus: −4 Representation, −4 Selection, −6 Hallucination 

B.5.4 Leakage risk 
• Medium leakage risk: +6 Overconfidence, +3 Hallucination 
• High leakage risk: +12 Overconfidence, +6 Hallucination, +4 Confirmation 

B.5.5 Sensitive data posture 
• Mixed/ad-hoc: +4 Automation 
• Risky/unsafe: +8 Automation, +6 Overconfidence 

B.5.6 Prompt discipline 
• Normal: +6 Hallucination, +4 Overconfidence 
• Loose: +14 Hallucination, +10 Overconfidence, +6 Confirmation 

B.5.7 Grounding method 
• None: +14 Hallucination, +6 Overconfidence 
• RAG: −12 Hallucination, −4 Overconfidence 
• Attached docs only: −10 Hallucination 
• Tools + verification steps: −14 Hallucination, −6 Overconfidence 
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B.5.8 Temperature and persuasion pressure 
• +18𝑡𝑡Hallucination and +8𝑡𝑡Overconfidence 
• +16𝑝𝑝Automation and +10𝑝𝑝Overconfidence 

B.5.9 Anchors and “must-fit” constraints 
• If anchor provided: +30 Anchoring, +8 Confirmation 
• If “must fit target” constraint: +22 Confirmation, +8 Anchoring, +6 Automation 

B.5.10 Evaluation rigor 
• None: +12 Overconfidence, +8 Hallucination 
• Basic spot checks: +6 Overconfidence 
• Benchmarks + holdout: −6 Overconfidence, −4 Hallucination 
• Red-team/adversarial: −10 Overconfidence, −6 Hallucination, −4 Confirmation 

B.5.11 Bias testing coverage 
• −10𝑏𝑏Representation 
• −8𝑏𝑏Selection/Coverage 
• −8𝑏𝑏Measurement/Label 

B.5.12 Hallucination controls 
• None: +12 Hallucination 
• Prompt-only constraints: +4 Hallucination 
• Verification step: −8 Hallucination, −4 Overconfidence 
• Gated release + human approval: −12 Hallucination, −4 Automation 

B.5.13 Monitoring/drift detection 
• None: +6 Selection/Coverage, +4 Hallucination 
• Automated: −4 Selection/Coverage 
• Auto + alerts/rollback: −8 Selection/Coverage, −2 Hallucination 

B.5.14 Human-in-the-loop (HITL) 
• Recommended (not required): +6 Automation 
• None (auto-use allowed): +18 Automation, +8 Overconfidence 

B.5.15 Environment and documentation posture 
Environment: 

• Public SaaS: +6 Automation, +4 Overconfidence 
• Enterprise controls: +2 Automation 
• Gov enclave: −4 Automation, −2 Overconfidence 

Documentation: 
• None: +10 Overconfidence 
• Model card + datasheet + changelog: −6 Overconfidence, −2 Confirmation 
• Full package (SOP + audit trail): −10 Overconfidence, −4 Confirmation, −2 Automation 
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B.5.16 Automation level and incentive pressure 
• +26𝑎𝑎Automation bias 
• +10𝑎𝑎Overconfidence 
• +20𝑢𝑢Confirmation 
• +6𝑢𝑢Anchoring 

B.5.17 Policy guardrails 
• “No unaudited numbers”: −6 Hallucination, −4 Overconfidence 
• “Citations required”: −6 Hallucination, −3 Overconfidence 
• “Logging/audit enabled”: −3 Automation, −2 Overconfidence 

B.6 Overall Bias Exposure Score (single KPI) 

The overall score is a weighted average of the eight axis scores: 

𝑆𝑆overall = round�
∑ 𝑤𝑤𝑘𝑘𝑘𝑘 𝑆𝑆𝑘𝑘
∑ 𝑤𝑤𝑘𝑘𝑘𝑘

� 

Weights: 

• Representation 1.05 
• Selection/Coverage 1.10 
• Measurement/Label 1.05 
• Anchoring 1.10 
• Confirmation 1.15 
• Automation 1.15 
• Hallucination 1.20 
• Overconfidence 1.15 

B.7 Reliability KPI (hallucination/traceability proxy) 

Reliability starts at 65 and is adjusted (then clamped to 0–100): 

𝑅𝑅 = clip0,100�65 + Δground + Δeval + Δhctrl − 10𝑡𝑡 − 8𝑝𝑝� 
Key deltas: 

• Grounding: none −18, RAG +10, tools +14 
• Eval: none −16, benchmark +6, red-team +10 
• Hallucination controls: none −12, verify +8, gated +12 

B.8 Governance readiness KPI 

Governance starts at 50 and is adjusted (then clamped to 0–100): 
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𝐺𝐺 = clip0,100�50+Δenv+Δdocs+ΔHITL+Δdrift+Δguard� 
Key deltas: 

• Env: enterprise +10, gov +16 
• Docs: none −18, some −6, model card +10, full package +18 
• HITL: required +10, none −12 
• Drift: none −10, auto +6, auto+alerts +12 
• Guardrails: logging +8, citations +4 

B.9 Interpretation bands (used for UI labels) 

• 0–29: Low 
• 30–59: Moderate 
• 60–100: High 

B.10 Limitations and intended use 

• Scores are heuristics for training and discussion; they are not validated empirical 
measures of bias. 

• Coefficients are tunable; the intent is transparency and repeatable comparisons across 
scenarios. 

• Recommended use: compare “worst-case” (loose prompts, no grounding, no eval, high 
automation) vs “controlled” (RAG/tools, verification, red-team tests, HITL, model 
card/audit trail). 
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