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Abstract

Since the release of open-source generative Al in 2022, several ICEAA presentations have
documented the impact of this technology on the field of cost estimating. Tools like ChatGPT have
been utilized to support data analysis; however, it remains unclear how the advancement of
computational capabilities could reduce cost estimators’ reliance on human programmatic
expertise. The objective of this paper is to demonstrate how current innovations in the field of
computational law may provide insight into the future of cost estimating. We present a simple
model in Python that translates Federal Acquisition Regulations into pieces of code that operate on
notional cost inputs, integrating the cost estimate with built-in compliance checks. Cost estimators
can utilize this newfound understanding of legal mechanization to anticipate forthcoming industry
changes, as researchers strive to make computable contracts the de facto standard.
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How Legal Mechanization Predicts the Future of
Cost Estimating

1. Introduction

Developments in Al have proven disruptive in many professional settings, raising questions about
how this technology will shape the future of everyday work. Cost estimators recognize the
emergence of Al capabilities in several ICEAA presentations. They document specific use cases for
Large Language Models (LLM); share successful instances of ChatGPT generating code (Jenkins,
2025); and advocate that analysts handle LLM responses with due skepticism (Casey, 2024).
Overall, these insights align with a main takeaway of the 2025 Al Productivity Index, which states
that “frontier [Large Language] models still show substantial limitations when performing typical
professional tasks” (Vidgen, et al., 2025). These sources affirm that a trained, knowledgeable
human remains a necessary workforce asset. However, Al performance continuously improves
against demanding productivity benchmarks, outperforming humans on select assignments, such as
programming tasks (Maslej et al.,, 2025). Having observed the utility of Al tools for small-scale
numerical efforts, we ask: how could Al developments reduce cost estimators’ reliance on human
programmatic expertise? Estimators can approach this question by heightening their awareness of
Al innovations across disciplines, and we argue that developments in the field of computational
law provide relevant insights into the future of cost estimating.

The objective of this paper is to demonstrate how legal mechanization, the translation of contract
requirements into executable code, could be adopted into the cost estimating industry. Recent
advancements in computational law have leveraged Al to reduce the reading-intensive contract
analysis that is generally delegated to entry-level lawyers. Instead of consulting with a lawyer to
evaluate a contract, a person could query the contract directly, extracting relevant facts to inform
their decision making. For example, insurance contracts are ideal targets for automation because
the binding conditions of the policy are represented precisely (Goodenough & Genesereth, 2023).
The emphasis on distilling highly precise language into terms understood by computers
distinguishes Al usage in the legal field from that of other industries. Whereas cost estimators
primarily utilize Al to assist with human-driven quantitative tasks like coding and data analysis,
lawyers aim to automate the labor of comprehending and communicating rules specified by
contracts. Since cost estimates are governed by rules such as Federal Acquisition Regulations
(FAR), Cost Accounting Standards (CAS), and program-specific contract requirements, estimators
who are familiar with legal mechanization may be better equipped for forthcoming industry
changes driven by the advancement of Al.

We demonstrate the intersection between cost estimating and computational law as follows.
Section 2 provides a literature review of Al in the fields of cost estimating and computational law. In
section 3, we characterize cost estimates as rule-constrained systems with parallels to legal
reasoning systems. Having established this conceptual framework, we present a simple Python cost
model in section 4 that incorporates FAR 31 allowability rules as executable logic that operates
directly on the cost inputs. Our purpose is not to argue for the immediate implementation of
contract logic in cost models; rather, we aim to establish an interdisciplinary connection that
prepares cost estimators for future developments in Al
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2. Literature Review

In order to demonstrate the intersection of cost estimating and computational law within the
landscape of Al, we must identify three things: the current uses and maturity of Al in cost
estimating, the current uses and maturity of Al in computational law, and how parallels between
the two allow us to draw conclusions about Al’s potential role in cost estimation in the future. To
achieve this, two literature reviews were conducted, and the results were compared to each other.

2.1. Al in Cost Estimating

A review of existing literature on Al and Machine Learning in cost estimating in the ICEAA archives
identified 70 papers and presentations mentioning “NLP,” “Natural Language Processing,” “Artificial
Intelligence,” or “Machine Learning.” While the earliest presentation dated back to 2011, 57 of these
were submitted in or after 2020, indicating the relative youth of Al in the cost estimating space.
When reviewing the existing literature, three primary themes emerged: machine learning as
analytical techniques for cost estimating (such as random forest regression and automated function
point counting), machine learning and Al as assistance in software engineering and data analysis,
and the risks and benefits of leveraging generative Al tools to assist in knowledge acquisition.
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Figure 1: Word Cloud of Al/ML-related ICEAA Abstracts

One presentation of note is “Utilizing Artificial Intelligence to Evaluate Requirements” (Zabarah et
al,, 2022). In this presentation, they highlight the role of identifying requirements and functional
size in developing cost estimates, as well as the obstacle of parsing through what could be
thousands of requirements for a project by hand. They also propose a potential solution in Cadence,
a software tool that leverages NLP to automate the identification of requirements and function
points for a project with minimal analyst input. While this task would take a human analyst around
100 hours, the Cadence tool could complete this task in less than 20 minutes with only 10 minutes
of analyst supervision. These obstacles and solutions closely mirror those found in computational
law, synthesizing requirements into measurable function points instead of into computable code.
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Another presentation of note is “Why You Should Not Use Generative Al” (Lax, 2025), which
identifies Al, particularly when generative, as a truth agnostic tool, and that trusting the outputs can
be inaccurate or possibly dangerous if not handled properly. While the potential harm of
adversarial data poisoning, recursive collapse, and training data bias are stressed, Lax also
identifies text summarization as a promising use case for extracting value from of Al models, as well
as explainable Al (XAI) to reduce the risks associated with the “black box” nature of Al. In both cost
estimating and law, there is a need to accurately extract key details from large corpora and use
those details to develop transparent and defendable conclusions. However, due to the relative
youth of Al in the field of cost estimating, it is unclear how the statistical pitfalls and potential of
generative Al for summarization may directly affect estimates.

2.2. Al in Computational Law

Legal practice is, at its core, a text-heavy domain, and the combination of linguistic ambiguity,
demand for interpretation, and sheer volume of legal corpora has closely coupled machine learning
and NLP with the field of law since the former’s inception. For this reason, there is significantly
more literature on Al in the field of computational law than in cost estimation. To navigate the
wealth of academic literature, we leveraged Anthropic’s Al assistant tool Claude to identify key
journals and articles. Journals that were identified in this search were queried directly for relevant
articles, and, when possible, relevant articles were downloaded as PDFs and fed into Claude
specifically to identify relevant references. From the resulting citation network, we identified case
studies that could demonstrate parallels to the cost estimating field. This iterative and targeted
approach allowed us to reduce our search to only literature that could assist in this review and, in
turn, spend more time reviewing the literature as opposed to searching for it.

“Automated construction contract analysis for risk and responsibility assessment using natural
language processing and machine learning” (Dikmen et al., 2025) features a collection of automated
models for identifying risks, rights, and obligations in semi-standardized construction contracts,
trained on sentences from three standard contract books and tested on clauses from an actual
construction contract. Using an ensemble method comprised of a mix of support vector machines
and recurrent neural networks, the model was able to classify sentences in the actual contract as
headings, definitions, risks, rights, and obligations with 89% accuracy, and further identify the
risks, rights, and obligations as owned by the employer, the contractor, or shared with 83%
accuracy, comparing the clauses in the contract against manual review. While 83% accuracy does
not indicate that machine learning models can fully replace manual review, the results suggest
these models may be useful for triage and prioritization when reviewing contracts under a tight
deadline.

Potential applications to the field of cost estimation are direct: with contractual terms being closely
coupled with unexpected cost growth, early detection and classification of risk can help contract
pricing analysts make more informed estimates under tight bidding deadlines and enable the
mitigation of these risks both pre- and post-award. Further, identification of contractor and
employer obligations can assist in identifying a contract, and therefore the estimate’s, scope. More
broadly, this same type of classification model could be extended to identify key pieces of
information in contractual and regulatory texts, leading to more precise and accurate estimates
before cost growth can be realized.
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“NLP-based Automated Compliance Checking of Data Processing Agreements against GDPR” (Cejas
et al,, 2022) takes this concept a step further. As opposed to classifying text, the model is trained to
audit clauses in data processing agreements for compliance with regulatory standards by
leveraging advanced NLP techniques such as semantic role labelling to determine not just whether
a document is related to a requirement but if it fulfills the requirement, either fully or partially.
Again, this ties into the field of cost estimating cleanly: with the field of government contracting
requiring adherence of cost estimates to the FAR, a collection of documents totaling over 5,000
pages, it is unlikely that every regulation is known to any one or even group of cost analysts, and
even less likely that every estimate is assessed across every one of these rules. An automated FAR-
compliance checking algorithm may assist in identifying potential regulatory pitfalls, especially
when those regulations cannot be checked by something as straightforward as a simple calculation.
Further, the semantic framing methods utilized in Cejas et al.’s model could be applied to highly
technical engineering reports to provide a layman with sufficient understanding of a system, once
again potentially resulting in more precise and accurate estimates earlier in the acquisition
lifecycle.

However, as the field of Al grows beyond theory and into application, the question of accuracy
arises: how can one conclude that the outputs of a model are reasonable and trust it to continue to
be reasonable? The study “Explainable Al tools for legal reasoning about cases: A study on the
European Court of Human Rights” (Collenette et al., 2023) makes a compelling argument that, in the
legal field, practitioners can still leverage Al without raising serious concerns over accuracy.
Collenette et al. develops an XAl decision support application, where instead of ingesting thousands
of documents into a black box and returning a probable answer with <90% accuracy, data from
legal cases are transformed using Abstract Dialectical Frameworks (ADFs) to mine rules, which
then comprise a decision tree with a rule at each node. The user of the application then provides
Boolean answers to a series of questions that provide input to the decision tree, ultimately reaching
a conclusion of “violation” or “no violation” that can be traced back through every rule used and the
related case literature. In testing, this approach yielded 97% accuracy in predicting the outcomes of
a European Court of Human Rights Article 6 case. Additionally, test users found the explanations
defendable and agreed that such a tool would help them save time. This demonstrates that, across
many specialized and rule-based fields, using Al does not necessarily predicate surrendering
subject matter expertise to an algorithm.

2.3. Lessons for Cost Estimators in Computational Law

There are many ways to approach the discussion of Al in computational law beyond potential
models and use cases. For example, research has been done on the potential impact of adversarial
attacks on legal datasets, as well as possible countermeasures (Friih et al, 2024). Taking a more
cerebral approach, Prof. Elena Esposito posits that approaching Al algorithms too precisely may
over-correct for the prevalence of ambiguity in the legal field, paradoxically limiting the
interpretability of legal text (Esposito, 2022). These experts’ discussions of limitations add valuable
nuance to one’s understanding of computational law, but the accomplishments surrounding
accurate text classification and contract clause auditing demonstrate the promising trajectory of Al
in legal mechanization.

The scale of research on Al in computational law is no accident. Legal systems generate a wealth of
text data, and there is an institutional demand to extract meaning from it. This strongly incentivizes
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researchers to develop sophisticated and reliable NLP methods, accelerating this research to a level
of maturity that few fields can match. In contrast, the field of cost estimation produces
comparatively less text data and often access to that data is a significant obstacle in research. And,
while there is value in extracting meaning from text in cost estimation, the relative demand signal is
smaller, leading to the research being less mature. However, due to the parallels between these two
fields, cost professionals can leverage findings from computational law to forecast the nature of Al
in cost estimation. Through a review of use cases of Al in computational law, we were able to
identify some ways that Al, particularly NLP and XAl, could assist cost professionals in the future.

3. Cost Estimates as Rule-Constrained Systems

This section advances the connection between computational law and cost estimating

by representing characteristics of a cost model in terms of logic programming, the foundational
language of legal mechanization. Programmers leverage conditional logic to encode contract
conditions. This strategy for representing and manipulating knowledge is referred to as logic
programming. On the most basic level, an automated contract evaluates how a system of rules
operates on a set of facts. Since rule networks can be large and complex, professionals in
computational law aim to express these elements as executable code. Here, we represent cost
inputs as facts and written requirements as rules. Since defense acquisition projects are governed
by constraints such as FAR 31 cost principles and program-specific contract requirements,

we demonstrate how these program-defining attributes can be framed in the context of
computational law.

Facts Rules
Labor rate Allowability
Labor hours Reasonableness
Materials costs System requirements

Table 1: Facts and Rules of a Cost Estimate

Table 1 summarizes the properties of a cost model that we classify as facts or rules. Here, a fact is
defined as a statement about the world, such as the cost of a material, and rule is defined as

a normative constraint that governs how facts may be combined or evaluated. We characterize
rules as “normative” to distinguish qualitative, verbal constraints, which legal mechanization
centers, from strictly mathematical relations. Since cost estimates involve both kinds of constraints,
the distinction is subtle, especially when numerical bounds are applied to heuristic rules. For
instance, an estimator may decide that Other Direct Costs (ODC) are unreasonable if they

exceed 20% of labor costs. Crucially, the percent value is not derived from first principles; rather,
the 20% figure acts as a proxy for “reasonable.” Accordingly, we classify allowability, allocability,
and reasonableness as rules in the context of legal mechanization.

FAR Part 31 establishes qualitative, context-dependent requirements, making its standards well-
suited to computational law style representations. We call specific attention to sections 201-2 and
201-3. FAR 31.201-2 states that a cost is allowable only when it is reasonable, allocable, and
compliant with standards established by contract terms and CAS Board standards. FAR 31.201-

3 provides more detailed guidance for determining reasonableness. It states: “A cost is reasonable
if, in its nature and amount, it does not exceed that which would be incurred by a prudent person in
the conduct of competitive business” (Federal Acquisition Regulation, 2024). To evaluate how these
rules operate on the numerical facts of a cost estimate, we express the rules as quantitative
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heuristics. The following section demonstrates how these heuristic rules can interact with program
facts in a cost model.

4. Case Study: Rule-Constrained Cost Model in Python

We constructed a simple cost model in Python that merges basic cost math with encoded rules.
Although legal professionals typically use a coding language designed for logic programming, such
as Prolog or Epilog, we opted for Python because it is well-suited for performing numerical
calculations in addition to the logical evaluations. Linked in Appendix B, the model is a Jupyter
notebook whose functions are organized in four cells. This section discusses the structure and
function of the code, stepping through each of the cells in turn. The model is intentionally minimal
to demonstrate how the rules governing a cost estimate can be formalized in an executable system.
In this sense, the model serves as a conceptual case study rather than a production estimating tool.

Rule Evaluator

If CPIF contract, If FFP contract, use

perform .fee inputted fee
calculation
) Qutputs:
Cost inputs & Apply allowability rule » Cost respult & rule
contract type on cost inputs compliance

LN

If rule satisfied,
perform cost
calculation

If rule violated, raise
error

Figure 2: Diagram of Rule-Constrained Cost Model

Cell 1 introduces the cost inputs and contract types as facts, and we initialize these inputs in data
classes so that the code is object-oriented. Although this example model is deliberately simple, this
structure allows for increasingly complex rule networks, if added, to merge neatly with the existing
framework. The program facts we account for are labor hours, labor rates, materials, other direct
costs, and indirect costs. The model allows for the user to toggle between two scenarios, which are
represented by the two contract types defined in this cell. Depending on the choice of a Cost-Plus-
Incentive-Fee (CPIF) or Firm Fixed Price (FFP) contract, the user can manipulate how the contract
rules operate on the cost inputs.

Cell 2 defines the rules that govern the cost estimate. The first rule is a function that encodes

an ODC allowability rule based on FAR 31.201-3. We utilize a numerical heuristic to allow the rule
to operate on the cost input facts. If the ratio of other direct costs to labor costs is greater than 20%,
the program flags this step as outside of reasonableness bounds. We programmed the model to
raise a value error if this rule is violated. The model also contains a rule that dictates how fees are
computed depending on the contract type. If the rule is satisfied, the final output affirms that



° AUGUR

no allowability violations were detected. The second rule dictates how the model computes fees
depending on the contract type. We included this feature to allow the user to toggle rules on and off
based on the kind of contract in effect.

Cell 3 contains the engine that carries out the cost math and applies the policies and contract rules
to the facts. First, we set up the structure for the cost result as its own data class. We then define a
function that applies the rules to the cost inputs based on the type of contract in effect. This
function returns a dictionary containing details on rule compliance, allowing for explainability and
traceability. To emphasize the role of the contract rules on the cost estimate, we program the
engine to stop executing and raise a value error when a rule is violated. For the sake of
demonstration, we designed the rule compliance mechanism to have precedence over the cost math
itself. This feature allows the user to engage directly with the rules governing the estimate by
manipulating the cost inputs.

Cell 4 applies the facts and rules in a notional example scenario. This section is where the user can
customize the numerical values or contract type to see how rule violations are triggered. By
modifying the cost inputs, the user can observe how changes in the facts propagate through the rule
checks. In this model, rule violations raise value errors, while compliant inputs proceed through the
cost buildup. The printed output contains cost results and confirmation that the rules are satisfied.

Altogether, the model demonstrates how a cost estimate can be structured as a layered reasoning
system, providing a tangible example of encoded contract rules applied alongside a cost
calculation. We intend for this model to serve as a tool for estimators to familiarize themselves with
automated contract policy. While our model only contains two rules, a real cost estimate may be
governed by a dense system of overlapping rules. If extensive rule systems, such as the FAR or
program-specific contracts, could be efficiently and reliably encoded, then some of the cost
estimator’s role in interpreting these rules could be outsourced to the computer. Having observed
the traction that automated contracts have gained in the legal field, we predict that research
developments in computational law could inform the future of cost estimating.

5. Conclusion

The developing presence of Al in cost estimation invites analysts to consider the future trajectory of
this technology. We address the inherent ambiguity around the future with an interdisciplinary
approach, highlighting exemplary research in computational law that could generalize to other
professional fields. Lawyers currently utilize Al to convert contract logic into code, which increases
productivity by outsourcing some of the language comprehension labor to the computer.
Specifically, contract language processing algorithms accurately classify various kinds of contract
clauses, and automated compliance checking algorithms evaluate whether regulatory standards are
satisfied. These achievements are insightful for estimators because cost estimates are often
governed by extensive systems of rules, raising an opportunity for contract automation to increase
productivity. Our case study model integrates a rule from the FAR with a simple cost calculation

to demonstrate a potential application of legal mechanization in cost estimating. Overall, we
encourage estimators to deepen their understanding of Al advancements across disciplines, and we
hope that establishing this intersection with computational law will further Al innovation in cost
estimating.
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Appendix B: Linked Files

Link to GitHub Repository: https://github.com /juliiapeters/legal-mech-cost-model

The code is also available upon request.
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