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Al-Driven Digital Threads for Cost Prediction

A Version-Aware Digital Thread Using DIFF Analytics and Explainable Al
Abstract

When requirements change, cost follows—but in most programs, this relationship remains weakly
understood and poorly attributed. Digital engineering has improved traceability across requirements, design,
and verification artifacts, yet cost is still largely disconnected from the digital thread. As requirements evolve
through clarifications, rewrites, and scope additions, estimating baselines often lag behind engineering
change, leaving cost variance visible but its underlying drivers difficult to explain or learn from.

This paper presents a version-aware requirements-to-cost framework that reconnects requirement evolution
to cost outcomes by converting requirement changes into structured, time-indexed change events. The
framework semantically maps requirements to WBS work packages with human validation, versions both
requirements and estimates as paired baselines, applies DIFF-based change detection and classification,
and uses explainable machine learning to identify which patterns of requirement change are associated with
baseline erosion and realized cost growth.

A hybrid demonstration using structure-preserving, representative requirement evolutions aligned to
aerospace statements of work illustrates how change-event features—such as semantic magnitude, timing,
and propagation breadth—produce measurable, interpretable signals of cost risk. Rather than predicting
exact cost outcomes, the approach enables transparent, auditable learning about how cost growth follows
patterns of change, supporting earlier insight into baseline durability. The framework is tool-agnostic and
designed to integrate into existing estimating, change-control, and program control workflows.

1. Introduction

Program cost outcomes are strongly shaped by how requirements evolve over time. Yet even in organizations
that have invested heavily in digital engineering, the causal link between requirement changes and cost
behavior remains weak. Teams can observe cost variance, but they often cannot explain it with sufficient
specificity to support negotiation, planning, or organizational learning. This is not simply a reporting shortfall;
itis a traceability problem rooted in how requirements and cost artifacts are stored, versioned, and
connected.

Digital thread implementations typically emphasize continuity from requirements to engineering models,
design artifacts, verification evidence, and manufacturing data. However, the thread commonly breaks at the
boundary between scope definition and cost formation. While requirements are often versioned and
controlled within engineering tools, estimates are rarely treated as versioned, diffable artifacts that can be
systematically compared across time or traced back to the specific requirement changes that drove them. As
aresult, scope changes propagate into cost through manual interpretation and narrative justification rather
than structured, analyzable lineage.

Over time, this disconnect manifests as baseline erosion—the recurring tendency for formally approved cost
baselines to be exceeded during execution, not due to failure to process changes, but due to systematic
underestimation associated with how and when requirements evolve. Rather than attempting fine-grained
causal decomposition of individual work activities, the framework presented here focuses on learning how
patterns of requirement change relate to baseline erosion and realized cost growth. By treating both
requirements and estimates as paired, time-indexed baselines, computing structured differences between
versions, and linking requirement deltas to WBS work packages, cost outcomes can be analyzed in terms of
observable scope evolution rather than retrospective narrative explanation.

This work does not attempt point prediction of absolute cost outcomes. Instead, it aligns requirement
change, estimating response, and execution outcome as versioned snapshots and examines their behavior
across successive change events. By capturing how requirements change, what cost assumptions were
approved at the time of change, and how the resulting baseline performed during execution, the approach
enables systematic analysis of repeatable patterns of baseline erosion. Across change events, certain
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attributes—particularly late introduction, high semantic impact, and broad propagation across the cost
structure—exhibit consistent association with elevated execution growth beyond approved baselines. With
limited datasets, these associations provide explainable, directional risk signals; with larger datasets, the
same structure supports estimation of probabilistic cost impact ranges conditioned on observed change
characteristics. The central insight is that cost growth follows patterns of requirement change rather than
aggregate historical cost totals alone.

This paper introduces a version-aware, Al-enabled framework that reconnects requirement evolution to cost
outcomes and restores a missing link in the digital thread. The framework combines semantic mapping of
requirements to WBS work packages with human validation, structured version-to-version DIFF analytics to
characterize requirement change, and explainable machine learning techniques to identify which change
patterns historically drive cost growth in a defensible, auditable manner.

Contributions. This paper makes four primary contributions. First, it defines a practical architecture for
making requirements-to-cost traceability explicitly version-aware, enabling structured comparison across
baseline updates. Second, it presents a requirements-to-WBS work package mapping approach using
semantic methods with human validation to preserve auditability as scope evolves. Third, it introduces a diff-
driven change taxonomy and associated indicators that quantify cost-of-change and scope volatility in a
consistent, programmatically useful way. Finally, it demonstrates how the resulting change-event dataset
supports explainable predictive modeling using gradient-boosted methods with SHAP-based interpretability
to surface cost growth risk drivers.

2. Background and Motivation

In aerospace and defense programs, requirements rarely remain static. They evolve during proposal
development through revisions, clarifications, and compliance interpretation, and continue to evolve during
execution due to engineering change notices, integration findings, supplier constraints, test discoveries, and
contract modifications. Formal governance mechanisms—such as configuration control processes, change
boards, and baseline change requests—exist to manage these shifts. Yet even when governance functions as
intended, traceability between scope evolution and cost evolution is often incomplete. Budgets may be
updated, but the rationale for those updates frequently resides in narrative packages and informal
documentation rather than structured, queryable data.

A primary driver of this disconnect is cadence mismatch. Engineering artifacts and requirement sets evolve
continuously, while cost estimates and program control baselines are updated episodically at discrete
decision points. As scope evolves incrementally between estimate updates, unmodeled deltas accumulate
between what the program is building and what the estimate assumes. By the time the estimate is formally
revised, variance has often already materialized, and root-cause attribution becomes difficult. Over time, this
dynamic contributes directly to baseline erosion.

This mismatch also explains why many “Al for estimating” efforts disappoint in practice. Models trained solely
on historical cost totals may detect correlations, but they lack explicit signals about what changed in scope
and why. Without structured features that capture requirement evolution—what changed, how it changed,
when it changed, and where it propagated within the WBS—predictions are difficult to trust, difficult to
explain, and difficult to act upon. A requirements-to-cost digital thread provides the feature foundation that
predictive modeling requires to be both accurate and operationally defensible.

Prior work has explored digital thread concepts to improve traceability across requirements, design artifacts,
and verification evidence, and a substantial body of literature has examined the cost and schedule impacts of
requirements volatility, particularly when changes occur late in the lifecycle. Separately, earned value-based
management remains the dominant framework for monitoring cost and schedule performance against
approved baselines. However, these approaches stop short of providing a structured, version-aware
mechanism for learning how requirement changes propagate into cost outcomes across successive baseline
updates. The framework presented here addresses this gap by treating requirement evolution itself as a first-
class, analyzable driver of baseline erosion.
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3. Methodology

This section details the version-aware pipeline used to convert evolving requirements into structured change
events linked to baseline performance. Rather than treating requirement updates and estimate revisions as
narrative artifacts, the framework treats both as time-indexed baselines that can be compared, attributed,
and learned from.

3.1 Semantic Mapping of Requirements to the Cost Structure

The first component is semantic mapping of requirements to the cost structure. Requirements are ingested
from source artifacts such as statements of work, contract clauses, or specification sections and normalized
into addressable units (e.g., requirement statements or clauses). These contract-originated requirements are
mapped to one or more WBS elements or work packages by comparing the language of the requirement to
the language describing the planned work. This process produces candidate links with associated confidence
scores.

Importantly, the framework accommodates requirement evolution beyond the initial contractual baseline.
Engineering activities typically derive, decompose, or extend source requirements into more detailed
technical requirements managed in systems such as DOORS or similar tools. These derived requirements
inherit contractual intent but introduce additional specificity that directly drives cost. The semantic mapping
process is therefore applied across requirement generations, preserving lineage from contractual intent
through engineering implementation to cost allocation.

Human-in-the-loop validation is incorporated where ambiguity exists or where requirements migrate across
work packages. This validation is essential for auditability, preventing mapping drift over time, and ensuring
that engineering-driven changes do not silently decouple cost from contractual scope. The intent is not to
replace subject-matter experts, but to scale initial allocation, capture expert judgment, and preserve
validated relationships as durable program knowledge.

3.2 Versioning and Time-Indexed Baselines

A foundational element of the framework is the treatment of both requirements and cost estimates as
explicitly versioned, time-indexed baselines. Rather than viewing requirements and estimates as
continuously evolving artifacts, the approach captures discrete, authoritative baseline snapshots
corresponding to formal decision points such as proposal submission, baseline change approval, or major
scope reconciliation events. Each snapshot represents program intent at a specific momentin time and is
preserved without overwrite.

Each baseline snapshot contains three synchronized elements: (1) the complete set of active requirements
at that pointin time, represented as normalized requirement statements or clauses; (2) the validated
mappings from those requirements to WBS elements or work packages; and (3) the associated work-
package-level cost estimates. Snapshots are assigned unique version identifiers (V1, V2, ...) and treated as
immutable records, ensuring that historical assumptions are never retroactively altered and enabling
reproducible analysis and auditability. Treating requirements and estimates as paired snapshots allows direct
comparison across successive baselines without reliance on narrative change logs or retrospective
reconstruction.

When scope changes occur, a new baseline snapshot is created reflecting both the updated requirement set
and the contemporaneous estimate adjustment approved in response to that change. Differences between
successive snapshots therefore capture two complementary signals: how requirements evolved and how the
estimate responded at the time of approval. Execution outcomes can then be evaluated relative to the
specific baseline under which work was authorized, enabling consistent assessment of baseline durability as
requirements evolve.

The framework does not require fine-grained task-level attribution or time-phased labor reconstruction. Its
purpose is to preserve alignment between requirement state, estimating assumptions, and observed
outcomes at the level at which programs manage scope and cost. This alignment enables learning about
patterns of requirement change associated with baseline erosion, even when execution data is available only
at aggregate levels.
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Hllustrative example. Consider a work package initially baselined at 400 labor hours under an approved
requirement set (Baseline V1). A subsequent requirement change extends the scope of the work, and a
baseline change is approved adding 100 hours (Baseline V2). Upon completion, total actual effort reaches
650 hours. Although the framework does not attempt to assign causality among original scope, added
requirements, or secondary effects, it preserves the critical information needed for learning: when the
requirement changed, how the estimate was adjusted, and how the resulting baseline performed. Across
many such aligned snapshots, these records enable systematic identification of requirement change
patterns associated with repeated overshoot of updated baselines.

3.3 Diff-Driven Change Taxonomy and Signal Extraction

A central element of the framework is a diff-driven change taxonomy that converts requirement evolution
across versions into structured, cost-relevant signals. Rather than generic redlining or surface-level text
comparison, the taxonomy is designed to characterize how requirements change in ways that meaningfully
affect engineering effort, propagation, and cost growth.

For each requirement revision, differences between successive versions are analyzed to extract a compact
set of structured attributes, including change class (e.g., addition, removal, clarification, rewrite, constraint
tightening or relaxation), semantic magnitude (capturing the degree to which meaning and implied
implementation effort have shifted), and directionality (such as increased constraint or reduced scope).
These attributes distinguish benign refinements from changes that materially alter implementation demands.

The taxonomy also captures second-order characteristics associated with cost amplification. Propagation
breadth reflects how widely a change is linked across work packages or subsystems, serving as a proxy for
rework and integration exposure. Volatility indicators capture repeated rewrites, oscillation between
requirement states, or late-stage changes, all of which have been observed to correlate with disproportionate
cost growth in complex programs.

Together, these attributes transform qualitative requirement evolution into quantitative features that can be
tracked, compared, and learned from over time. They provide consistent indicators of scope volatility, serve
as interpretable inputs to predictive models, and create structured evidence to support baseline change
justification and negotiation.

3.4 Cost Attribution and Change-Event Records

Once requirement changes are detected and classified between successive baseline snapshots, the
framework attributes cost movement to those changes by comparing aligned estimate states and
subsequent execution outcomes. Attribution is performed relative to paired baseline snapshots rather than
individual work activities, maintaining consistency with the versioned, time-indexed structure described in
Section 3.2.

For each requirement delta identified between baseline versions Vk and Vk+1, the framework determines the
set of impacted WBS elements using the validated requirement-to-work mappings captured in each
snapshot. Because requirements and work packages exhibit many-to-many relationships, attribution is
defined as a consistent, repeatable method rather than fine-grained causal decomposition. The objective is
to preserve lineage between scope evolution, estimating response, and realized cost behavior at the level at
which programs manage change.

The resulting change-event record represents a single, structured observation suitable for analysis and
learning. Each record combines requirement change attributes (e.g., change class, semantic magnitude,
timing, and propagation breadth), impacted work elements, the approved estimate adjustment, and the
realized execution growth relative to the updated baseline. Anchoring each record to specific baseline
snapshots enables cost-of-change patterns to be analyzed across time and across programs without reliance
on narrative interpretation.

3.5 Measurement of Realized Cost Impact

Learning from requirement change requires a cost outcome definition that is analytically meaningful and
operationally realistic. In most acquisition programs, execution actuals are tracked at the work-package or
control-account level rather than by individual requirements, making precise task-level causal attribution
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infeasible. The framework therefore measures realized cost impact in terms of baseline durability rather than
fine-grained causality.

For each approved requirement change, a post-approval observation window is defined over the set of
impacted work packages. The updated baseline at approval reflects the program’s contemporaneous
estimate of the change’s cost impact as incorporated through normal change-control processes. Execution
actuals accumulated during the observation window are compared against this updated baseline. The
realized cost impact of a change event is defined as execution growth observed beyond the updated baseline
across the impacted work packages.

This definition addresses a practical program question: after a requirement change was approved and
incorporated into the baseline, did execution perform as expected, or did additional growth occur? Applied
consistently across change events, this metric provides a defensible outcome aligned with how cost growth
is experienced and managed in practice.

Illustrative example.

Consider a mission avionics line-replaceable unit with work packages for hardware design, software
integration, and qualification testing. An approved baseline (V2) incorporates a requirement change to add
Ethernet interface support, with an associated 120-hour estimate increase distributed across the impacted
work packages. During the post-approval observation window, execution actuals exceed the updated
baseline by 400 hours. This overshoot is recorded as the realized cost impact of the Ethernet change event.

Each change event is evaluated relative to the baseline in effect at its approval time and over its own
observation window. The framework does not attempt exact causal separation of overlapping changes;
instead, it provides a consistent method for assessing whether approved changes tend to hold their baselines
or contribute to further growth. Across many such events, these measurements enable learning about which
change attributes—such as timing, propagation breadth, and change class—are most strongly associated
with baseline erosion.

Figure 3.5 conceptually illustrates how versioned baselines evolve over time and how realized cost impact is
measured relative to the baseline in effect at change approval.

Conceptual lllustration of Versioned Cost Baselines and Execution Actuals

Conceptual lllustration of Versioned Baselines and Execution Actuals
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Figure 3.5. Conceptual illustration of versioned baselines and execution actuals. Baseline erosion is
measured relative to approved change points.

Approved requirement changes introduce discrete baseline adjustments at their respective approval points
(V2, V3). Realized cost impact is measured as execution growth beyond the updated baseline over post-
approval observation windows. Overlapping changes are evaluated independently relative to the baseline in
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effect at approval, enabling consistent attribution of change-event outcomes without requiring strict causal
separation.

Example Change-Event Records

Change | Requirement | Approval | Impacted Approved | Observation | Actual Realized
Event Change Baseline Work A (hrs) Window Growth A (hrs)
Packages (hrs)
E1 Add Ethernet V2 HW, SW, +120 V2->T2 +520 +400
interface Test
E2 Tighten EMI V3 HW, Test +100 V3~>T3 +370 +270

compliance

Table 3.1. Structured change-event records derived from versioned requirement and estimate snapshots. The
observation window spans from change approval at baseline Vk to a defined post-approval cutoff time Tk
(e.g., milestone or reporting horizon) over which execution actuals are accumulated for impacted work
packages. Realized A reflects execution growth beyond the updated baseline during this window.

Requirement Propagation Across Work Packages

Requirement Change Hardware Design @ Software Integration | Qualification Test
Ethernet interface addition | v v v
EMI compliance tightening | v — v

Table 3.2. Example propagation of requirement changes across work packages, illustrating breadth of impact
and second-order exposure.

4. Predictive Modeling, Explainability and Learning Over Time

Figure 4.1 summarizes the end-to-end, version-aware requirements-to-cost framework, illustrating how
requirement evolution is transformed into structured change events, explainable learning signals, and
decision-relevant outputs.
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End-to-End Version-Aware Requirements-to-Cost Framework
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Figure 4.1. End-to-end version-aware requirements-to-cost framework.

Requirement artifacts are semantically mapped to work packages with human validation, captured as
immutable versioned baselines, and analyzed using DIFF-based change characterization to produce
structured change-event records. These records feed explainable learning models that surface drivers of
baseline erosion and inform estimating, change control, and program decision-making.

Takeaway: requirement evolution becomes a learnable, auditable cost signal.

As illustrated in Figure 4.1, the framework grounds predictive modeling in version-aligned requirement
change events rather than aggregate historical cost totals. The resulting change-event dataset is derived from
paired requirement and estimate snapshots and encodes how scope changed, when it changed, where it
propagated in the cost structure, how the estimate responded at approval, and how the resulting baseline
performed during execution. This transforms requirement evolution from a narrative artifact into an
analyzable dataset suitable for learning.

Each change event is treated as a single observation, with the primary target variable defined as realized
baseline erosion (realized A), measured as execution growth beyond the updated baseline under which the
change was approved. The approved estimate adjustment is retained as an explicit input feature, enabling
analysis of divergence between projected and realized impact. The objective is not point prediction of
absolute cost outcomes, but early identification of change patterns associated with elevated baseline
erosion risk.

Features are engineered directly from the structured change record, including change class, lifecycle timing,
affected subsystem or WBS depth, propagation breadth, and semantic magnitude. This formulation
accommodates many-to-many relationships between requirements and work packages while preserving
alignment between requirement state, estimating assumptions, and observed outcomes.

Gradient-boosted tree models are employed for their effectiveness on heterogeneous, structured features
and their ability to capture nonlinear interactions without large training datasets. Because predictive outputs
influence estimating, change approval, and program control decisions, model explainability is essential.
SHAP is used to attribute feature contributions to individual predictions and to identify dominant drivers
across the dataset, enabling results to be interrogated and incorporated into formal workflows rather than
treated as opaque recommendations.

Cost behavior evolves over a program’s lifecycle as system coupling increases and design flexibility
decreases. To reflect this, models are retrained periodically as additional change events and outcomes are
observed. Retraining is governed by version control and validation checkpoints, and historical predictions are
retained alongside the model versions that produced them. This supports continuous learning while
preserving auditability.
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5. Simulation and Prototype Demonstration

To demonstrate feasibility without reliance on proprietary program data, the framework is evaluated using a
controlled, non-proprietary dataset constructed to preserve structural, temporal, and behavioral
characteristics commonly observed in aerospace and defense programs. The objective is not to validate
absolute cost magnitudes, but to assess whether versioned requirement and estimate data produce
measurable, interpretable, and learnable sighals suitable for explainable analysis.

Here, representative denotes preservation of observed change patterns and propagation behavior rather than
empirical sampling from operational program datasets. This design enables evaluation of learning behavior
and explainability while maintaining reproducibility and auditability.

The demonstration addresses four questions:
1. Can evolving requirements be consistently mapped to the cost structure across baseline versions?
2. Does DIFF-driven change classification yield stable, analyzable change-event records?
3. Do different change patterns exhibit distinct cost-impact behavior?
4. Can explainable learning models surface these patterns from the resulting dataset?
5.1 Dataset Construction

A structure-preserving requirement corpus was constructed to resemble contractual and derived
requirements typically found in aerospace statements of work. Requirements were grouped into
representative scope clusters (e.g., avionics, integration, test and qualification, program support), normalized
into addressable units, and assigned persistent identifiers to support version tracking.

A corresponding WBS and work-package structure was defined to reflect common program cost elements.
Requirements were mapped to one or more work packages using a predefined many-to-many mapping to
reflect realistic propagation across cost elements. For this demonstration, mappings are specified directly to
isolate downstream effects of versioning and change-event learning; in operational use, these relationships
are produced via the semantic mapping and validation process described in Section 3.1.

Versioned baseline snapshots (V1...Vn) were generated to represent formal decision points over time. Each
snapshot includes the active requirement set, validated mappings, and associated work-package-level cost
estimates. Controlled requirement changes—additions, clarifications, rewrites, removals, and constraint
tightening—were introduced across successive baselines with timing and propagation characteristics
parameterized to reflect practitioner-observed behavior. Baseline updates capture both revised requirements
and contemporaneous estimate adjustments approved at each change point.

Table 5.1 Many to Many Requirement to Work Package Mapping

Requirement Requirement Text (abbrev.) Scope Cluster Work Work Package Name

ID Package ID

RQ-AV-012 Support Ethernet-based avionics Avionics WP-AV-HW Avionics Hardware
interface Design

RQ-AV-012 Support Ethernet-based avionics Avionics WP-AV-SW Avionics Software
interface Integration

RQ-INT-034 Integrate avionics subsystem with Integration WP-SYS-INT System Integration

mission computer

RQ-TST-021 Verify EMI compliance per MIL-STD- Test & WP-QUAL- EMI Qualification
461 Qualification EMI Testing
RQ-TST-021 Verify EMI compliance per MIL-STD- Test & WP-HW-DES Hardware Design

461 Qualification Support
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Table 5.1 illustrates representative requirement-to-work-package mappings, highlighting the many-to-many
propagation of individual requirements across cost elements and motivating the need for version-aware
change analysis.

5.2 Change-Event Record Extraction

Differences between successive baseline snapshots were analyzed using the diff-driven taxonomy described
in Section 3.3. For each baseline transition (Vk > Vk+1), requirement deltas were classified by change class,
semantic magnitude, timing, and propagation breadth. These attributes were combined with the associated
approved estimate adjustments and linked work packages to form structured change-event records.

Each change event represents a single observation suitable for analysis and learning. The resulting dataset
consists of change-event records that preserve lineage from requirement evolution through estimating
response to realized execution outcome, without attempting fine-grained task-level attribution or causal
decomposition beyond baseline performance.

Table 5.2. Example representative change-event records derived from versioned requirement and estimate

snapshots
Baseline Change Semantic Program Impacted Approved Realized
Transition Class Magnitude Phase WPs A (hrs) A (hrs)
CE-01 V1->V2 Clarification Low Early 1 +20 +10
CE-02 V2->V3 Interfgce High Mid 3 +120 +400
Addition
CE-03 V3->V4 C.onstre?mt Medium Late 2 +100 +270
Tightening
CE-04 V4 ->V5 Rewrite Medium Late 2 +80 +150
CE-05 V5-> V6 Scope Low Mid 1 -40 -20
Removal

Table 5.2 presents a representative subset of change-event records extracted from successive versioned
baselines. Each record combines structured change attributes, approved estimate adjustments, and realized
cost outcomes into a single analyzable observation.

5.3 Cost Impact Characterization and Key Patterns

Before applying predictive modeling, the dataset was analyzed to assess whether the extracted change-event
features exhibit meaningful cost-impact patterns. Realized cost impact is measured as execution growth
beyond the updated baseline across impacted work packages during the post-approval observation window,
consistent with the baseline durability definition in Section 3.5.

Approved estimate adjustments are compared against realized execution growth for individual change events
to assess baseline durability. While approved deltas cluster around modest adjustments, realized outcomes
exhibit substantial dispersion, including systematic overshoot of updated baselines for certain events. This
behavior reflects baseline erosion patterns commonly observed in complex, change-driven programs rather
than random execution noise.
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Figure 5.1 Approved vs. Realized Cost Impact
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Figure 5.1. Approved changes often fail to contain execution growth. Approved estimate adjustments
versus realized execution growth beyond the updated baseline for individual change events. The dispersion
above the diagonal illustrates systematic baseline erosion rather than random noise.

To assess whether the diff-driven change taxonomy captures cost-relevant distinctions, realized cost growth
was further examined by requirement change class. Grouping change events by their classified change type
allows comparison of median impact, dispersion, and tail behavior across different forms of requirement
evolution.

Figure 5.2 Realized Cost Growth by Change Class
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Figure 5.2. How a requirement changes matters more than how much. Distribution of realized execution
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growth beyond the updated baseline by requirement change class. Additive and constraint-tightening
changes exhibit higher median and upper-tail growth than clarifications or removals, indicating that the
taxonomy captures cost-relevant distinctions rather than superficial textual differences.

While Figure 5.2 highlights differences in cost impact at the level of individual change events, programs
experience these effects cumulatively over time as successive requirement changes are approved and
incorporated into the baseline. To illustrate how repeated, formally approved adjustments can nonetheless
lead to progressive baseline erosion, cumulative approved baseline changes are compared against
cumulative realized execution growth across successive baseline updates.

Figure 5.3 Cumulative Baseline Adjustments vs Execution Growth
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Figure 5.3. Repeated approved changes can cumulatively erode baselines. Cumulative approved
baseline adjustments and cumulative realized execution growth across successive baseline updates. The
divergence between the two curves illustrates how repeated, formally approved changes can nonetheless
result in progressive baseline erosion over time.

While individual change events are evaluated independently, cumulative views illustrate how repeated,
formally approved changes can compound into progressive erosion of baseline durability over time.

Collectively, these results demonstrate that the diff-driven change taxonomy produces stable, interpretable
signals aligned with practitioner experience. Late-introduced, broadly propagating, and constraint-increasing
changes exhibit systematically higher realized cost growth than benign refinements or clarifications. These
observed patterns motivate the use of predictive modeling to assess whether such signals can be learned
and generalized for forecasting baseline durability.

5.4 Predictive Modeling and Explainability

To assess whether extracted change-event signals are learnable and generalizable, a gradient-boosted
regression model was trained on the representative change-event dataset. Each approved change event was
treated as a single observation, with input features derived from structured change attributes (change class,
semantic magnitude, timing, and propagation breadth), estimate context (approved baseline adjustment),
and structural characteristics such as the number of impacted work packages.

The target variable was realized baseline erosion (realized A), defined as execution growth beyond the
updated baseline. Model evaluation on held-out change events indicates consistent sensitivity to key change
attributes despite limited dataset size, demonstrating that the extracted features capture meaningful
variance in realized cost outcomes rather than noise. The objective of this modeling exercise is not point
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prediction of absolute cost outcomes, but validation that version-aligned change-event features support
interpretable assessment of baseline durability risk.

Model explainability was evaluated using feature attribution methods compatible with tree-based
ensembles. Attribution results show that semantic magnitude and approved estimate adjustments are the
dominant contributors to predicted baseline erosion, with lifecycle timing and change class introducing
consistent secondary effects. Structural propagation breadth further modulates outcomes, reinforcing that

baseline durability is driven less by isolated estimate deltas than by the structural and temporal patterns of
requirement change.

Figure 5.4 Semantic change intensity dominates predicted cost risk. Illustrates a representative feature
attribution summary, highlighting the directionality and dispersion of change-event influences on predicted
baseline erosion. To abstract these effects into engineering-meaningful drivers, Figure 5.5 presents grouped
SHAP attribution across high-level change dimensions.
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Figure 5.4. Explainable model output illustrating the relative influence of change-event attributes on
predicted realized baseline erosion (execution growth beyond the updated baseline).

To move from feature-level effects to engineering-meaningful drivers, attribution results were grouped into
higher-level change dimensions, as shown in Figure 5.5.
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Figure 5.5 summarizes the relative importance of high-level change-event attributes using grouped SHAP
attribution, emphasizing interpretability over fine-grained categorical expansion.

Grouped SHAP Feature Importance

Semantic magnitude

Approved delta (hrs)

Change class

Timing bin

Propagation breadth

Impacted WBS count
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o] 5 10 15 20 25 30
Mean |SHAP value|

Figure 5.5. Meaning and timing outweigh categorical change labels. Grouped SHAP feature importance
illustrating the relative contribution of high-level change-event attributes to predicted realized baseline
erosion. Semantic magnitude and approved delta hours dominate model explanations, followed by
categorical effects associated with change class and lifecycle timing. Structural propagation breadth and
impacted WBS count exhibit secondary but consistent influence.

Basic predictive diagnostics indicate that model outputs track realized outcomes directionally across held-
out change events (Appendix A), supporting the use of attribution analysis to examine learned change-impact
relationships rather than random variance.

5.4.1 Case Illustration: Local Explainability of Change Impact

To illustrate how learned change drivers manifest at the individual event level, a representative held-out
change event was analyzed using local feature attribution. The resulting explanation decomposes predicted
realized baseline erosion into additive contributions from each change attribute, showing that semantic
magnitude and approved estimate adjustment dominate predicted risk, with lifecycle timing, change class,
and propagation breadth introducing secondary effects. This local explainability makes clear not only
whether a change is likely to erode baseline durability, but why, enabling transparent, defensible use of
predictive analytics in estimating, change control, and program governance workflows.
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Figure 5.6. Local explanations reveal why a specific change is risky. Local SHAP explanation for a
representative change event, illustrating how individual change attributes contribute to the predicted realized
baseline erosion relative to the model’s average prediction. Positive contributions (red) increase the predicted
erosion, while negative contributions (blue) reduce it. The decomposition enables direct traceability between
predicted impact and underlying change characteristics.
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Together, the global and local explanations demonstrate how predictive analytics can be integrated into
change review workflows to support transparent, auditable decisions about baseline durability rather than
opaque forecasts.

6. Application to Estimating and Program Decision-Making

Beyond retrospective analysis, a change-aware, versioned requirements-to-cost framework can be applied
prospectively to improve estimating realism, guide engineering trade decisions, and strengthen program
control. By learning from how requirements have evolved and how approved baselines subsequently
performed, the framework operationalizes requirement change itself as a decision-relevant signal rather than
relying solely on aggregate historical cost outcomes.

6.1 Informing Initial and Change Estimates

Historical change-event data provides empirical context for both initial estimates and approved change
adjustments. Sensitivity to requirement change attributes—such as lifecycle timing, semantic magnitude,
and propagation breadth—enables estimators to assess baseline durability risk and tailor contingency,
reserve, or phasing discussions, rather than relying on uniform margins.

As programs progress and requirement changes are introduced through baseline change requests or
engineering change notices, proposed adjustments can be evaluated against outcomes from structurally
similar prior change events. This evaluation draws on two complementary empirical distributions derived
from historical data: (1) the range of estimate adjustments historically approved for changes with similar
attributes, and (2) the distribution of realized execution growth beyond those approved baselines. Together,
these distributions support assessment of both estimate credibility and baseline durability without
prescribing revised point estimates.

The framework does not replace engineering judgment or dictate estimate values. Instead, it provides
structured, auditable context that reinforces estimator confidence when proposed adjustments align with
historical patterns and highlights elevated uncertainty when they do not.

Illustrative estimating use case.

Consider a program executing a mission avionics LRU upgrade when a late-stage requirement change is
proposed to add an encrypted Ethernet interface. The change impacts hardware design, software integration,
and qualification testing, and engineering inputs produce a bottom-up estimate of 220 labor hours.

The estimator enters the proposed change into the change-aware system, which classifies it as a late-stage
interface addition with high semantic impact and broad propagation across multiple work packages. The
system retrieves a cohort of structurally similar historical changes and summarizes two empirical
distributions in absolute hours: the distribution of approved baseline adjustments (A;pproved) and the
distribution of realized execution growth beyond the updated baseline (Areaiized).

For example, comparable changes may show approved adjustments clustering between ~180 and ~320
hours (25th-75th percentile), with a median near ~240 hours, while post-approval overshoot may cluster
between ~60 and ~140 hours, with a median near ~90 hours. The estimator can classify the proposed 220-
hour adjustment relative to A,pproved and independently assess baseline durability risk based on Areaiized,
supporting reserve planning and documentation without altering the proposed estimate.

Rather than prescribing a revised estimate, the framework presents this information as transparent estimate
context and durability risk. The estimator retains ownership of the estimate, while the framework provides
empirical, auditable support for internal and customer-facing change review.

Figure 6.1. Dual empirical distributions used to assess estimate durability for a proposed requirement
change.
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Figure 6.1. Dual empirical distributions supporting estimate durability assessment.

For a proposed requirement change, the framework retrieves a cohort of historically similar change events and summarizes two
complementary distributions: (left) approved baseline adjustments at change approval, and (right) realized execution growth beyond
the updated baseline.

6.2 Supporting Engineering Trade Decisions

Engineering teams often evaluate requirement changes primarily on technical feasibility and schedule, with
costimpacts assessed later. Change-event analytics provide earlier visibility into cost-related risk by
surfacing change attributes—such as late introduction, broad propagation across work packages, or
repeated rewrites—that are historically associated with baseline erosion.

By making these cost sensitivities visible during change evaluation, engineering leaders can sequence, defer,
batch, or redesign changes to reduce propagation and risk. Cost therefore becomes an integrated
consideration in engineering trade decisions rather than a retrospective constraint revealed during execution.

6.3 Strengthening Program Control and Negotiation

For program managers and control organizations, the framework augments existing governance by providing
explainable, evidence-based insight into change-driven cost risk. Learned change patterns support
management reserve planning, assessment of cumulative change exposure, and early identification of
baseline erosion risk before it is visible in execution metrics.

Because predictions are grounded in interpretable change attributes and historical outcomes, they can be
communicated transparently during internal reviews and customer negotiations. This shifts program control
from reactive variance management toward proactive, change-aware risk management, improving baseline
credibility and reducing surprise growth.

7. Future Work

Future work will focus on scaling the framework from single-program prototypes to multi-program
learning environments. This includes assessing which requirement change patterns generalize across
domains versus those that remain program- or technology-specific, and incorporating additional engineering
artifacts—such as model changes, interface updates, and test outcomes—to further enrich change
attribution. Cross-program scale is essential for increasing statistical power, reducing program-specific bias,
and enabling calibrated learning across diverse change contexts.

A second direction extends the framework from explanatory risk identification toward probabilistic
estimate guidance. With sufficiently large, cross-program datasets, change-event learning can support dual
empirical distributions conditioned on requirement change attributes: (1) distributions of approved estimate
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adjustments historically applied for comparable changes, and (2) distributions of realized execution growth
beyond those approved baselines. Cohorts of prior change events with similar characteristics—such as
lifecycle timing, semantic magnitude, propagation breadth, and affected WBS depth—can be used to
summarize both what programs have historically approved and how those approvals subsequently performed
during execution.

Comparing a proposed estimate against these two distributions provides structured context on estimate
credibility and residual baseline durability risk. Estimators can assess whether a proposed adjustment is
aggressive, typical, or conservative relative to observed practice, while separately evaluating the likelihood
and magnitude of post-approval growth. Importantly, this guidance operates in absolute hours, preserves
estimator authority, and informs reserve planning and risk documentation without prescribing revised point
estimates or requiring task-level causal attribution.

Finally, future work will explore integration with established program control practices and decision-
support workflows. Change-aware, versioned requirement-to-cost analytics can serve as an upstream
intelligence layer informing baseline formation, change approval, and management reserve allocation. By
surfacing explainable, empirically grounded change-risk signals before execution variance emerges, the
framework complements earned value-based management without altering existing governance structures.

8. Conclusion

This paper presented a version-aware, Al-enabled framework that reconnects requirement evolution to cost
outcomes and restores a missing link in the digital thread. Four primary contributions were demonstrated.
First, the paper introduced a practical architecture for treating both requirements and cost estimates as
explicitly versioned, time-indexed baselines, enabling structured comparison of scope evolution across
successive approvals. Second, it showed how requirements can be semantically mapped to WBS work
packages with human validation, preserving traceable and auditable relationships as scope changes over
time. Third, it introduced a diff-driven change taxonomy that converts requirement evolution into structured,
quantitative signals capturing change class, semantic magnitude, lifecycle timing, and propagation breadth.
Fourth, it demonstrated how the resulting change-event dataset supports explainable predictive modeling,
allowing baseline erosion risk to be assessed and its drivers interpreted using gradient-boosted models with
SHAP-based explanations.

A hybrid prototype demonstration using realistic requirement evolution showed that these mechanisms
produce measurable and interpretable signals without reliance on proprietary program data. Results indicate
that different change classes exhibit distinct cost impact profiles, that late and broadly propagating changes
are consistently associated with elevated execution growth, and that formally approved baseline adjustments
may nonetheless fail to contain cost growth. The objective of the predictive modeling presented is not point
prediction of absolute cost outcomes, but identification of repeatable requirement change patterns
associated with baseline durability risk—shifting cost analysis from retrospective variance explanation
toward proactive, change-aware assessment.

As larger, multi-program datasets become available, the same version-aware change-event structure
demonstrated here enables a direct path toward calibrated estimate guidance through two complementary
empirical distributions learned from historical change events. The first characterizes the range of approved
baseline adjustments for structurally similar changes, providing context for whether a proposed estimate is
aggressive, typical, or conservative relative to historical practice. The second characterizes the distribution of
realized execution growth beyond the updated baseline, enabling assessment of residual risk and reserve
needs after approval. Together, these distributions support probabilistic cost impact ranges in absolute hours
that complement engineering judgment without replacing it, framing estimating as a durability and risk
assessment problem rather than a purely task-level prediction exercise.

As organizations strengthen requirement versioning and lineage practices, this framework offers a practical,
auditable means to improve baseline quality, inform change decisions earlier, and enhance program control
in the face of evolving scope—while preserving estimator authority and existing governance structures.





