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From Code to Cognition: A Cost Estimation Framework for Al Enabled
Systems

Abstract

Artificial Intelligence (Al) and Machine Learning (ML) are reshaping software intensive
systems across aerospace, defense, and automotive domains. Yet traditional software cost
estimation methods remain largely code centric and fail to capture the unique
characteristics of Al development. Activities such as data acquisition, labeling and
annotation, experimentation, algorithm selection, model training and tuning and continuous
MLOps introduce new effort drivers that are absent from conventional models. This paper
presents a structured framework that defines measurable size proxies and cost drivers for Al
specific activities, establishing a foundation for credible estimation across the Al lifecycle.
This framework aligns with ongoing research effort to develop and evolve a cost model
explicitly focused on Al development and sustainment. By combining analytical rigor with
empirical learning, this work advances the profession’s ability to estimate cost and effort for
intelligent, adaptive systems — providing estimators with practical tools to plan and justify
investments in next generation Al capabilities with greater confidence and consistency.

Introduction

Al enabled functionality is no longer experimental or peripheral; it is now central to mission
critical capabilities in many domains including aerospace, defense, and automotive
applications. From autonomous vehicles and predictive maintenance to decision support
and adaptive control systems, Al software is replacing or augmenting traditional algorithmic
and rule-based approaches. As with prior waves of software intensive innovation, cost
estimation fidelity is a determining factor in program success. However, Al development
introduces forms of effort, uncertainty and iteration that are not well represented by
traditional estimation constructs such as source lines of code or function points.

This paper argues that credible Al cost estimation requires reframing how estimators think
about “size”, effort drivers and lifecycle phases. Building on prior work and ongoing
research, it proposes a structured estimation framework that explicitly accounts for Al
specific activities, with an emphasis on measurability, transparency, and data collection to
support future parametric modeling. This work contributes to a practical estimation
framework that (1) decomposes Al development into relevant lifecycle activities, (2)
identifies Al-specific size proxies suitable for early estimation, and (3) establishes a
disciplined foundation for future parametric calibrations.
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Why Traditional Software Estimation Breaks Down for Al

Conventional estimation approaches — expert judgement, parametric models, analogous
estimation, and bottom-up task decomposition — remain valuable, but they encounter
systematic limitations when applied to Al intensive software:

e Codeis nolongerthe dominant artifact—In many Al systems, the primary drivers of
effort are data volume, data quality, and experimentation cycles rather than
implemented logic. Data related activities are frequently among the largest sources
of uncertainty in Al projects [1]. As aresult, estimates that treat data as a fixed input
rather than a cost driver are particularly vulnerable to underestimation.

e Development is inherently experimental — Model performance cannot be fully
predicted upfront; learning occurs through iterative training, evaluation, and
refinement.

o Effort scales nonlinearly - Data integration complexity, compliance constraints, and
retraining needs can grow super-linearly with scope and deployment scale.

e Sustainment costs dominate — Monitoring, retraining and infrastructure operations
often exceed initial development costs over the system lifetime

Al Lifecycle Activities that Drive Cost

The proposed framework organizes Al development into a set of lifecycle activities that are
observable, well known to the technical teams, and amenable to future quantification
through empirical calibration as project data becomes available. The relative emphasis on
data-related activities reflects their disproportionate contribution to effort and uncertainty
in many Al projects, rather than an assumption of equal weight across all lifecycle phases.
Italso indicates areas where the research team has focused during the earlier phases of this
ongoing research project.

Data Acquisition and Ingestion

Before any models can be trained, data needs to be identified, collected, ingested and
stored in an accessible venue. Costs vary widely depending on whether datais sourced from
internal systems, licensed third party providers, sensors, web scraping, crowdsourcing, or
synthetic generation. The cost impacts for this activity involve both fixed upfront costs as
well as variable ongoing costs. Effort and cost drivers include:
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e Data volume, freshness and diversity of requirements— the amount of data required
to successfully train the model depends on the complexity of the problem the
application is addressing.

e Licensing and access fees

e Legaland compliance reviews —issues associated with the use of data in the context
of the application being developed

e Engineering effort for ingestion pipelines — the actual effort that engineers put in to
take data from multiple schemas to populate a single schema appropriate for
machine learning tasks

e Compute and data storage — the cost of storing and processing multiple large
datasets.

Unlike traditional software inputs, data is a living asset whose cost persists throughout the
lifecycle.

Data Preparation (excluding labeling and annotation)

Before any model can be trained, raw data must be cleansed, transformed, integrated and
validated. This includes de-duplication, handling missing values, normalization, feature
engineering, quality assurance, and governance. Effort and cost drivers include:

e Number of data sources and heterogeneity of data schema(s) — working with many
datasets with a great deal of diversity among the datasets will impact the amount of
effort required to prepare a usable dataset to train a model.

e Data quality — data that has gaping holes or glaring errors require additional effort to
clean and transform

e Regulatory and security requirements — in cases where access to the data is secured
(security clearance, privacy issues, etc.) or restricted (sovereignty, restricted to a
region, etc.) additional steps and/or specialized personnel are required to handle and
process the data. Regulatory, security, and governance requirements can
significantly increase data preparation effort by constraining access, limiting
automation, enforcing traceability and introducing additional validation and review
cycles — often transforming otherwise routine preprocessing tasks into labor-
intensive, schedule critical activities.

e Degree of automation vs. manual intervention - automation improves the
productivity of the preparation process, but automation without human supervision
comes with risks of poorly prepared datasets.

These activities often consume a substantial share of project labor and compute resources

[2].
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Data Annotation and Labeling

In cases where supervised learning is employed, the training data first needs to be labeled
or annotated. Labeling is the act of assigning each data point with specific characteristics
that the new model will need to identify - if the application needs to determine whether an
animal is a dog or a cat, the training data contains pictures of dogs and cats appropriately
labeled. Annotation is a more complex concept; labeling speaks to “the what”, while
annotation speaks to “the what, where, and when” —if the application needs to identify dogs
on the corner of Main Street and Center Street during normal work hours — the annotation
would need to contain all of these characteristics. For supervised learning, annotation and
labeling introduce a distinct and often underestimated cost category. Effort and cost drivers
include:

e Annotation type - Annotation type determines how much human judgement is
required per data item, how long each annotation takes, how much rework is needed
and how hard quality assurance becomes. Moving from classification (assigning one
or more labels to an entire data item) to segmentation (labeling specific regions or
pixels within a data item) to sequence labeling (labeling elements within an ordered
sequence, often with contextual dependency) generally increases effort per item by
an order of magnitude, even as the dataset size stays the same [3]. Data annotation
effort varies significantly by annotation type. Classification assigns labels to entire
data items and is relatively low cost and scalable. Segmentation requires precise
labeling of regions or pixels within an item, dramatically increasing labor, tooling and
quality assurance effort. Sequence labeling assigns labels to ordered elements such
as words, frames or time steps and introduces contextual dependencies that
increase cognitive load.

e Domain expertise requirements — if special domain knowledge is important to the
labeling/annotation exercise then costs could grow if expert labor is required

e Accuracy thresholds and quality control mechanisms — estimators should consider
how right an application needs to be —is the application for a fun game or being used
to determine health or financial outcomes or is intended to drive a car on busy
streets.

e Degree of automation - there are various methods of automating the
labeling/annotation process that can increase productivity, reducing the cost of the
activity. Depending on the application and type of automation, some degree of
human supervision is required to avoid ineffective and costly outcomes.

Algorithm Selection and Development
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Once data has been collected, the next step is to determine the best algorithm to answer the
question the application is being developed to address. It is important to understand the
problem type, the characteristics of the data, and what performance goals are realistic. Itis
critical to create a realistic balance between model complexity and performance criteria.
Algorithm selection establishes downstream cost trajectories. These downstream
obligations introduce labor, schedule and review cycles that are rarely visible in early
estimates but often dominate costin regulated environments. Decisions about classical ML
vs. deep learning, and model architecture (from scratch, full tuning, or fine tuning,) directly
impact the required compute and labor resources. Effort and cost drivers include:

e Compute intensity —how much compute resources will be required to train the model
and execute the eventual implementation

e Training duration and iteration count — while this is not likely to be known at point of
estimation, it is prudent to consider the likely intensity of the training cycle

e Explainability and certification effort - it is important to understand why the model
produces a particular outcome, to believe that its behavior is reasonable and
bounded and to be able to defend decisions the model makes to reviewers, regulators
and accident boards. In many cases, it is also necessary to demonstrate that the
system meets safety, reliability, and performance requirements, that it behaves
predictably under defined conditions and complies with applicable standards and
regulations.

e Deployment constraints — it doesn’t make sense to pick an algorithm that will not be
feasible on the deployment infrastructure.

Model Training and Tuning

Once an algorithm has been selected and data has been collected and prepared, the model
needs to be trained to accurately represent the relevant data. This activity represents one of
the most compute intensive phases of Al development. Effort and cost drivers include:

e Dataset size and feature dimensionality — the amount of data and the number of
useful features in the dataset will determine how much data is needed and how many
iterations of training will be required

e Hardware type (CPU, GPU, TPU) and utilization

e Number of training runs — each run comes with physical and human resource
implications

e Number of hyperparameter searches — hyperparameters control how a model learns,
not what it learns. Hyperparameters control things such as learning rate, batch size,
number of layers, regularization strength, etc. The hyperparameters are the knobs
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the engineer turns to regulate the way the training is executed. Hyperparameter
tuning results in repeated tuning runs, increasing resource costs [4].
e Parallelization and optimization strategies

For large models, training costs can dominate the total development budget.

Deployment, MLOps, and Sustainment

For Al systems, sustainment is not post-development maintenance but rather continuous
re-development under operational constraints. Al systems degrade over time due to data
drift and changing operational conditions. Sustainment in Al systems is dominated by
model decay, data evolution and operational oversight. In many Al programs, annual
sustainment can reach 15-50% of initial development costs and sometimes exceed it over
the system lifetime [5]. Cost and effort drivers include:

e Monitoring and performance validation

e Periodic retraining and redeployment — model drift occurs when input data
distributions change, relationships between inputs and outputs evolve, or
operational context shifts. Changes in sensors, operating environments, user
behavior orinteraction, etc. may require the model to be retrained and/or redeployed.

e Infrastructure scaling and inference costs - inference compute is the computational
effort required to run a trained Al model to make predictions on new data during
operations. While training is required to teach the model, inference refers to the use
of the model once it has been trained. This item reflects the costs of using the model
to predict outcomes in real time.

e Compliance, auditability, and security updates

These activities introduce recurring costs that must be explicitly planned and estimated
A Structured Framework for Al Cost Estimation

The proposed framework is intended as a thinking and communication tool rather than a
prescriptive formula. It is intended to apply to software-intensive systems in which Al or ML
capabilities materially influence development effort, regardless of whether those
capabilities constitute a standalone system or are embedded within a larger application. The
framework is intentionally structured to surface sources of effort that are often implicit,
deferred or omitted entirely in early Al estimates. It supports estimation by structuring
conversations and data collection around Al relevant drivers. In practice, the framework is
to support early estimation by guiding estimators toward identifying dominant Al specific
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cost drivers, developing ranges rather than point estimates and explicitly allocating
contingency for iteration, retraining, and sustainment.

1. Project Scope and Definition

Defining the project scope is the foundational step in estimating development costs. A
well-defined scope ensures that all stakeholders align project objectives, feature sets
and data requirements. The first stop in the project scope definition is objective
identification, where project goals and expected outcomes must be clearly stated. To
predict costs effectively early on, arealistic assessment of the type of project — predictive
analytics, autonomous decision-making, real-time processing, etc. is crucial. Defining
objectives upfront helps establish the right budget and resource allocation strategy.
Feature set identification is another crucial aspect of scope definition. It is also
important to make sure that data requirements are established early in the development
process. Al development is highly data dependent; a cogent understanding of the
volume, quality and sources of data should be identified as early in the process as
possible.

2. Phased Development Approach

Al development is inherently uncertain, requiring an iterative approach with multiple
checkpoints. The cost estimation process must account foreach phase of development,
ensuring that budgets remain flexible as insights emerge.

Phase 1 - Planning

Phase 2 - Data Acquisition, Preparation and Annotation
Phase 3 - Algorithm Selection and Development

Phase 4 — Model Training and Tuning

Phase 5 - Deployment

Phase 6 — Maintenance and Monitoring

3. Cost Factors and Estimation Techniques

Traditional estimation methods are good but need to be tuned for the unique nature of Al
development. No single method is sufficient; itis bestif a hybrid solution encompassing
more than one methodology is applied

e Expertjudgement —-ideally informed by Al experience

2026 © Unison. All Rights Reserved



Presented at the ICEAA 2026 Professional Development & Training Workshop - www.iceaaonline.com/nfk2026

e Analogies at the activity level rather than at the whole system level
e Parametric relationships anchored to data where possible
e Bottom-up task estimates with explicit iteration allowances

4. Dynamic and Iterative Estimation Process

Al projects require flexibility, as costs often evolve over time. Unlike traditional software,
Al models improve with continuous training and retraining, requiring a budget for future
model iterations. A dynamic estimation process updates costs based on newly
discovered challenges, helping stakeholders adjust budgets proactively. Successful
estimators will embrace techniques that expect things to change, embrace the change,
and communicate the risk to stakeholders. Remember that flexibility is key to successful
projects, don’t expect to get it right the first time, and most importantly - establish
success metrics and track to learn from each project.

5. Team Expertise and Resource Allocation

Hiring top Al talent can be a major cost driver. Salaries for machine learning engineers
are on the high side and organizations need to recognize the value of talent.
Organizations that lack Al expertise should consider the value of outsourcing Al
development for the short term, though they should consider developing internal talent
for the long term as Al is here to stay. Itis also necessary for organizations to assess the
maturity and capability of tools and existing hardware. Al solutions require specific tools
and expertise; organizations that want to embrace Al should understand what the
investment costs are.

6. Risk Management

All Al projects come with inherent risks. Data quality issues, algorithm bias, and
regulatory constraints can result in costly rework. Having contingency funds and risk
mitigation strategies can prevent cost overruns. Stay away from a point estimate, give a
range that recognizes the uncertainty in estimation decisions.

7. Case Study Review and Validation

Case studies from similar Al projects provide valuable insights into budgeting and best
practices. Reviewing actuals from past projects and incorporating lessons learned from
previous projects help refine cost estimates for future Al initiatives.
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Al Specific Size Proxies

The limitations described above motivate the need for alternative ways to characterize size
and complexity in Al intensive systems. In practice, an Al system with minimal new code but
extensive data acquisition, labeling and retraining cycles may be substantially larger — cost
wise —than a code-intensive traditional application. Using traditional size measures, such a
system would appear small, despite requiring substantial data engineering, compute and
sustainment effort. Credible estimation requires alternative size proxies that reflect the true
drivers of Al development and sustainment effort.

Al specific size proxies focus on observable characteristics of the Al lifecycle that are
causally linked to cost and can be discussed and estimated early on in a program. Examples
include the volume and diversity of data sources, the complexity and type of data annotation
required, the number of model training and tuning iterations, the amount of compute
resources consumed during training and inference, and the expected frequency of retraining
due to model drift. These proxies do not replace traditional size measures; rather, they
complement them by representing dimensions of work that are largely invisible to code-
based metrics but dominate effort in Al enabled systems.

Importantly, Al specific proxies are intended to be amenable to future quantification. While
precise parametric relationships may not yet be well established, these proxies possess the
necessary properties to support empirical calibration as project data becomes available;
they are observable, countable or normalizable, relatively stable across projects, and
plausibly causal with respect to effort and cost. By structuring estimates around these
proxies, estimators can develop more transparent and defensible cost models while
simultaneously creating a foundation for collecting the historical data needed to mature Al
cost estimation into a repeatable, data-driven discipline.

Table 1 summarizes candidate Al specific size proxies and associated cost drivers, providing
a practical reference for early estimation discussions.
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Al Lifecycle Activi Candidate Size Proxies Primary Cost Drivers Notes for Estimators

Data Acquisition

Data Preparation

Data Annotation/Labeling

Algorithm Selection

Model Training and Tuning

Deployment & Integration

Monitoring & Sustainment

Number of data sources

Total data volume (GB/TB)

Data Refresh Frequency

% licensed vs proprietary vs generated
Number of source systems

Data quality rating

Number of engineered features
Preprocessing pipelines

Number of items

Annotation type

Required accurcacy/consensus level
Number of candidate models

Training strategy (scratch/full/fine-tune)

Training dataset size
Number of training runs
Compute hours by resource class

Number of environments
APIs/Interfaces
Latency/throughput targets

Retraining frequency
Drift sensitivity
Inference volume

Data volume

Licensing/access fees

Legal and Compliance effort
Ingestion pipeline engineering
Data transfer and storage
Data engineering labor
ETL/feature compute

QA & Validation cycles

Legal and compliance issues
Data engineering labor
Annotation tools
Redundancy/rework

Domain expert time

ML Scientist labor
Prototyping compute
Experiment tracking overhead
Cloud/on-prem compute
Energy consumption
Engineering oversight
Hyperparameter optimization
DevOps/MLOps Labor
Infrastructure

Integration testing

Security hardening

Inference compute
Monitoring tools

Retraining labor

Compliance audits

Data costs persist over time; refresh and licensing
often dominact sustainment

Low quality data can cause super linear rework

Often underestimated; scales with semantic
complexity

Early choices drive downstream cost

Cost grow nonlinearly with experimentation

Real-time and safety critical deployments cost
more

Annual sustainment may exceed development
cost

Table 1: Likely size proxies for Al lifecycle activities

Implications for Aerospace, Defense and Automotive Programs

In regulated, safety critical domains, Al estimation must also account for certification,

explainability, and long-term sustainment obligations. Underestimating data, retraining, or

integration costs can lead to significant downstream overruns. A structured framework

helps organizations make informed tradeoffs between performance and affordability.

As illustrated in Table 1, these proxies provide a basis for consistent decomposition of Al

works and create traceable links between technical decisions and cost outcomes. Over

time, they can be calibrated using historical project data to support parametric estimation

approaches.

Ongoing Research and Future Work

This framework represents afoundation ratherthan a finished cost model. Ongoingresearch

focuses on:

e Calibrating size proxies with empirical project data

e |dentifying stable cost drivers across the Al domains

e Developing parametric relationships for data and compute driven effort

e Integrating Al specific constructs with existing software estimating models
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The framework is intentionally usable today as a qualitative and semi-quantitative
estimation aid, while also serving as a research structure for future parametric model
development.

Conclusion

Al changes not just how software is built, but how effort and cost are incurred across the
lifecycle. Traditional estimation methods remain necessary but are no longer sufficient on
their own. By explicitly recognizing specific activities, size proxies, and sustainment
dynamics, estimators can produce more credible, defensible estimates. As Al enabled
systems become the norm rather than the exception, the ability to estimate their cost
credibly will depend less on predicting exact outcomes and more on systematically
accounting for uncertainty, iteration and learning.
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