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Abstract: Integrating Artificial Intelligence Systems (AIS) on board military assets is being aggressively pursued ,
yet a framework for developing predicative programmatic models (PPM) has not been standardized. In this
presentation, we propose using the Carnegie Melon Al Stack concept to evaluate AlS. Al is not just advanced
algorithms, but a network dependent on several layers of computational development and human capital.
Decomposing the elements integral to a successful AIS empowers analysts to assess operational efficiency of Al
solutions. The Carnegie Melon Al Stack approach allows us to develop a WBS and to evaluate Al systems
during AoA’s to determine the total system cost. While Al at the top level of the stack may be demonstrated at a
high TRL level, there lies several factors to consider in the underlying stack to determine feasibility, mission
effectiveness and cost operational effectiveness.
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1. Introduction

While the algorithms that enable Artificial Intelligence (AI) have been around for 50 years, recent breadth
of applications have seen a rapid rise in the number of efforts in business, academia and the government.
This explosive growth has given rise to problems in DoD and Other Government Agencies — namely
solutions that are largely over promised and under delivered. For the cost community, we are charged
with estimating, budgeting, and the financial execution of those programs. As the most important step in
the cost estimating process is understanding the problem, the cost analyst must first understand exactly
what the Al solution they are being asked to estimate is and then must try and come up with an approach.
Is the Al solution truly autonomous or semi-autonomous Al? Perhaps it is not truly Al, but rather a Large
Language Model (LLM), Machine Learning (ML), Natural Language Processing (NLP) or Predictive
Analytics? And then once we have an idea of what the Al solution is — finding data on a similar effort that
might even be considered analogous presents a new host of problems.

While data is starting to trickle in, the problem of defining an Al solution and how to estimate that
solution still seemed quite vexing. This was my main interest when attending a conference on
implementing Al solutions. As I sat through multiple presentations demonstrating applications of Al,
from autonomous drone mapping to applications in training the warfighter, there were multiple common
threads: The first was that scaling from a demo version to full implementation was not just difficult — but
the roadblocks were increasingly difficult and overcoming them did not seem possible without substantial
investment. The second was that since none of these demonstration products had scaled, no one had any
idea of what the costs to fully develop and deploy them would be.

That afternoon, tucked into a presentation by Shane Shaneman, Director - Strategic Government Research
Carnegie Mellon University (CMU)), titled “A Blueprint for Developing & Deploying AI”, he had a slide
called the Al Stack. Immediately I realized my approach at estimating Al was wrong. We knew that
traditional software methods like SLOC count, or function points did not work. I had approached it
thinking I would need to find a data point (fingers crossed one existed) on an analogous Al system and /
or use SME opinion. I thought that in time as we gathered more data, parametric options would become
available. But when seeing the slide, it was obvious that assumption was wrong.

As I discussed my revelation with my colleagues, we have taken this concept of the Al Stack, and in this
paper attempt to present a framework on how to use the Al stack in cost estimating. At its core, the stack
is a work breakdown structure (WBS), heavily dependent on the layers both below and above. Using this
concept, it becomes easy to understand implementation risks and why so many demonstration products
fail to reach full maturity.
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2. The AI Stack

The AI Stack
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Figure 1: The AI Stack from “A Blueprint for Developing & Deploying AI”

The Al stack breaks down the components of Al into interconnected layers to form a system.
Each layer is a block of technology which is dependent on both the layers below and above. If
you ignore any of the blocks, then you are destined for failure. It becomes apparent why many
technology demonstrations fail to scale — they only demonstrate the technology in one or a few
of the blocks. Technology showcasing “Decision Support” and “Planning & Acting” may be
built from a carefully curated set of modeling data. In reality that data does not exist in the
manner the system needs to perform its operation.

Later in this paper we will cite CMU’s definitions in each area of the stack. Here we note the
importance of ethics which runs alongside the entirety of the stack. While ethics may not
normally be a concern of a cost analyst, aggregation of data presents programmatic risks,
whether it may be Personal Identifiable Information (PII) or the aggregation of data into higher
classification levels which may need to be considered. One only needs to watch any Sci-Fi movie
in which an autonomous system takes action to understand the unwanted consequences.

2

3. How the AI Stack is Used

From a cost analysis view, the Al Stack can be viewed as a WBS, with integration between each
layer. When viewed in this light, the problem of estimating an Al solution is manageable. On
their own, we have plenty of existing estimating methodologies that cover almost every layer of
the stack. At the bottom of the stack, we have traditional hardware and data management
problems which are the large cost drivers of Al solutions. At the top of the stack is highly
technical, but level of effort driven tasks. By evaluating a proposed Al Solution against the stack,
risks are quickly identified, and analysis can be done, resulting in more accurate estimates.
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As we estimate each layer of the stack, we notice that the higher
in the stack, the less costly the layers become. This is driven
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primarily by the fact that the upper layers of the stack are driven
by highly specialized labor (Al programmers, data scientists,
software engineers, etc.) and the lower layers are driven by
typical DoD acquisition costs (sensors, computer resources,

systems engineering, CM etc...). Massive Data Management
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Conversely, solutions higher in in the AI Stack
the stack are exponentially

riskier if thpy depend on independent layers at the bpttom qf the
stack. Again, the reason that technology demonstration projects
fail to scale. If the underlying data management is not set up for

the upper layers, the data re-work becomes too costly and

mamgeable.

Figure 3: Relative Risk
in the AI Stack

In addition to the costs of each block of the Al Stack, we can evaluate risks in implementation by
mapping out where the proposed solution sits within the stack.

Before starting the full estimating process, we present three steps to using the Al Stack to
understand what needs to be assessed (i.e. Step 1 in the Cost Estimating process — Understand
the problem). A little triage upfront with the Al Stack as a WBS will help an analyst make sure
they are on the right path.

First, identify the layers of the stack that the system proposes. Per Figure 2 and 3, it’s important
to understand the complexity of the proposed system to appropriately weigh the risk within the
stack. Second, identify which component would encompass the top layer of the stack. Because
each layer is dependent on what is above and below it, the highest layer dictates what will be
analyzed, whether for development or for integration. Third, identify any integration risks and
report if needed. The key to the program’s success is to assess any and all inherent risks that
have potential to compromise the program’s survivability, and mitigate with leadership as
quickly as possible.

4. Example

When evaluating a proposed Al solution, we can evaluate risks in implementation by mapping
out where the proposed solution sits within the stack, particularly when assessing risk of
alternatives. For example, Company ABC showcases an Autonomous Robot solution at the
completion of a Phase II SBIR program (for the context of this example, let’s call it BOB). The
demonstration was wildly successful, with BOB performing its autonomous decision making
flawlessly. Decision makers are excited, as the company has already done the hard part —
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developing the software algorithms that enable the autonomous solution, and it was done from
existing databases. The command has asked for a cost estimate to support widespread
implementation.

When evaluating BOB, we need to look at the work that was done to date and how that compares
to the future state. In this case, BOB was an existing device that used new software for its
autonomous decision making. Its modeling was done off a carefully curated database which
enabled the demonstration and was not being updated during the demonstration.

To conduct an estimate we would work through our Al Stack. We decide that BOB only touched
on the top 3 layers in this demonstration. In this case, as we look at each of the layers. It’s clear
that it would be immensely risky that each of the layers exist in their current state to support
widespread BOBs, or that it would be an easy or low cost.

But it’s also clear that we could come up with a reasonable estimate for what it would take. We
can estimate the computing resources needed for a plethora of BOBs —the costs of GPUs, server
space, etc.....; learning curves or other methods for recurring production; data management; even
O&S costs using failure rates for BOB’s hardware. Systems which save the government money
by using existing data sources are likely to underestimate the amount of data management
needed to enable the solution. This would be a good conversation to introduce to leadership, as
the potential of long term savings using existing sources is often favored while the reality is the
source will quickly become obsolete as machine learning evolves.

5. Elements of the AI Stack (Andrew W. Moore, 2018)
5.1. Computing

5.1.1.  All artificial intelligence is built on the computer systems that came before it. This
includes the systems, networks, programming languages, operating systems and
interactions between devices that make computing possible

5.2. Devices

5.2.1. The device layer is all the sensors and components needed for machines to
perceive the world around them. Traffic lights, for example, can observe traffic
levels and negotiate with each other to improve traffic flow. Iris-detection systems
can read and identify a human eye from 40 feet away.

5.3. Massive Data Management

5.3.1. Machine learning focuses on creating programs that learn from experience. It
advances computing through exposure to new scenarios, testing and adaptation,
while using pattern- and trend-detection to help the computer make better decisions
in similar, subsequent situations. A relevant example of work in machine learning is
using speech recognition technologies to identify the age, sex and location of the
hoax callers that plague the U.S. Coast Guard.

5.4. Machine Learning

5.4.1. Machine learning focuses on creating programs that learn from experience. It
advances computing through exposure to new scenarios, testing and adaptation,
while using pattern- and trend-detection to help the computer make better decisions
in similar, subsequent situations. A relevant example of work in machine learning is
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using speech recognition technologies to identify the age, sex and location of the
hoax callers that plague the U.S. Coast Guard.

5.5. Modeling

5.5.1. Al systems at the top of the stack rely on computer modeling to understand
information. Models use computers to construct and manipulate abstract
representations of situations and natural phenomenon in the world. For example,
new research has allowed scientists to analyze photos of people to track their facial
features and recognize their emotional states.

5.6. Decision Support

5.6.1. This layer includes technologies that help humans make decisions. Where should
500 Lyft drivers be deployed, based on information we know about events and
demand? How should emergency services be distributed after a disaster? Exciting
examples of research in this area include work to identify instances of human
trafficking, help locate victims, and collect and synthesize enough information that
trends and patterns can be discovered and used to combat the problem.

5.7. Planning and Acting

5.7.1. Systems in this part of the stack rely on optimization, safety, the knowledge
network and strategic reasoning to make the best possible decision available and
learn from the information researchers give them. Though slightly less sophisticated
than systems employing the blocks at the very top of the stack, planning and acting
technologies still rely on advanced systems and algorithms to positively impact the
world. One great example of technology that falls into this category is the national
kidney exchange, a sophisticated algorithm that matches potential kidney donors
with people who need transplants.

5.8. Autonomy

5.8.1. Al technologies at this level focus on creating systems that make their own
decisions without human intervention. These systems solve problems when humans
can't. For example, robots can search through rubble for disaster survivors, or
sensors in self-driving cars can respond more quickly to impending accidents than
human drivers.

5.9. Human Al Interaction

5.9.1. When we create artificial intelligence in this part of the stack, we're augmenting
what humans can do. These technologies make our lives easier. One good example
of work in this area is robotic arms attached to motorized wheelchairs that people
with spinal cord injuries can direct with their gaze. Another exciting example is
research that allows a computer system to interview a patient remotely to determine
if they're depressed and need human intervention.

5.10. Ethics

5.10.1. Ethics permeates the entire Al stack. The decisions people make as they build Al
systems involve serious ethical questions that we can't ignore. A vital component of
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Al is giving tomorrow's scientists the tools they need to perform ethical reasoning
and the skills to create Al for good.

6. Primary Areas of Risk

Integrating Al into systems introduces various risks, including security vulnerabilities, data
privacy concerns, data aggregation and cleaning, and operational challenges that
organizations must address to ensure safe deployment. Identification and management of
these risks are critical to the success of an Al implementation effort. It is important to note
that these risks run across the full Al stack and are not just specific to any area. By
understanding and addressing these risks, organizations can better harness the benefits of Al
while minimizing potential downsides.

6.1. Key Risks of Al Integration:

6.1.1. Security Vulnerabilities: Al systems, especially those powered by large
language models (LLMs), are susceptible to various security threats. One significant
risk is prompt injection, where malicious inputs manipulate the Al's behavior,
potentially leading to unauthorized actions or data exposure. This vulnerability is
recognized as a critical issue in the OWASP Top 10 for LLM applications. (Hayun,
2025)

6.1.2. Data Privacy and Security: Al models often rely on vast amounts of data, which
can include sensitive information. The lack of clear data provenance can lead to
privacy violations and security breaches. Organizations must ensure that data used
for training Al models is secure and compliant with regulations. (Deloitte Center for
Integrated Research, 2025)

6.1.3. Operational Challenges: The integration of Al can lead to operational risks, such
as reliance on inaccurate outputs or "hallucinations" where the Al generates false
information. This can impact decision-making processes and lead to significant
consequences, especially in critical sectors like healthcare and finance. (Perdana,
2025)

6.1.4. Compliance and Regulatory Risks: As Al technologies evolve, so do the
regulatory frameworks govern their use. Organizations must navigate these
regulations to avoid legal repercussions. Many companies are aligning with
frameworks like the EU Al Act, but compliance alone does not guarantee security.
(Hayun, 2025)

6.1.5. Insider Threats and Misuse: The rapid adoption of Al tools can create
opportunities for insider threats, where employees misuse Al capabilities for
malicious purposes. Organizations need to implement strict access controls and
monitoring to mitigate these risks. (Hayun, 2025)

6.2. Al Integration Risks

Direct Technology Costs include software licensing, cloud computing infrastructure,
hardware, and third-party API fees. These can range from $50K-$500K annually for
enterprise solutions to $20K-$200K monthly for cloud infrastructure and $100K-$2M
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for specialized computing infrastructure. Implementation and Integration costs can
represent 40-50% of the total investment. (Xela Al, 2025) It is important to identify
possible risks in these areas or risk an Al initiative becoming unaffordable. Some of the
primary categories of implementation and integration costs include:

6.2.1. Systems Integration: System integration refers to the process of combining
various software and hardware components into a unified system that works
seamlessly. If the new Al application is to work with other existing systems, it is
probable that extensive system integration will be required. This can lead to
significant costs for any organizations involved as well as encompass all the
traditional risks of any systems integration effort.

6.2.2. Data Pipeline Development: automates the flow of data from various sources to
a destination, where it can be processed, analyzed, and utilized. It involves a series
of steps such as data ingestion, transformation, storage, and delivery. Data is the
most significant need for Al implementation. Any issues with developing a Data
Pipeline are going have significant impacts to cost and schedule.

6.2.3. Legacy System Modifications: updating outdated systems to improve efficiency,
security, and performance. Should legacy systems need to be modernized to
accommodate a new Al platform, there may be significant costs to do so. Failing
modernization, a need for replacement systems would arise further driving cost
increases.

6.2.4. Data Cleansing: is the process of detecting and correcting errors, inconsistencies,
and inaccuracies in datasets to ensure they are accurate, complete, consistent, and
usable for analysis or decision-making. It is a critical step in data pre-processing that
directly impacts the quality of insights, model performance, and compliance with
regulations. Data Cleansing can be extremely cost and labor intensive.

6.2.5. Operational Challenges: Al may disrupt traditional business models and require
fundamental changes to business processes and employee capabilities. (Xela Al,
2025) Proper utilization of organizational change management can help mitigate
this risk. It is essential to be sure that business operations and Al capabilities are
aligned.

7. Mitigation Strategies

There are several mitigation strategies organizations can employ to manage the risk
enumerated above. Some examples of high-level mitigation strategies that can be utilized are
as follows:

7.1.1. Implement Robust Security Measures: Organizations should adopt a security-
first approach, embedding security practices throughout the Al development
lifecycle. This includes regular audits, encryption of sensitive data, and continuous
monitoring for anomalous activities. (Hayun, 2025)
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7.1.2. Establish Clear Governance Frameworks: Developing governance frameworks
that outline data management, compliance, and ethical use of Al can help
organizations navigate the complexities of Al integration. (Deloitte Center for
Integrated Research, 2025)

7.1.3. Educate Employees/Organizationl Change Management: Training staff on the
potential risks associated with Al and promoting a culture of security awareness can
help mitigate insider threats and improve overall security posture. (Safonov, 2025)
This category, which represents 30-40% of total costs, involves employee training,
change management consulting, new role creation, process redesign, and temporary
productivity loss. (Xela Al, 2025)

8. Conclusions

Utilization of the Al stack gives a familiar organizational structure to the often
uncomfortable and data barren world of Al. By breaking Al into component pieces, it
becomes apparent that we have the tools necessary to accurately estimate the costs of
development and implementation of Al solutions. Further, the Al stack allows the estimator
to clearly identify potential risks of integration between layers and gives greater fidelity to
the estimator and leadership alike.
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