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Abstract

Cost analyses typically model risks for multiple random variable as multivariate distributions.
The standard state of practice, as pioneered by Paul Garvey, is to assume that joint risks follow a
bivariate normal, bivariate lognormal, or bivariate normal-lognormal. The assumption of this
model form forces an exclusive reliance on correlation. However, correlation is only one
measure among many of stochastic dependency. The favored form of correlation in cost risk
analysis, product-moment correlation, measures the degree to which variables are linearly
related. This type of approach has been widely blamed as contributing to the financial crisis a
few years ago. Correlation to model dependencies was widely used to model mortgage default
risk in the early 2000s before the financial crisis in 2007 and 2008. In a 2009 magazine article,
the use of correlation to measure dependency was cited as “the equation that killed Wall Street.”
Financial markets and government projects are both inherently risky. The sole reliance on
correlation to measure dependency among risks bears some of the blame for the endemic
problem of cost growth, which averages 50% for development programs both in the Department
of Defense and NASA.

We introduce the copula approach to cost risk estimating as a way to overcome this deficiency.
Copulas allow the accurate modeling of stochastic dependency, and have the flexibility so that
any particular risk can follow any distribution form. Copulas in general can model types of
stochastic dependency other than correlation. We focus our attention on tail dependency since
this is a feature that is not adequately modeled by correlation. In particular we discuss the
Student’s t copula, and show how it can model tail dependency.

The use of copulas has particular application to joint cost and schedule risk analysis. We also
discuss the use of copulas for modeling cost risk dependencies among work breakdown structure
elements. Example illustrations showing the difference that tail dependency makes on cost risk
analysis are presented. Recommendations for default values for tail dependency are provided.

Ways to implement copulas in R and Excel are discussed in detail.
Introduction

“Anything that relies on correlation is charlatanism.” — Nassim Taleb, author of The Black Swan
(Salmon 2009)

Cost risk analysis is an evolving discipline. Many issues have been addressed over the last two
decades. These issues typically cause us to underestimate risk. For example, the use of
correlation to model dependencies is an advance suggested by Steve Book and Paul Garvey in
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the 1990s (Book 1999, Garvey 2000). The author (Smart 2013) brought up the issue that we are
underestimating correlation, which leads to the underestimation of risk. This is the problem of
not enough correlation. The current paper addresses the issue that correlation alone is not
sufficient to measure dependency among random variables. We have evolved from “we need
correlation,” to “more correlation is required,” to “correlation is not enough!”

Cost risk analyses typically model risks for multiple random variable as multivariate
distributions. typically model risk as a multivariate distribution. Standard practice is to assume
that joint cost and schedule variation follows a combination of normal and lognormal
distributions, such as a bivariate normal, bivariate lognormal, or bivariate normal-lognormal. The
assumption of this model form forces an exclusive reliance on correlation to measure
dependency. However, correlation is only one measure of stochastic dependency. There are
many others. One of the primary weaknesses of the sole reliance on correlation is that it ignores
the effect of tail dependency, which occurs when extreme events have a tendency to occur
together. The lack of tail dependency in models leads to potential outcomes that do not make
sense, such as a program that has a large schedule slip, but no cost overrun. We know that if the
completion of a development program is delayed by several years that there will be significant
cost growth, but correlation does not account for this phenomenon. Developing models that use
assumptions that hinder our ability to accurately model risks is to ignore the possibility of
Nassim Taleb’s black swans (Taleb 2007). Indeed as the Hungarian mathematician Janos Bolyai
noted, we must not force our models to conform to “blindly formed chimera.” (Gray 2004)
Rather we should attempt to develop models that are as realistic as possible.

The failure to accurately model variation can have significant impacts. Correlation was widely
used in the modeling of mortgage default risk in the early 2000s before the financial crisis in
2007 and 2008. In a 2009 magazine article, use of correlation to measure dependency was cited
as “the equation that killed Wall Street.” (Salmon 2009) An article in The Financial Times
termed it “the formula that felled Wall Street.” (Jones 2009) Financial markets and government
projects are both inherently risky. An over-reliance on correlation bears some of the blame for
the endemic problem of cost growth, which averages 50% for development programs both in the
Department of Defense and NASA (Smart 2011).

We present the copula approach as a way to overcome this deficiency. Sklar’s Theorem, which
enables the separation of individual risk distributions and dependency structure using copulas, is
discussed. Copulas allow the accurate modeling of stochastic dependency, and have the
flexibility so that any individual risk can follow any distribution form. We discuss measures of
dependency that copulas can measure. We focus our attention on tail dependency since this is the
feature that is not adequately modeled by correlation. In particular we discuss the Student’s t
copula, and show how it can model tail dependency.

The use of copulas has particular application to joint cost and schedule risk analysis. We also
discuss the application of copulas to modeling cost risk dependencies among work breakdown
structure elements. Examples illustrations showing the difference that tail dependency makes on
cost risk analysis are presented. Recommendations for default values for tail dependency are
provided.



Commonly available platforms, such as Crystal Ball and @Risk simulation add-ins to Excel,
only include correlation as a dependency measure. They do not include copula methods. We
discuss ways to calculate t-copulas for cost risk analysis, including the R statistics platform as
well as a technique for modeling copulas in Excel.

Univariate and Multivariate Distributions in Cost Risk Analysis

The normal and lognormal distributions are commonly used in cost risk analysis. The normal
distribution is one of the most commonly used probability distributions, because of the fact that
many random phenomena follow this distribution, such as the lifespan of humans, and the
heights of humans. Because of its shape it is often referred to as the “bell curve.” It is noted for
its symmetry and its thin tails. If cost is the sum of many independent random variables, the
Central Limit Theorem indicates that this may be an appropriate distribution to model risk.

The normal distribution is defined as
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Figure 1 shows the shape of a normal distribution.

Figure 1. Normal Distribution.

The lognormal is preferred for cost risk analysis. One appealing feature is that it accounts for the
fact that risk of cost growth outweighs opportunities for cost savings.

Unlike the normal, the lognormal is a skewed distribution. It has fatter tails than a normal
distribution. It is bounded below by zero, and unbounded above, just like cost. If cost is a
function of multiplicative factors (e.g., test failures cause a percentage increase in cost rather
than an increase of a fixed amount), complex projects are likely to be lognormally distributed.
This is a multiplicative analog to the Central Limit Theorem (Smart 2011).

Cost is often observed to be lognormal when strong positive correlations are present among the
system’s WBS cost element costs. (Garvey 2000) A system’s schedule is often observed from



Monte Carlo simulations to be lognormal if it is the sum of many positively correlated schedule
activities in an overall schedule network. (Garvey 2000)

Smart (2011) provides empirical evidence supporting the use of the lognormal distribution in
cost risk analysis. The extreme events of a distribution are those that occur far from the average;
these are located in what we refer to the tails of a distribution. A light-tailed distribution like the
normal exhibits only mild variations, while distributions like the Pareto have very heavy tails,
meaning that extreme variations are likely. The lognormal provides the right balance between the
mild variations of the normal distribution and the wild variations of distributions like the Pareto
for analyzing cost risk in government programs. See the author’s paper from the 2011 ISPA-
SCEA Conference (Smart 2011) for a discussion on the tails of probability distributions. Also
Smart (2010, 2012) provides a comparison of these different types of distributions as they apply
to cost risk analysis.

The lognormal distribution is defined as:

1 _(nx-p?
e 20 x>0
XoV 2T

See Figure 2 for a graphical representation of a lognormal distribution.
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Figure 2. Lognormal Distribution

We also define the Studen’t tdistribution here as it will be of interest later in the paper. The t-
distribution arises when estimating the mean of a normally distributed population where the
sample size 1s small and the population standard deviation is unknown. The larger the sample,
the more the distribution resembles a normal distribution. The probability density function is
defined as
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where v is the number of degrees of freedom and I' is the gamma function. Depending of the
number of degrees of freedom the t distribution can account for extreme variations.

However, we typically have not one distribution to consider, but many. Whenever we are
developing a cost risk analysis for a work breakdown structure with more than one element we
are doing a multivariate analysis. We tend to not think of a cost risk analysis as multivariate.
Since we add the costs in a WBS to obtain the total cost, the total risk is seen to only reflect the
cost of the total system. However, we are adding together elements that have stochastic
dependencies, so we are analyzing a multivariate distribution.

In this paper we focus on joint cost and schedule risk analysis since it is a two-dimensional
problem that is easy to visualize with scatterplots. This problem is of particular interest to a large
portion of the cost estimating community, especially NASA, which requires joint cost and
schedule confidence level analyses as part of established policy.

When cost and schedule risk are considered jointly, these can be modeled as a multivariate
distribution. Paul Garvey (2000) documents methods for modeling cost risk as bivariate normals,
bivariate lognormals, and bivariate normal-lognormals.

The bivariate normal density function is defined as:
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The symbol p is the correlation between variables x; and x,. Correlation in cost between two
events is the tendency for the risks associated with those costs to move in tandem. It can be
positive, which is the case when there is a tendency for the chance that a Work Breakdown
Structure (WBS) element’s cost will increase when the chance that another WBS element’s cost
will increase. It can also be negative, which means there is a tendency for the chance that a WBS
element’s cost will decrease whenever the chance that another WBS element’s cost will increase,
and vice versa.

Correlation is defined as

cov(xq,x5)
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The bivariate normal-lognormal density is defined similarly:
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The bivariate lognormal density is defined as
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For the normal distribution we typically deal with the standard normal in performing
calculations. The cumulative normal distribution does not have a closed form, so it is typically
represented as an integral. The standard normal cumulative distribution function is the one for
which statistics textbooks have look up tables in the back (that is why you need a look up table;
there is no closed form solution). The standard normal has the property that the mean is equal to
zero and the standard deviation is equal to 1.

The formula for the standard bivariate normal cumulative distribution is given by
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The formulas for the standard bivariate normal-lognormal and lognormal cumulative distribution
functions are similar. For all these distributions correlation is the sole measure of dependency
between the variables.

Bivariate distributions naturally extend to multiple variables where the number of random
variable considered is two or greater. When we measure risk at the WBS level, we are modeling
multivariate distributions. This is commonly implemented in Crystal Ball, @Risk, or other tools
where dependency is measured with correlation.

One criticism of using bivariate normal or lognormal distributions is that it does not exhibit tail
dependence. Tail dependency is the probability of an extreme event given that another correlated
variable experiences an extreme event; for example, the probability of extreme cost growth given
that there is extreme schedule growth.

Bivariate normal and lognormal distributions exhibit no tail dependency even in the presence of
high correlation as long as the correlation is less than 1. As an example consider a program for
which joint cost and schedule risk is modeled with a bivariate normal distribution. Suppose the
cost mean is $1 billion and the cost standard deviation is $250 million; and the schedule mean is
100 months and the schedule standard deviation is 20 months. The correlation is assumed to be
0.6, in line with a recent ICEAA paper by the author (Smart 2013).
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Figure 3. 5,000 Trial Simulation of Bivariate Normal with x,,,.,, = $1 billion, x, = $250
million, Ynean = 100 months, y, = 20 months, p = 0.6.

In Figure 3, the 70% joint confidence frontier is shown by the bolded black curve. We consider
the 70™ percentile because NASA policy requires “that projects are required to perform a JCL
with the intent that they demonstrate a 70% probability that cost will be equal to or less than the
targeted cost and schedule will be equal to or less than the targeted schedule date. “ (Hunt 2013)
The points on the curve in the figure are pairs of cost and schedule values for which there is at
least a 70% chance of success that both cost and schedule will be met. Any point on the frontier
and any point to the right and above the line also meet the conditions. There are a variety of
points that meet this condition, some with lower cost/longer schedule and some with higher cost/
shorter schedule. This is a wide range and seems to indicate that that you can trade off cost and
schedule along the frontier. For example both a $2 billion cost and 110 month schedule and a
$1.1 billion cost and 190 month schedule both meet the 70th percentile requirement. This is not
realistic. Indeed as pointed out in a recent ICEAA presentation, values at the ends of the curve
are not easily achievable (Druker 2013). Specifically Druker suggested considering conditional
probabilities. He provided an empirical measure based on the results of a joint confidence level
simulation. We provide a formula based on the distribution form to show that this is true. Begin
by noting that the conditional distribution of a bivariate normal distribution is a normal
distribution. Note that if (X;, X,) is a bivariate standard normal distribution (with mean 0 and
standard deviation 1), then X,|X; = x is also a normal distribution, with mean px and variance
1 — p? (see Appendix 1 for a derivation). To convert this back to an arbitrary normal distribution
(Y1,Y,) with means py u, and standard deviations g;, 0, we have to scale the conditional
standard normal parameters. For the variance, we multiply by the variance of Y,, that is
Var(Y,|Y;) = 0,(1 — p?), and for the mean, we have to correct for the mean of Y;, convert the
scale from Y; to Y,, and add the mean of Y,. This yields

92 2 2
Yo|Y1~N(uz + PG_(Y1 — 1), 05 (1 —p%))
1



Thus Y, |Y; is normally distribution with mean pu, + p ? (Y; — u,) and variance o7 (1 — p?). For
1

a rigorous derivation see Paul Garvey’s book (2000).

We can use this fact to examine the likelihood of experiencing a schedule of at most 110 months
if the cost is $2 billion. Plugging into the conditional normal distribution formula and calculating
the cumulative distribution we find that the probability that the schedule will be no longer than
110 months given that the cost is $2 billion is 0.8%. This verifies our intuition that many of the
points on the frontier, especially those far away from the center, are not achievable in practice.
On the other hand the conditional probability of achieving a longer schedule given a lower cost is
very high. For example if the cost is $1.1 billion, then the likelihood of achieving a 140 month
schedule is 98.5%. However, given a schedule of 190 months, the likelihood of achieving $1.1
billion in cost is much lower, at only 0.3%. However a pair in the middle of the curve, such as
cost = $1.2 billion and schedule = 117 months, has conditional probabilities that are both equal
to 66%. We consider the measure of conditional likelihood to be the minimum of the two
conditional probabilities, that is,

C(a,b) = Min{Prob(Schedule < a|Cost = b), Prob(Cost < b|Schedule = a)}

Prob(Schedule < a|Cost = b) is increasing as a function of a, and

Prob(Cost < b|Schedule = a) is increasing as a function of b. If we plot these two curves for
each pair of points along the 70™ percentile frontier, as we increase schedule, we decrease cost,

so as one value increases, the other decreases. The pair of curves thus has the form displayed in
Figure 4.
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Figure 4. Conceptual Plot of Conditional Probabilities for Each Pair of Points Along a
Confidence Level Frontier.

The curves that we are interested is the minimum of each pair of curves. One is the minimum up
to the point where the two intersect, and the other is the minimum from that point onward. From
a consideration of these two curves, it is evident that the maximum occurs where the two
intersect. This point of intersection is where the two conditional probabilities are the same. That
is, the maximum occurs where



which is equivalent to
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That is, the two lines are equal when the percentiles of the unconditional distribution of each of
the variables, cost and schedule, are equal to one another.

In this particular example, that occurs when the cost and schedule are both set at their own 80
percentiles.

Note that everything we have derived above applies to bivariate normal-lognormal distributions,
and also bivariate lognormal distributions. The formulas are very similar. The conditional
distribution of a bivariate lognormal is lognormal, with conditional probability formula
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Thus we have demonstrated the following.

Not every point on the frontier of a JCL scatterplot is equally likely; the maximum occurs when
the individual cost and schedule percentiles are equal.

Thus program managers should focus on setting budgets and schedules in the middle of the
curve, not on the outer boundaries.



However, this does not resolve the tail dependency issue. The 70" percentile is not in the tail of
the distribution — we should see of tightening of the spread of data points in the scatterplot as we
go deeper and deeper into the right tail of the joint distribution. The lack of tail dependency is
reflected in the cloud of data in the scatterplot, which does not tighten as we move to higher
costs and longer schedules. See Figure 5 for a reproduction of the previous example with dotted
lines showing that it is possible to have an extreme schedule event together with a not-so extreme
cost event.
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Figure 5. 5,000 Trial Simulation of Bivariate Normal with x,,,.., = $1 billion, x, = $250
million, Y,nean = 100 months, y, = 20 months, p = 0.6.

For example, one of the pairs of points is cost = $1.037 billion and schedule = 156 months. A
schedule equal to 156 months is at the 99.8™ percentile, while cost = $1.307 billion is at the 55™
percentile. One is an extreme event, and the other is in the middle of the distribution. This does
not make sense, and cannot be resolved by considering conditional probabilities.

As a first step in examining the issue maybe the problem is with the normal distribution. So we
look at the same example, but modeled with a lognormal distribution instead. That is, the means
and standard deviations are the same, the joint distribution is bivariate lognormal. See Figure 6.
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Figure 6. 5,000 Trial Simulation of Bivariate Logmormal with x,,,.q, = $1 billion, x, = $250
million, ¥,,ean = 100 months, y, = 20 months, p = 0.6.

As is evident from the figure, rather than tightening, or staying the same, the lines along the
outside of the scatterplot actually widen. Thus heavier tails actually make the problem worse!
For example, consider one of the scatterplot point pairs - schedule = 172 months and cost = $1.0
billion dollars. The schedule is at the 99.8™ percentile, while cost is at the 55" percentile. This is
basically saying that schedule experiences an extreme event while cost remains at the average.
Another scatterplot point has schedule equal to 98 months and cost equal to $2 billion. The
schedule is double the mean and is at the 99.7™ percentile, while schedule is shorter than
average, and is at the 49" percentile. These are not compatible, in practice we do not see extreme
cost events without a significant impact on schedule; and we do not see an extreme schedule
event without a corresponding significant increase in cost. This problem is due to the fact that
the bivariate distributions we have considered in this section have a dependency form that only
considers correlation. Correlation does not capture tail dependency.

We next consider the issue of tail dependency. Before we explore this notion any further we turn
to a discussion of copulas, which we need for tail dependency.

Copulas

The multivariate distributions we have discussed in the preceding section are copulas. They
involve the Gaussian copula form, which is the dependency structure of multivariate Gaussians.
However, the multivariate forces the dependency form, which is correlation. The more general
use of copulas allows us to separate the distribution forms from the dependency structure.
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Copulas are a way to separate the dependency structure from the marginal distributions. Consider
two random variables Xand ¥, with distribution functions F(x) = P(X < x) and G(y) = P(Y <
y), respectively, and a joint distribution function H(x,y) = P(X < x,Y < y). For example a
bivariate normal has distributions #and ¢ that are each univariate normal distributions. Each
pair (x,y) of real numbers leads to a point (F(x),G(y)) in the unit square [0,1]x[0,1], and this
ordered pair corresponds to H(x,y) in [0,1]. This function His a copula. (Nelsen 2006) Copulas
are a way to join together two or more distribution functions, using a dependency structure of our
choice. For two normal distributions if we choose correlation as the dependency structure, then
we have a Gaussian copula with Gaussian marginals. If we choose two exponentials with
correlaton as the dependency structure, we have a Gaussian copula with exponential marginal
distributions. It was this latter form — Gaussian dependency structure with exponential marginals
- that were the equation form widely used to model mortgage defaults in the early- and mid-
2000s. (Li 2000, Salmon 2009)

The word “copula,” despite similar words that may spring to mind, is not the Italian word for
sex. Rather it is a Latin noun that means “a link, tie, a bond.” (Nelsen 2006)

More formally, we define a copula as follows. A d-dimensional copula is a distribution function
on [0,1]% with standard uniform marginal distributions.

Notice that we define copulas in terms of uniform marginal distributions. Recall that to simulate
a random variable using Monte Carlo, you pick a value from a uniform distribution (“random
number”) and then you input that random number into the inverse of the cumulative distribution
function you wish to simulate. This is based on the fact that if U~U(0,1), a standard uniform
distribution on the interval (0,1), G is a cumulative distribution function, and X'is a random
variable with X~G, P(G™1(U) < x) = G(x). To see why this is the case, note that for two
random variables x and y; and a cumulative distribution function £, y < x if and only if

F1(y) < F71(x) (and y < x ifand only if F(y) < F(x) ). Thus, P(G"*(U) < x) =

PU<GM)=["1dz =6

Also, if X is a random variable with X~G, then G(Y)~U(0,1). To understand why this is true,
note that P(G(Y) u) =P(G™ 1o G(Y) <G '(w) =P(Y <G '(W)=GG (u) =u
Thus we can translate from the uniform to the underlying distribution and vice versa. This
concept allows us to break apart the notion of distribution from interdependency.

Let C(u) = C(uyq, ..., ugq) denote the multivariate distribution functions that are copulas. That is
C is a mapping of the form C: [0,1]¢ — [0.1], that is a mapping of the unit hypercube to the unit
interval.

Three properties must hold (McNeil et al. 2005) for C to be a copula:

1. C(uy,...,uq) is increasing for each component u;.
2. ¢(1,..,1u;,1,...,1) =uy; foralli=1,..,d and 0 < u; < 1.
3. Forall (aq,...,ay), (b, ..., by) € [0,1]%with a; < b;,

12
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where uj; = a; and ujz = b; for alj=1,..,d.

The first property is that of any multivariate cumulative distribution function. The second
property is that of uniform marginal distributions. The third property, which is a type of
rectangle inequality, ensures that if the random vector (Uj, ..., Uy) has cumulative distribution
function C, then P(a; < U; < by, ...,aq < U, < by) is non-negative.

Sklar’s Theorem shows us exactly how we can combine distributions for individual risks with a
dependency structure of our choice.

Sklar’s Theorem (McNeil et al. 2005). Let F be a joint distribution function with margins
Fy, ..., F;. Then there exists a copula C:[0,1]¢ — [0,1] such that, for real numbers x5, ..., x4,

F(xq, .., xq) = C(Fl(xl), v, Fy (xd)).

If the margins are continuous, then Cis unique; otherwise C'is uniquely determined on
Range F; X ... X RangeF,. Conversely, if C is a copula and Fj, ..., F; are univariate cumulative
distribution functions, then the function Fis a joint distribution functions with margins Fj, ..., F,.

Also note that if Cis a copula and Fj, ..., F; are univariate cumulative distribution functions, then

Cluy, o uy) = F(Fl‘l(ul), o Bt ug)):

As an example, the Gaussian copula is the cumulative distribution function for the bivariate
standard normal distribution that we provided in a previous section. The formula for ® that we
provided is the formula for the Gaussian copula. This is not the interesting part of Sklar’s
Theorem; we already know how to work with multivariate Gaussian distributions. What we
would like to is to combine distributions with a dependency structure of our choice. The way to
do this is given by the converse statement in the theorem, that is, if we start with a copula C'and
margins Fy, ..., F; then F(xq, ...,x4) = C (F1 (x1), ..., Fy (xd)) is a multivariate distribution with
margins F, ..., Fy;. For example, if we were interested in building a distribution with the
Gaussian copula but arbitrary margins, we can do that. The formula that killed Wall Street, due
to Li (L1 2000) uses a Gaussian copula together with exponential margins to model default time
for mortgages when the default times are correlated with one another. Such a distribution is
called a meta-Gaussian distribution.

What we are interested in is neither the meta-Gaussian nor the Gaussian copula. The Gaussian
copula is the correlation-drive model we want to avoid and the meta-Gaussian does not have the
right dependency structure. To capture tail dependency we turn to the Student’s t copula. The
Student’s t copula, or just t copula, is defined for two variables as

13
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where the Gamma function is defined as I'(t) = [ 000 xtle *dx.

Note that if we let u = xt,dv = e *dx. Then du = tx*~1dx,v = —e™*. Integrating by parts
(fooo udv = w|y — fooo vdu), we find that
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Therefore, T (VZLZ) =T G + 1) = %F G) Thus we can simplify the bivariate t copula to
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The t copula uses the correlation factor that is also used in the Gaussian copula, but also
introduces a degrees of freedom factor v. When the degrees of freedom is large (around 30 or
s0), the copula converges to the Gaussian copula just as a t distribution converges to the normal
distribution. (Embrechts, McNeil, and Straumann 2002)

In the previous section we discussed tail dependency but we did not define it. We now do so.
Upper tail dependence is defined as A, (Xq,X,) = lim P(X; > F; Y (@)X, > F{1(q)), provided
q—)

alimit 0 < Ay < 1exists. If 0 < Ay < 1 then X; and X, have upper tail dependence; if A; = 0

they are asymptotically independent in the upper tail. Lower tail dependence is defined similarly,

with 4, (X, X,) = lirgl+ P(X, < F;1(q)|X, < F{1(q)). Note that the superscript “-* in the limit
q—)

means “from the left” or as g increases to 7, and the superscript “+” means “from the right” i.e.,
as g decreases to 0.

One convenient property shared by the Gaussian and t copulas is that they exhibit radial
symmetry, which means that the upper and lower tail dependency coefficients are equal.

Also both the Gaussian and t copulas are exchangeable. That is, for two random variables X; and
X3, P(Xz < x3|X1 = x1) = P(Xy < x1|X3 = x3).

Thus we can examine just the lower tail dependence coefficient to get the value for both the
lower and upper tail dependencies.

By definition,
AL (X1, X3) = Jim, P(X; < s (@1X: < FTH(q))
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By definition of conditional probability,
P(X, < F;'(q), X, < F{ (@)
P(Xy < F{'(q)
From the properties of copulas, the numerator is €(g,q), and the denominator is Fy (F{ *(q)) =
q.

lim P(X, < F; '(@|X; < F{'(q)) = lim
q—0%t q—0*

Thus the expression simplifies to

I C(q,q9)
m
q-0t q

Applying L’Hopital’s Rule,

0C(q.q) , 9¢(q,9)
C@a)_ .. _99 dq
g-0* @ q-0* 1

= lim P(U, < q|U; = q) + lim P(U; < q|U, = q)
q-0*t q-0*

Since the Gaussian copula is exchangeable, both terms above are equal, so this expression can be
simplified as

2lim P(U, < q|U; = q)
q-0*

Let (X7,Xz) be random variables that follow a bivariate normal distribution with standard
normal marginal distributions and correlation p. Recalling that y < x if and only if
F~1(y) < F~1(x), we have that

2lim P(U; < q|Uy = q) = 2lim P(@71(U;) < @797} (Uy) = 7 (q)
a- a-
The quantity on the right is 2 lim P(X, < x|X; = x)
X——00

As discussed previously X,|X; = x is also a normal distribution, with mean px and variance
1 — p?. Thus we find that

. . X — px .
21lim P(X, <x|X;=x)=2lim & ——— | =2 lim ®

X——00 X——00 1 — p2 X——00

x(1—
( p)) _o
J1—p?

as long as p < 1. Thus the Gaussian copula is asymptotically independent in both tails.

Regardless of how high a correlation coefficient we choose, as we continue to go farther and
farther into the tails, extreme events occur independently.

Unlike the Gaussian copula, the t copula exhibits tail dependency. Let(X7,Xz) be random
variables that follow a bivariate t distribution with standard t marginal distributions and
correlation p, and let t,,denote the cumulative distribution function of a univariate t distribution

15



with v degrees of freedom. X,|X; = x is a nonstandard t distribution, with location

2
transformation px and scale transformation ?Txl (1 — p?) (see Appendix 2 for a derivation).

We find, using a similar process that was used for the Gaussian copula above, that the tail
dependency coefficient is

v+1 x—px

v+x2 [1 - p2

Factoring the x term in both the numerator and denominator, this expression can be written as

/1U=2]1mP(X2>x|X1=X)=211m 1_t17+1
X—00 X—00

_ v+l 1-p
2lim | 1—t,44

x—00 v/x2+1 /1_p2

Now it is easy to evaluate the limit, which is

(D)
2| 1 tv+1< v+1\/1_+P

which due to symmetry of the t distribution about 0 is equal to

. _j(v+1)(1—p)

1+p

Provided that p < —1, the t copula is asymptotically dependent in both the lower and upper tail.
Table 1 below includes value of the tail dependency for the t copula for a variety of degrees of
freedom and correlation values. As discussed by the author in a paper on correlation (Smart
2013) typical values for correlation used in cost risk analysis range from 0.2 (as suggested by Dr.
Steve Book) to 0.6 (as recommended by the author).
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p

0.5 -04 -03 -02 -0.1 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
2| 0.06 0.08 0.10 0.12 0.15 0.18 0.22 0.25 0.29 0.34 0.39 045 052 060 0.72 1.00
3/ 0.03 0.04 005 0.07 0.09 0.12 0.14 0.18 0.22 0.26 031 037 045 054 0.67 1.00
4| 0.01 0.02 0.03 0.04 0.06 0.08 0.10 0.13 0.16 0.20 0.25 031 039 049 0.63 1.00
5/ 0.01 0.01 0.02 0.02 0.04 0.05 0.07 0.09 0.12 0.16 0.21 0.27 034 045 0.59 1.00
6/ 0.00 0.00 0.01 0.01 0.02 0.03 0.05 0.07 0.09 0.13 0.17 0.23 030 041 0.56 1.00
7| 0.00 0.00 0.00 0.01 0.01 0.02 0.03 0.05 0.07 0.10 0.14 0.20 0.27 037 0.53 1.00
8/ 0.00 0.00 0.00 0.01 o0.01 0.01 0.02 004 0.06 0.08 0.12 0.17 0.24 034 0.51 1.00
v 9/ 0.00 0.00 0.00 0.00 0.01 0.01 0.02 0.03 0.04 007 0.0 0.14 0.21 032 048 1.00
10/ 0.00 0.00 0.00 0.00 0.00 0.01 0.01 0.02 0.03 0.05 0.08 0.13 0.19 0.29 046 1.00
15/ 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.01 0.02 0.03 0.06 0.11 0.20 0.37 1.00
20| 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.01 0.02 0.03 0.07 0.14 031 1.00
30( 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.01 0.03 0.07 0.21 1.00
50| 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.02 0.11 1.00
100 0.00 0.00 0.00 0.00 0.00 000 0.00 0.00 0.00 000 0.00 0.00 0.00 0.00 0.02 100

Table 1. Tail Dependency Values for t Copula.

Note that the t copula is tail dependent even if the correlation is negative!

Test Cases

We revisit our example from a previous section and apply a t copula to the same marginals as
before with the same correlation value. We set the degrees of freedom equal to 2 to provide a
significant tail dependency. With degrees of freedom equal to 2 and correlation equal to 60%, the

tail dependency coefficient is 0.45. We consider three cases: one with both margins that are

normal distributions, one with one normal marginal and one lognormal marginal, and one with
both marginals that are lognormal. Figure 7 compares the Gaussian and t copulas for the case
when the marginal distributions are each normally distributed.
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Figure 7. 5,000 Trial Simulation of Gaussian and t Copula with Normal Marginals with
Xmean = $1 billion, x, = $250 million, y,,,cqan = 100 months, y, = 20 months, p =
0.6,v =2.

Note that the Gaussian copula is the same as the bivariate normal in this case, so this is a
comparison of a copula that does not incorporate tail dependency with one that does incorporate
it. Note also that the copula form changes some of the extreme values. The t copula has the form
that we expect, the tail values tighten in both tails, showing the impact of tail dependency.

Also the t copula forces the very extreme value up and to the right compared to the Gaussian
copula. Note that the t copula has one quirk, there are some random variables widely scattered in
the middle of the distribution. This does not affect the tail dependency.

Figure 8 compare the Gaussian and t copulas for the case when one marginal is normal and the
other is lognormal. Schedule is normally distributed and cost is lognormally distributed
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Figure 8. 5,000 Trial Simulation of Gaussian and t Copula with Normal and Lognormal
Marginals with x,,eqn = $1 billion, x, = $250 million, y,,can = 100 months, y, = 20
months, p = 0.6,v = 2.

The three graphs all appear very similar. Regardless of the distribution form used, the t copula
exhibits tail dependency, while the Gaussian copula does not. Note that Figure 9 shows the

impact of the lognormal — with its heavier tail, it has a higher upper bound for scatter plot values:
$2.6 billion vs. $2.2 billion cost for the normal distribution; and 260 months for schedule vs. 200

months for the normal distribution. This is a significant difference.
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Figure 9. 5,000 Trial Simulation of Gaussian and t Copula with Lognormal Marginals with
Xmean = $1 billion, x, = $250 million, y,,,can = 100 months, y, = 20 months, p =
0.6,v = 2.

Note that the t copula also helps with the issue of a wide range of different values for 70™
percentile frontier pairs of cost and schedule. See Figure 10. As is evident from the graph, the
number of different admissible pairs that form a 70" percentile pair are much narrower for the t
copula. The 70" percentile also appears to be the point at which the copula starts to tighten and
narrow to a point, providing some support for the 70™ percentile, if you must fund to a
percentile. However you should not fund to percentiles. Funding to percentiles ignores the
impact of large risks that lurk in the tails of the distribution. Because the tails are ignored, a
program with more risk will paradoxically require less funding than a less risky program! Also,
percentile funding is a risk analysis, but is not risk management. In particular, percentile funding
only tells you when a bad event has occurred, it does not prescribe what to do once that has
happened. (Smart 2010, 2012).
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Figure 10. Example of a 70t Percentile Joint Confidence Level Frontier for a t Copula.

The above examples only discuss one value for the degrees of freedom parameter. What value
should be used in practice? To answer this question, we look at the percentage of points for a t
copula for which both values are greater than or equal to the 90™ percentile as a percentage of the
total number of expected values we expect to be at or above the 90™ percentile. For example in a
5,000 trial simulation we expect 500 individual values to be at or above the 90 percentile for
each variable. If there is perfect 90" percentile dependency then when one value is above the 90"
percentile both will be above the 90 percentile. This is not the same notion as tail dependency
but higher tail dependency should result in an overall tendency for higher values of tail
dependency to result in higher values of this measure. Figure 11 shows the results of simulating
two-dimensional t copulas with correlation equal to 60% and varying degrees of freedom for
5,000 trials. This parameter is relatively unstable, and more trials might smooth out these
predictions. Regardless we see a steep drop off for more than two degrees of freedom.
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Figure 11. Percentage of 90" Percentile Points that Both are Above the 90™ Percentile.

The value for a Gaussian copula is 40%. As expected the value is a maximum when the number
of degrees of freedom is equal to 2. It quickly drops off for degrees of freedom equal to 3, and
then bounces around the 40% level above that. As a result [ recommend a small number of
degrees of freedom, 2, 3 or 4. Note that with 2 degrees of freedom the t distribution has infinite
variance. We need to try this in practice before settling on any particular recommended value as
a rule of thumb.

Other Considerations

We have dealt exclusively with two dimensions and joint cost and schedule risk analysis.
However, this concept applies to cost risk analysis when you have more than one random
variable. The WBS elements in a cost estimate have a dependency structure that needs to be
modeled accurately. Everything we have written in this paper about the limits of correlation
applies to cost risk analysis. Tail dependency is an important consideration in any cost risk
analysis.

Another issue is the lack of standard simulation tools to model copulas. Crystal Ball and @Risk
only model rank order correlation. One option is to use R, a programming language and platform
designed for statistics (http://www.r-project.org/). R is a free tool. There is a copula package for
R that makes the implementations of copulas simple in R. I used R and Excel to calculate the
examples for this paper. You can also use a lookup table. There are built-in lookup tables in
statistics textbooks, and so until our tools can catch up with our techniques we can use this old-
school method. To simulate a copula we just need to simulate the marginal distributions (which
is easy to do in Excel with the NORMDIST function (for the normal cumulative distribution) and
LOGNORMDIST (for the cumulative lognormal distribution function), and then use the lookup
table. For the reader’s convenience, [ have uploaded a lookup table for the t copula with 60%
correlation and two degrees of freedom to Google Docs, which can be downloaded from:

https://drive.google.com/file/d/0B8SvoUvbW_k7YmhZazJoZm9Scmc/view?usp=sharing

For the example with cost mean = $1 Billion with standard deviation = $250 Million; and
schedule mean = 100 months with standard deviation = 20 months; generate random values from

22


http://www.r-project.org/
https://drive.google.com/file/d/0B8SvoUvbW_k7YmhZazJoZm9Scmc/view?usp=sharing

each of these two in Excel using the rand() and NORMINV functions:
“A1=NORMINV(rand(),1,.25)” from which we get A1 =1.2; and
“ BI=NORMINV(rand(),100,20)” from which we get B1 = 130.

Next, input these values into the cumulative distribution function to obtain the percentile
“A2=NORMDIST(A1,1,0.25,true)” from which we obtain NORMIDST(1.2,1,0.25,true) = 0.79
ad “B2=NORMDIST(B1,100,20,true)” from which we obtain NORMDIST(144,100,20,true) =
0.93. Then we look up the value (0.79,0.93) in the copula table at the link, and find the answer is
0.770. See Table 2 below for an excerpt from the table, which contains 1,000 values.

x/y 0.9 0.91 0.92 0.93 0.94 0.95 0.96 0.97 0.98 0.99
075 0721 0725 0729 0732 073 0739 0741 0744 0746  0.748

076 0731 0735 0738 0742 0745 0748 0751 0754 0756  0.758

077 0740 0744 0748 0751 0755 0758 0761 0764 0766  0.768

078 0749 0753 0757 0761 0765 0768 0771 0774 0776  0.778

079 0758 0762 076600 0774 0778 0781 0783 078  0.788

08 0767 0771 0776 0780 0784 0787 0790 0793 0796  0.798

081 0776 0780 0785 0789 0793 0797  0.800  0.803  0.806  0.808

082 0784 0789 0794 0799 0803 0806 0810 0813 0816 0818

0.83 0.793 0.798 0.803 0.808 0.812 0.816 0.82 0.823 0.826 0.828
0.84 0.802 0.807 0.812 0.817 0.821 0.826 0.829 0.833 0.836 0.838
0.85 0.81 0.816 0.821 0.826 0.831 0.835 0.839 0.842 0.845 0.848

Table 2. Excerpt of t Copula Lookup Table.

To calculate the values used in the scatterplots I generated random values of the t copula, and
then used the NORMINYV and LOGINYV values to find the corresponding values in the normal or
lognormal distribution corresponding to those particular values. You can download 5,000 trials
from a t copula with correlation = 60% and two degrees of freedom from:

https://drive.google.com/file/d/0B8SvoUvbW_k7ZW 1xbkdHbkRNUOU/view?usp=sharing

Take each pair, for example 0.738 and 0.720, and then calculate “=NORMINV(0.738,1,0.25)”
and “=NORMINV(0.720,100,20)” to obtain $1.16 Billion and 111.7 months, which is one point
on the scatterplot. Repeat this 5,000 times (easy to do in Excel by clicking and dragging) and you
have a scatterplot.

The above links will enable you to use Excel to model t copulas. I invite the reader to try out the
tables, and see the difference that they make in your cost models. I encourage the reader to learn
to use R. It is simple and easy, and free. To generate the values for the t copula used in one
example, the code consists of only a five lines of code in R to generate the points from a t copula
with 60% correlation and two degrees of freedom:

install.packages("copula™)

library(copula)

t.cop <- tCopula(c(0.6), dim = 2, dispstr = "ex",df = 2, df.fixed = TRUE)
u <- rCopula(5000, t.cop)
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write.csv(u, file = "t_copula2.csv")

There is a commercial tool, ModelRisk that has copula modeling capability. Another option is to
model it yourself using Visual Basic macros in Excel. At MDA we are developing a copula
modeling capability for our in-house cost model, which we call the Integrated Financial Cost
Model.

The t copula is one possibility. The other copulas for modeling dependencies in cost risk
analysis. There is a large class of copulas called the Archimedean class of copulas that
incorporate tail dependency. For example, the Gumbel copula, which has an upper tail that is
more prominent than the lower tail, which is what we experience in practice, appears to have
some promise in cost risk modeling and warrants further investigation.

Conclusion

The current state of practice in cost risk analysis is the use of correlation to measure the
stochastic dependency between random variables. This has a serious shortcoming in that it
underestimates the likelihood of joint extreme events. We have presented the copula method as
the solution to this problem, and have provided the t copula as a particular method that
implements the solution. We have shown that the t copula method overcomes the primary
shortcoming of the Gaussian copula, which is tail dependency.

We urge the adoption of the copula paradigm, particularly the use of copulas that allow for the
modeling of tail dependency. It enables more accurate modeling of joint extreme events. Also, it
is technically accessible. I have provided tables and a step-by-step guide for how to implement
this approach in Excel.

Appendix 1: Conditional Normal Distribution

Let fy y denote a bivariate standard normal distribution in random variables X and ¥, and fy
denote a univariate standard normal distribution. Let p denote the correlation between Xand Y.
Then the conditional normal distribution (conditional on Y given X=x) is

1 _x2;(2pxy;;y2
— ¢ l—p
21y 1 — p?
frIX = x) = -
o
V2m
This simplifies to
1 x2-2pxy+y?* x*(1-p?) 1 _(r—px)*
e 21-p®) 20-p?) =— o 2(1-p?)
V2my/1 — p? V2my/1 — p?

which is normal with mean px and variance 1 — p2.
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Appendix 2: Conditional t Distribution

The calculation of a conditional normal distribution is straightforward and simple. The
calculation of a conditional t distribution is more complicated, but straightforward.

Let fyy denote a bivariate standard t distribution in random variables X and ¥, and fyx denote a
univariate standard t distribution. Let p denote the correlation between Xand Y. Then the
conditional t distribution (conditional on Y given X=x) is

F(v+2) 5 _Vv+2
2 (Hx —2pxy+y2> 2
r (%) v/ 1 — p2 v(1-p?)

I,(1/%-1) 4 Y3l

frlX =x) =

)

Rearranging the terms in the numerator and denominator outside the exponents, yields

v+ 2 _v+2
F1( ) <1+x2—2pxy2+y2) 2
r(Y5=) Va1 - p? v(l—=p%)
v+1

x2\ 2
(1+%)

Brining the term in the denominator and changing the exponent so that it is common with the
exponentiated term in the numerator, we find this is equal to

v+2 _v+2
F( 5 ) ( v >%( v )‘%<1+x2_2pxy+y2> 2
v+l v+x2/ \v 4 x? v(1—p?
F( > )1/7'[1/ /1_p2 ( p?)
Rearranging terms and cancelling one /v term yields
v+ 2 _viz
r(5) < v <1+x2—2pxy+y2>) 2
2 _ 2
I‘(v;l)\/ﬁ/l—pzx/v+x2 v+ x v(1l—p?)

Multiplying terms inside the exponent and simplifying yields

r(“55) <V(1 — p)+x? — 2pxy + yz) T
F(v-gl)\/ﬁ\/l—pz\/v-l-xz (v +x2)(1—p?)

Completing the square, we find that this expression can be written as
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v+ 2 _v+2
F( > ) (v(l — pP)+x? — p?x? +y%2 — 2pxy + p2x2> 2
F(Vgl)ﬁ\/l—pzx/v+x2 (v +x2)(1—p?)

Collecting terms we find that this is

2 V42
F(Ver ) ((V+x2)(1—p2)+(y—px)2> 2
F(v—;l)ﬁ\/l—pzx/v+x2 v +x%)(1 - p?)

which simplifies to

v+2 _v+2

r(*5) <1+ (y — px)? ) 2
v+1 + x2)(1 = p2

1—-( > )\/E\/l—pzx/v+x2 (v +x2)( p?)

The expression above is very close to a t distribution with v + 1 degrees of freedom (ignoring

some constant factors which we will deal with below), we are just missing the v + 1 term in a
couple of places. But we can handle this, the expression below is equivalent:

_v+2
r(5 2) (y — px)? i

oy N G R0 [ )
F( > )\/n(v+1) \/'[_])/? v+1) v+1

Now this expression is basically a t-distribution but we have a shift in the mean and scaling by a
constant factor. Let 7'denote a random variable that follows a t distribution. Then X = u + oT is
a non-standardized t distribution that follows a probability density function

(5

v+1

_ 1w 2)_7
p(X|U,M, O-) - F(;—’)WO' (1 + v( o )
) _ _ J1-pZVv+x?
In this case, u = py and o0 = =

Note that in this case that ¢ is not the standard deviation of the scaled t distribution (in the case
the degrees of freedom is less than or equal to 2, the standard deviation does not exist). We can
use the scaling and location transformation to calculate the value. In this instance if ¢,
represents the cumulative t distribution function with v + 1 degrees of freedom, then we

calculate, for input y,
[ m

ty+1
kJ(l — D+ 20 )

Vv +1
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