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Basic Cost Risk Analysis

• Short Refresher  in case you missed the Basic 
Risk Course OR …you were not paying attention
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Why do Cost Risk Analysis?
• Cost Growth:

– Increase in cost of a system
from inception to completion

• Cost Risk:
– Predicted Cost Growth
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In other words:
Cost Growth = actuals
Cost Risk = projections

Estimating
53%Engineering

33%

Quantity
5% Schedule

8%

Misc
1%

"Straight SAR" Data

How can This be Happening?
Air Force Institute of Technology, QMT290 Courseware (adapted), 2012

•Is Weapon System Cost Growth 
Increasing. A quantitative Assessment of 

Completed and Ongoing Programs.
RAND Project Air Force, 2007



Risk and Uncertainty 
• Risk is the probability that an unfavorable event will occur

• Risk is used to describe the event itself (e.g., the software builds 
may not be ready for baseline testing)

• Risk is also used to describe the probability of the event 
occurring:  Risk of incomplete software is High

• Uncertainty is the indefiniteness about the outcome of a 
situation, e.g., the range of possible values
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Types of Risk

• Cost Estimating Risk:  Risk due to cost estimating errors, 
and the statistical uncertainty in the estimate 

• Schedule/Technical/Programmatic Risk:  Risk due to 
the difficulty of conquering problems posed by the intended 
design in the current CARD or System Specifications 

• Requirements Risk:  Risk resulting from an as-yet-unseen 
design shift from the current CARD or System Specifications 
arising due to shortfalls in the documents 
– Due to the inability of the intended design to perform the mission
– “Our solution didn’t address the requirements”

• Threat Risk:  Risk due to an unrevealed threat; e.g. shift 
from the current STAR or threat assessment - The problem 
changed
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Cost Estimates

• Risk & Uncertainty Analysis techniques are used to 
develop a range of potential final costs to assist 
decision makers in formulating budgets and managing 
their programs

PE

iPE
Mean 

Estimate

– Point estimate is just that – one 
possible outcome – anchored 
to most likely baseline

– Initial Point Estimate (iPE) is 
the estimate (not risk adjusted) of 
the initial estimating inputs 
(e.g., CARD inputs)

– Mean Estimate is frequently 
accepted by the Agencies for 
budget position
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Risk Analysis Methodologies

• Inputs-Based Simulation
– A simulation is used where risk and uncertainty are applied to 

cost drivers and the estimates they generate 

• Outputs-Based Simulation
– Historically derived risk and uncertainty distributions are 

applied directly to costs

• Risk Cube Method
– Risks and opportunities included in the risk management effort 

are applied to the cost estimate

• Scenario-Based Method
– An analytical approach that produces a risk-adjusted cost 

estimate based on a set of conditions a program manager wants 
to consider
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S-Curves

• What information do these probabilistic cost 
estimates provide about program X?
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Advanced Cost Risk Analysis

• Introduction
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Introduction
• Cost risk and uncertainty analysis is an evolving 

discipline
• As a profession, we need to find creative ways to 

capture at least some schedule risk and uncertainty 
in our models!

• Key references:
– Joint Agency Cost Schedule Risk and Uncertainty 

Handbook (JA CSRUH) March 2014 
• Latest version, including worked example files available from 

https://www.ncca.navy.mil/tools/csruh/index.cfm
– Cost Estimating and Analysis Handbook. Washington, DC: 

Missile Defense Agency. 19 June 2012
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Cost/Schedule Risk and Uncertainty in the 
Cost Estimating Process

13
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CSRUH 
focus

Reference: GAO Cost Estimating and Assessment Guide, GAO-09-3SP



Risk, Opportunity, and Uncertainty
• Risk is the probability of a loss or injury
• Opportunity is a favorable event or outcome  
• Uncertainty is the indefiniteness about specific 

outcome

• Risk Register lists those events that may or may not 
happen, but if they do happen they will have a negative 
or positive impact on the cost or schedule or both

•Favorable Outcomes •Unfavorable Outcomes

•Spectrum of  Outcomes

Risk
Uncertainty

Budget
Opportunity
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Intro to SARs – Sample

15

A SAR report is 

submitted for each 

year of a program’s 

Acquisition cycle. The 

most recent SAR is 

used to determine cost 

growth

To calculate the CGF, 

adjust the current 

estimate for quantity 

changes, then divide by 

the baseline estimate

• Sample Program:  XXX,  December 31, 19XX

CEBoK-Glossary.xls
CEBoK-Glossary.xls
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SAR Data

Contract  Data

CGF vs IPE-Contract and SAR (RDT&E)

ZOOM IN with common Scale

Note that all three graphics appear 
similar, despite very different scales

Contract Data and Program Data Blend Well – No Difference in Trends



Cost Risk and Growth
• Cost Growth is the observed increase in project cost 
• Cost growth and cost risk are thus intrinsically related 
• Historical cost growth provides an excellent means for 

determining the overall level of risk for cost estimates
– Studies of cost growth indicate that the average growth is in 

excess of 50% (Smart 2011)
Cost Growth Histogram
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Comprehensive Risk and Uncertainty Model 
Development Process

Tool independent process described in the 
JA CSRUH (numbers are the sections)

5.0  Alternatives to CISM         6.0  Portfolio Considerations

Performed in Parallel

Uncertainty 
Distributions

2.3

Risk Register
2.7

Point 
Estimate

2.2

Subjective
2.5

Objective
2.4

Special 
Considerations

2.8

Run 
Simulation

3.1

Measure 
then Apply 
Correlation

3.3

Other 
Influences

3.4

Interpret 
Results

3.5

Allocate and 
Phase 

PA* Dollars
3.6

Report 
Results

4.0
For Decision

4.2
For Technical Review

4.1

*PA = Probability Adjustment 
PA Dollars replaces Risk 

Dollars
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Advanced Cost Risk Analysis

• Distributions

19



Uncertainty Distributions

20

• 2011 Air Force Cost Risk and 
Uncertainty Analysis Metrics 
Manual (CRUAMM) is in the 
public domain

• CRUAMM reports the results of 
measuring uncertainty of 1400 
sets of various cost data, 
factors, and CER residuals

• Fits were limited to lognormal, 
beta, triangular, normal and 
uniform

• The chart illustrates the 
frequency of each distribution  

In the Absence of Better Information, Choose Lognormal Distribution



Common Distributions
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DISTRIBUTION TYPICAL APPLICATION KNOWLEDGE OF 
MODE

NUMBER OF 
PARAMETERS 

REQUIRED
RECOMMENDED PARAMETERS

Lognormal

Log-t 

Default when no better info.
Probability skewed right.

Replicate another model result.
Power OLS CER uncertainty.

Log-t when < 30 data points

Mean or median known 
better than the mode

2

3

Median, high

(some tools  have a 3rd parameter :  “Location” .  By 
default, it is zero.  Used to “shift” the lognormal left 

or right (even into negative region)

Add Degrees of Freedom

Normal

Student’s-t

Equal chance low/high.
Unbounded in either direction
Linear OLS CER uncertainty.

t when < 30 data points 

Good idea, but 
unbounded in either 

direction

2

3

Mean/Median/Mode 
and high value

Add Degrees of Freedom

Triangular

Expert opinion. Finite min/max. 
Probability reduces towards 
endpoints.  Skew possible.

Labor rates, labor rate adjustments, 
factor methods

Good idea 3 Low, mode, and high

BetaPert Like triangular, but mode is 4 times 
more important than min or max. Very good idea 3 Low, mode, and high

Beta Like triangular, but min/max region 
known better than mode. Not sure                                               4 Min, low, high, and max

Uniform Equal chance over uncertainty
range.  Finite min/max. No idea 2 Low and High

(some tools require min and max)

Empirical Fit Unable to fit a distribution to the data  Not required N/A Enter source data and estimated
probability for each data point 

•Note: Low/high are defined with an associated percentile, Min/Max are the absolute lower/upper bound (also known as the 0/100)

DISTRIBUTION TYPICAL APPLICATION KNOWLEDGE OF 
MODE

NUMBER OF 
PARAMETERS 

REQUIRED
RECOMMENDED PARAMETERS

Lognormal

Log-t 

Default when no better info.
Probability skewed right.

Replicate another model result.
Power OLS CER uncertainty.

Log-t when < 30 data points

Mean or median known 
better than the mode

2

3

Median, high

(some tools  have a 3rd parameter :  “Location” .  By 
default, it is zero.  Used to “shift” the lognormal left 

or right (even into negative region)

Add Degrees of Freedom

Normal

Student’s-t

Equal chance low/high.
Unbounded in either direction
Linear OLS CER uncertainty.

t when < 30 data points 

Good idea, but 
unbounded in either 

direction

2

3

Mean/Median/Mode 
and high value

Add Degrees of Freedom

Triangular

Expert opinion. Finite min/max. 
Probability reduces towards 
endpoints.  Skew possible.

Labor rates, labor rate adjustments, 
factor methods

Good idea 3 Low, mode, and high

betaPERT Like triangular, but mode is 4 times 
more important than min or max. Very good idea 3 Low, mode, and high

Beta Like triangular, but min/max region 
known better than mode. Not sure                                               4 Min, low, high, and max

Uniform Equal chance over uncertainty
range.  Finite min/max. No idea 2 Low and High

(some tools require min and max)

Empirical Fit Unable to fit a distribution to the data  Not required N/A Enter source data and estimated
probability for each data point 



Fitting Distributions to Historical Data
• Example: You are estimating transportation costs for a radar 

system, and have the following data on hand for transportation 
costs for seven currently deployed radars from the same 
program:

• How should the transportation cost and its uncertainty for the 
eighth radar be modeled?

22

Radar Cost ($K)

1 250

2 225

3 275

4 300

5 260

6 250

7 250



Fitting Distributions to Historical Data (2)

• First, we examine the data, plotting it as a histogram
• Choice of bin selection significantly impacts the 

shape
– See JA CSRUH 2.3.1 for a detailed discussion
– Note how the shape changes using 3, 4, and 5 bins

• Note that the data are skewed, so whatever 
distribution we pick to model the uncertainty should 
reflect this skew
– Rules out normal and uniform distributions
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Fitting Distributions to Historical Data (3)

• Option 1
– Represent risk as a discrete distribution, assigning 

probabilities based on relative frequencies

• Pro
– Represents the exact historical data

• Con
– Not likely that this represents the actual distribution, since 

transportation cost is the function of many factors that vary 
continuously, there is nothing to prevent the cost for the 
next radar to be $255K, for example

Cost ($K) Probability

225 1/7

250 3/7

260 1/7

275 1/7

300 1/7



Fitting Distributions to Historical Data (4)

• Option 2
– Represent risk as triangular dist., by matching the mode
– For the low and high can match the data set, but it’s likely 

those are not firm limits on the true risk 
• In the interest of simplicity, we will select the low and 

high based on the sample limits
– There are many tools that give you the capability to model 

the lows and highs are percentiles of the triangular
– For example, the data set’s low value, $225K could 

represent the 15th percentile, and the high  ($300K) could 
represent the 85th percentile of a triangular distribution

• Low = $225K, Mode (ML) = $250K, and High = $300K
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Fitting Distributions to Historical Data (6)
• Option 3

– Fit data to a lognormal distribution
– There are several ways to fit a continuous distribution to a 

sample, including numerical routines, maximum likelihood, 
and others, we will focus on the method of moments

– The sample mean is $259K, and the sample standard 
deviation is $24K

– The method of moments fits a distribution by matching the 
number of moments necessary to completely define the 
distribution

• In the case of the lognormal, the distribution is 
completely defined by mean and standard deviation, so 
we set mean = $259K and the standard deviation = $24K
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Assessing Goodness-of-fit

• Assessing goodness-of-fit
– Compare the fits relative to the historical data with graphs
– Our chart is to the left, a fit from CO$TAT is provided to the 

right
• Triangular is the third best fit
• Lognormal is a slightly better
• Log-t is actually the best fit
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Assessing Goodness-of-fit

• There are three popular goodness-of-fit tests
– Chi-Square, Kolmogorov-Smirnov, Anderson-Darling
– Chi-Square:

• Highly sensitive to user selected bin sizes (equal probability, not equal 
interval)

• Can compute a statistical significance for any fitted 
distribution

– Chi-Square and K-S are Both Simple and Easy to Compute
– A-D is More Powerful and Considered a Good Test for 

Departure from Normality
– A-D Gives More Weight to the Tails of the Distribution

• Statistical significance only available for limited 
number of distributions for K-S and A-D (e.g., not 
triangular or beta)
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Measuring Parametric Model Uncertainty
• When developing estimates using cost-estimating 

relationships (CERs), there are two major sources of 
uncertainty
– Technical (model input) uncertainty
– Estimating uncertainty

• Technical uncertainty reflects the uncertainty 
inherent in the model inputs
– Typical model inputs include weight, software lines of code,  

heritage, and other performance and management inputs
– Frequently this uncertainty is subject matter expert opinion

• Estimating uncertainty measures the uncertainty 
inherent in the model due to the model’s inability to 
capture all aspects of variability in the data
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Technical Uncertainty - Example

• Weight is often used in CERs
– Proxy for scope if the data set includes a wide variety of 

data (small and large programs)
– Aerospace weight growth study: average satellite weight 

growth from program inception to launch is 28%

30

Aerospace Weight Growth Data
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Estimating Uncertainty
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Estimating Uncertainty (2)

• For ordinary least squares (OLS) linear regression, 
uncertainty is assumed to be normal distribution
– Estimate is the mean, and the regression standard error of the 

estimate (SEE) is the standard deviation of the normal 
distribution

– For <30 data points, the student’s t distribution should be used
• For log-transformed OLS linear regression, the 

estimating uncertainty follows a lognormal distribution
– Estimate is the median of lognormal, SEE from the regression is 

standard deviation of normal distribution (in log-space)
• There is additional uncertainty about an estimate based 

upon the distance of what is being estimated from the 
mean of the input data
– This results in a prediction interval
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Interpreting the Expert’s Opinion

• Top image
– Dotted line represents the 

triangular distribution if the 
expert bounds are treated as 
absolute (min/max)

– Solid line illustrates distribution 
if bounds treated as 15/85, but 
no adjustment for skew

• Bottom image
– Dotted line represents the 

triangular distribution if the 
expert bounds are treated as 
absolute (min/max)

– Solid line Illustrates distribution 
if the expert captured 70% of the 
potential range and we adjust for 
skew (maintain probability of the 
mode)

– Similar if you choose a  
betaPERT or uniform distribution
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Advanced Cost Risk Analysis

• Aggregating Risk
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Aggregating Risk and Uncertainty

• Risk and uncertainty is typically applied at the same 
level at which we estimate cost, that is, at the lowest 
Work Breakdown Structure (WBS) level

• Estimates for each WBS element are summed to 
yield the total system cost

• For an n-element WBS, the total cost is the sum of 
the cost for each of the n elements

35
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Aggregating Risk

• This leads us to the issue of aggregating the risk and 
uncertainties across the WBS

• For example, how do we determine the 70th

percentile of the overall cost uncertainty 
distribution? 

• Note that we cannot simply add the 70th percentiles 
of each of the cost uncertainty distributions

• We can add means, and variances (taking correlation 
into account, more on that later), but that is all
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Percentiles Do Not Add!

• As a notional example consider two independent 
normal distributions
– One distribution has mean equal to 100, and standard 

deviation equal to 20
– The second distribution has mean 300 and standard 

deviation of 80
• The sum of two independent normally distributed 

random variables is also normally distributed
• To combine the two distributions we add the means, 

and add the variances
– Total mean is

– Total standard deviation is 

37
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Percentiles Do Not Add! (2)

• The 80th percentiles for the individual distributions 
are 117 and 367, respectively

• The 80th percentile of the combined distribution is 
469, but the sum of the two 80th percentiles is 484
– sum of two or more normal distributions is normal 

distribution
• To see why this is the case note that the percentiles 

of a normal distribution are determined by the mean 
and the standard deviation
– The standard deviations are not added when normal 

distributions are combined, rather the variances are 
combined

– Sum of variances is 
– The standard deviation of this sum is   

38
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Percentiles Do Not Add! (3)

• Since 

• We can write

• The left side of this inequality represents the risk of 
the combined distributions, while the right side 
represents the sums of the individual uncertainties

• Combining two missions that are independent 
results in a diversification of risk
– The total portfolio is not as risky on a relative 

basis as each individual project

39
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Methods of Aggregation

• Since percentiles do not add, we have to find other 
ways to aggregate uncertainty

• Unless cost uncertainty for each WBS element is 
normal, the aggregate will not be normal
– Normal distribution is not realistic choice for representing 

uncertainty most of the time
• Monte Carlo simulation is an approach for solving 

problems that are too complex for straightforward 
analysis
– Developed during World War II for the Manhattan Project

• Another approach that works well in practice is 
analytic approximation
– Ignore the distribution form and aggregate the moments
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Methods of Aggregation (2)

• Monte Carlo simulation is a standard term for 
simulation

• However, there is an improvement on Monte Carlo 
that improves the accuracy of the results of a 
simulation for a given number of trials

• This method is stratified sampling
– Also known as Latin Hypercube 
– Similar to Monte Carlo, but an equal number of draws are 

taken from a set of subintervals, for example, dividing the 
interval (0,1) into [0.0,0.01), [0.1,0.2),…, [0.9,1.0] 

– Instead of 10 trials from [0,1], we have one trial from each 
subinterval 

– Rough rule of thumb is Latin Hypercube takes 30% fewer 
trials to achieve similar accuracy to Monte Carlo
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Don’t Forget About Correlation
• Correlation exists between:

– Work breakdown structure (WBS) cost element costs
– Cost and schedule
– Cost drivers (model inputs)

• Correlation is a necessary consideration in cost 
uncertainty analysis

• Correlation is a number that can vary between -1 and 
+1 and represents the strength of the relationship 
between the two random variables
– If both variables have a tendency to move in the same 

direction, correlation is positive
– If when one variable increases, other tends to decrease, and 

vice-versa, correlation between two variables is negative
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Correlation And Causation

• Note that correlation is not causation, however, 
causation implies correlation
– For example, shark attacks and ice cream sales at the beach

• For example, for  a launch vehicle structure, 
increasing the diameter will not only result in an 
increase in the structures cost, but will also result in 
higher costs for thermal coating (paint, etc.)

• Also simply because two subsystems do not appear 
to be related does not mean they are not correlated!
– For example, structures and computer equipment seemingly 

have little relation to one another; however, external factor 
such as funding cut, or a strike, will impact all subsystems, 
leading to delays and increasing cost across the board

– Thus everything in a WBS has some correlation
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Types of Correlation
• Implicit (Functional) Correlation

– Inherent within the cost model, does not need to be 
separately specified in risk parameters

• Methodology to estimate spares = 15% of Prime Mission 
Product cost

• Spares cost will be 100% correlated with changes in PMP 
during risk modeling

– Method of moments (an alternative to simulation) does not 
capture functional correlation, it relies on applied 
correlation

• Explicit (User-Defined) Correlation
– Not inherent within the cost model, needs to be specified in 

risk parameters
• PMP and Development costs calculated independently
• Correlation must be specified to ensure changes in 

development costs affect PMP costs during risk modeling

44



Importance of Correlation

• Percent that total cost standard deviation is 
underestimated when correlation assumed to be 0 
instead of r given n WBS elements
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Importance of Correlation (2)

• For example if correlation is assumed to be 0 for all 
elements in a 30 element WBS, and the actual 
correlation is 20%, then the total cost standard 
deviation is underestimated by 60%

• For example assume the total cost is modeled as a 
normal distribution with mean = 100
– If correlation is assumed to be zero, with total cost standard 

deviation = 12, when correlation = 20%, then the true 
underlying standard deviation = 30

– 70th percentile with zero correlation assumption = 106
– 70th percentile with 20% correlation is 116 
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Correlation Knee-in-the-Curve

• Given no other assumption or information about 
correlation, 20% represents the knee-in-the-curve in 
the correlation chart, giving a default for correlation 
that is much better than assuming independence

• JA CSRUH, looking across many references, settled 
on 30% as a default
– The impact of using 0.3 rather than 0 is much greater than 

the impact of using 0.6 rather than 0.3

• More robust method is to minimize percentage error
– Recommendation is to use a higher value: 60%
– “Robust Default Correlation for Cost Risk Analysis,” C. 

Smart, 2013 ICEAA Annual Conference
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Measures of Correlation
• Two measures of correlation are commonly used in 

cost risk and uncertainty analyses
– Pearson’s product-moment correlation coefficient 
– Spearman’s rank correlation coefficient

• Garvey and others recommend using Pearson’s 
product-moment (PPM) correlation coefficient 
correlation for cost risk and uncertainty analyses

• Method of moments uses PPM, but there are two 
options in simulation
– Rank Correlation is used by @Risk and Crystal Ball
– PPM correlation has been incorporated into Risk+ and 

ACEIT (modified Laurie-Goldberg method)
– Studies have shown little difference in practice
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Spearman Correlation

• Spearman’s rank correlation measures the 
monotonicity between two random variables

• If two random variables are perfectly monotonically 
increasing (e.g., Y = X2), then the Spearman rank 
correlation, denoted by X,Y, is +1 

• The two measures can be significantly different
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Default Correlation for a WBS Summary

• Note that these only apply across-the-board when 
there is no functional correlation

• In a Monte Carlo simulation be careful not to double-
count functional correlation by injecting it on top of 
any functional relationships that capture this effect

• JA CSRUH recommends measuring the correlation 
across the WBS elements first, then applying 
correlation across uncertain cost drivers to cause 
the WBS elements to have the desired correlation
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Correlation Between Default Value
Hardware-to-hardware 0.60

Hardware-to-systems-level 0.75

Systems-level-to-systems level 1.00



Effects of Injecting Correlation

• Injecting correlation increases the 
coefficient of variation

• Injecting correlation creates a CER 
between the two cost items and 
should only be done when one is 
believed to exist

• When falsely ignored, ignoring 
correlation leads to:
– An incorrect confidence level; 

lower if PE < 50 %-ile, higher if PE 
> 50 %-ile

– An overestimation (for %-iles
under 50%) or underestimation 
(for %-iles over 50%) of costs at all 
percentiles

•PE

•80
%

•Source: Air Force Cost Risk Handbook
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Consistency
• Another  issue with correlation matrices is the issue 

of consistency
• To illustrate this concept, consider three random 

variables,
X1, X2, and X3

• The Pearson correlations between the pairs (X1, X2) 
and (X2,X3) also places limits on the Pearson 
correlation between X1 and X3

• For example if 1,2 = 1 and 2,3 = 1, then there exists a 
linear relationship between X1 and X2, and a linear 
relationship between X2 and X3, i.e., there exists a 
and b such that X1 = aX2, and X2 = bX3 => X1 = abX3, 
which means that 1,3 = 1 

• Transitivity does not hold for all correlations
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Consistency and the Correlation Matrix

• For example, the correlation matrix is given by

• Total variance is then given by the matrix product
Variance = 

• In order to be consistent the correlation matrix must 
be positive semi-definite
– That is, all the eigenvalues must be greater than or equal to 

zero
– When tools identify a matrix as inconsistent, it is 

recommended that the user, not the tool, fix the matrix
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Number of Trials

54

1,000 Trials 10,000 Trials

50,000 Trials

Additional trials 
give a more 

accurate 
depiction of the 

final result

100 Trials



Trials Required For Stable Results
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• An approach is given in the JA CSRUH

• Tool-independent method to visualize 
convergence (trials required for stable results)

• When trials produce a result within 0.5% of the 
10k trial result the model has converged

– Changing random seed will change results this much

• By definition, all lines will go to zero at 10k 

• If lines do not fall below 0.5% by about 9k, it 
means 10k is not a suitable baseline.  In that 
case, use 20k (i.e., run the simulation 20k to test 
convergence)

• Images illustrate similar behavior for all tools

• Even if it takes no time to run 10k trials, perform 
this test to ensure model has converged

• Excel utility to do this test is available at the JA 
CSRUH web site (NCCA/Tools)



Advanced Cost Risk Analysis

• Schedule Risk
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Schedules Impact Cost

• Schedule changes have enormous impacts on cost  
– Schedule slips can lead to cost increases

• Fixed programmatic costs must be paid on a regular basis
– Achieving schedule milestones early can result in cost 

savings
• Schedule is an important consideration in cost 

analysis, including cost risk analysis 
• However, we must be careful in correctly integrating 

cost and schedule risk
– Schedule is not simply an input, but is dependent on many 

of the same factors that drive cost!
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• Incorrect schedule network logic
– Giver / receiver identification
– Degree of Serial / parallel tasks
– Excessive overlap among activities, e.g., software increments

• Optimistic durations between Program events, e.g. PDR to CDR 
• Lack of ranges on duration for tasks 
• Inadequate margin along critical / near critical paths
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Toy Problem – Schedules
• Tasks 1 and 2 begin at the 

same time and are 
independent 

• Both tasks must be 
complete before the system 
is ready

• Duration is modeled as a 
uniform distribution 
ranging from Estimated 
20%
– Note that it is symmetric!

• What is the Expected 
Duration?

EndStart

Task 1
Duration 9

Task 2
Duration 10
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Task 1 Task 2 Max Dur
7.02 11.91 11.91
7.08 11.62 11.62
8.22 11.27 11.27

10.00 10.91 10.91
9.94 8.77 9.94
9.03 10.94 10.94
9.54 8.39 9.54

10.05 10.09 10.09
10.33 11.22 11.22
10.59 11.64 11.64

Average 9.18 10.68 10.91
Criticality 20% 80%

Independent Tasks

The average system duration is 10.91 
months … longer than the estimated 

duration of either component task

The “shorter” Task 1 is 
the critical path 20% of 

the time!

EndStart

Task 2
Duration 10

Task 1
Duration 9

Each task is uniformly 
distributed from –20% to 

+20% of the expected 
duration

60

CEBoK-Glossary.xls
CEBoK-Glossary.xls


Comparisons with
Constant Critical Path

Network Comparisons

9.00 9.50 10.00 10.50 11.00 11.50

(4-5)//(5-5)
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(4-5)//(5-5)

9//10

5-5
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Average DurationMean 80th%-ile

Durations were modeled as uniform distributions ranging 
from ±20% of the estimate.  5000 iterations were run

… but their probabilistic durations are all different

Serial is 
good

Serial 
is good

Cross links 
are bad

Parallel 
is bad
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Network Growth Effect vs Number of Parallel Tasks
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Network Schedule Growth 
As a Function of Network Complexity … Parallel-Task Toy 

Problem
• This is another toy problem, to see what happens to a 

network as identical parallel tasks are added

Increasing 
the number 

of tasks 
increases 

the schedule 
stretch
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Conclusions from Examples

• Duration of network will be longer than any component leg
• Parallel tasks increase the average duration

– Independent tasks that must finish at the same time should make 
you worry about schedule

– The more parallel tasks, the more you stretch
• Serial tasks do not increase the average duration

– Serial tasks should make you feel a bit better about schedule
– However, breaking a single task into smaller pieces will not 

improve your schedule
• Interdependencies (cross links) increase the average duration

– Tasks that depend on two or more other tasks should make you 
worry about schedule

• Greater variability of the tasks will make the schedule duration 
grow
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Advanced Cost Risk Analysis

• Joint Cost-Schedule Confidence Levels
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The Relationship of Cost to Schedule
• Cost and schedule are positively correlated

– A larger program with bigger scope with take longer to 
complete than a smaller, simpler program

• However, longer schedules do not always equate to 
higher cost, nor shorter schedules with lower cost
– Highly compressed schedules relative to the optimal 

schedule can lead to large overruns
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Correlation Between Cost and Schedule
• Cost and schedule are positively correlated, but 

not perfectly so
– For example, it is possible to have a schedule underrun 

and a cost overrun
– Based on cost and schedule growth data for 50 completed 

NASA programs, the correlation between development 
cost and development schedule is 70%

– If program is budget constrained, cost and schedule will 
be more highly correlated (go as you pay)

– If program is schedule constrained, cost and schedule will 
have lower correlation, perhaps even negative correlation! 
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Joint Lognormal and Normal Distributions
• Cost and schedule typically modeled as combination 

of Normal and Lognormal probability distributions
– Studies by The Aerospace Corporation, the MITRE Corporation, 

Wyle Labs, and SAIC have found that the Lognormal probability 
distribution almost always serves as a good model for both the 
schedule distribution and the cost distribution

– The Normal distribution may also be appropriate in some instances 
and depending upon the level of confidence at which budgets are 
set, may even be more conservative and logically consistent than 
the Normal distribution

– Joint Lognormal and Normal distributions are defined by pair of 
mean and standard deviations, and level of correlation between 
them 

• If Lognormal distributions characterize a system’s 
cost and schedule then the Bivariate Lognormal 
could serve as assumed model of their joint 
distribution

67



Modeling Cost and Schedule 
as a Bivariate Distribution

• In the approach set forth by Book and Garvey, cost 
risk is assessed and the top-level distribution is 
modeled as a Lognormal (or Normal) distribution; 
schedule risk is assessed and the overall schedule 
risk is modeled as a Lognormal (or Normal) 
distribution

• The two distributions are combined into a Bivariate
distribution  by assigning a correlation between the 
two and by treating the two distributions as the 
marginal distributions of a Bivariate Lognormal 
distribution
– Other combinations include a Bivariate Normal, or a 

Bivariate Normal-Lognormal
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Bivariate Lognormal for Cost and Schedule
• Contour Plots of a Bivariate Lognormal
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Conditional Confidence Levels
• Given a program’s project schedule, we can 

determine the cost risk distribution conditional upon 
the given schedule

• Conditional cost S-curves are steeper than 
unconditional (marginal) cost S-curves between 
some uncertainty has been removed because 
schedule is fixed
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Joint Confidence Levels

• Joint 65% confidence represents the probability of 
achieving both 65% confidence in cost AND 65 % 
confidence in schedule
– This is different than achieving 65% cost confidence alone, 

or achieving 65% schedule confidence alone
• Due to the imperfect correlation between cost and schedule, it 

is possible to achieve a 65% cost confidence with a lower level 
of schedule confidence

• Restricting the schedule confidence thus requires additional $ 
to achieve a given level of confidence
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Joint Confidence Levels Versus Cost 
Confidence Levels Only

• Example of the differences between cost confidence, 
schedule confidence, conditional cost confidence, 
and joint cost and schedule confidence
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Policy Considerations for Confidence Levels

• For large programs the difference between the 
amount of money needed to achieve 65% cost 
confidence independent of schedule and joint 65% 
cost and schedule confidence can represent 
hundreds of millions and even billions of dollars!
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Joint Cost and Schedule Confidence

• Can examine pairs of cost and schedule that achieve 
a given level of confidence

• Provides insights into the trade-offs between cost 
and schedule for a given level of confidence
– Possible to increase cost confidence by giving a 

project more time in some instances, or possible 
to “buy down” schedule

• But these have limits and are shown in the iso-cost and 
schedule confidence curves
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BACKUP
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• Growth through requirements maturation
• Potential for requirements creep 
• Maturity of the technology and manufacturing 

processes
• Spec and design maturity, development methods, 

and reliance on reused and/or COTS products –
software challenge

• Support and maintenance requirements for fielded 
units 
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• Management approach & acquisition strategy
• Degree of program oversight 
• Contracting strategy/complexity 
• Contractor ability to support key program 

requirements 
• Risk management plan adequacy
• Budgetary changes or other resource constraints 
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Prediction Interval Distribution vs. SEE

• The above graph shows two cumulative distributions of cost for an 
estimate developed using a CER
1. The Normal distribution using the Standard Error of the Estimate
2. The distribution created from the set of all Prediction Intervals

• Above the median, the higher the percentile, the more the SEE 
underestimates
– Below the median, the SEE overestimates
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Prediction Interval Standard Error of the Estimate

%-ile SEE P.I. Delta
10% 7.67$    5.76$    33.2%
20% 8.99$    7.99$    12.6%
30% 9.95$    9.39$    6.0%
40% 10.77$  10.51$  2.4%
50% 11.53$  11.53$  0.0%
60% 12.30$  12.55$  -2.0%
70% 13.11$  13.67$  -4.1%
80% 14.07$  15.08$  -6.7%
90% 15.40$  17.31$  -11.0%
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Copulas
• More generally, any combination of distributions can 

be used (more than just normal and lognormal)
– Termed “copula” from the Latin word to “tie, join, combine”
– Copulas are a way to combine marginal distributions of any 

number and type into a joint distribution
• More formally a copula is a multivariate joint distribution 

defined on the n-dimensional unit cube [0, 1]n such that every 
marginal distribution is uniform on the interval [0, 1]

• (The bivariate form of) Sklar’s theorem states that for any 
bivariate distribution function H(x, y), let F(x) = H(x, ∞) and G(y) 
= H(∞, y) be the univariate marginal probability distribution 
functions. Then there exists a copula C such that 
H(x,y)=C(F(x),G(y)).

– Copulas are widely used in risk management for 
investments and insurance

• Considered industry best practice (Li, 2000)
• Marketed as part of J.P. Morgan’s CreditMetrics suite of tools 

(Gupton et. Al, 1997)

79



Tail Dependence

• One criticism of the Gaussian copula method (recall 
this is the same as the Garvey approach) is that the 
model does not exhibit tail dependence

• Tail dependency is the probability of an extreme 
event given that another correlated variable has an 
extreme event
– For example, the probability of extreme cost growth given 

that there is extreme schedule growth
• Tail dependence is a function not of correlation, but 

rather the copula form
– Gaussian copulas exhibit little or no tail dependency even in 

the presence of high correlation
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Tail Dependence Vs. Tail Independence
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Gupton, G.M., et al., CreditMetrics – Technical Document, 1997



Gaussian Copulas and Tail (In)dependency

• As an example, in the bivariate lognormal case, 
suppose the coefficient of variation for both cost and 
schedule risk is 30%. 

• Suppose a strike occurs, delaying the schedule so 
that the 99th percentile of the schedule risk 
distribution will be realized. What is the probability 
that cost growth experienced will also be at or above 
the 99th percentile for cost?
– If cost and schedule are independent, the conditional 

probability is   .012/.01 = 1%
– If correlation between cost and schedule is 30%, the 

conditional probability is 5.8%
– If correlation between cost and schedule is 50%, the 

conditional probability is 13.5%
– If correlation is 70%, the conditional probability is 27.5%
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Tail Dependency and Correlation

• When tails are thin and correlation is low, lack of tail 
dependency is quite strong

• For example, both cost and schedule are modeled as 
normal distributions with correlation equal to 30%
– Based on a 5,000 trial simulation, one of the outcomes is a 

schedule at the 99.5th percentile and cost at the 6th

percentile
• Extreme schedule event does not imply an extreme cost event 

when cost and schedule risk are jointly modeled in this way

83



Tail Dependency and Correlation
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Tail Dependency and Correlation

• Thus, even though correlation between cost and 
schedule may be quite strong, Gaussian copulas do 
not exhibit tail dependence

• Increasing the tail risk and the correlation can aid in 
dealing with this issue, but not eliminate it entirely

• For example, both cost and schedule are modeled as 
lognormal distributions with correlation equal to 70%
– Based on a 5,000 trial simulation, one of the outcomes is a 

schedule at the 99.9th percentile and cost at the 77th

percentile
• 23% chance of experiencing this cost, but odds are 1 in 1,000 

of experiencing schedule at this level
• Even though distributions have significant tails, and significant 

correlation between cost and schedule is assumed, the 
schedule tail event does not automatically result in a cost tail 
event
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Tail Dependency and Correlation (2)
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How to Incorporate Tail Dependency

• Thus, even though correlation between cost and 
schedule may be quite strong, Gaussian copulas do 
not exhibit tail dependence
– Unless correlation is set to 1, or close to it

• A commonly used copula that exhibits tail 
dependence is the Student-t copula
– Exhibits tail dependency whenever cost and schedule are 

positively correlated
– More complicated computationally, requires assigning an 

extra random factor
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